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ABSTRACT
Many real-world security problems can be modeled using Stackelberg security games (SSG), which model the interactions between
defender and attacker. Green security games focus on environmental crime, such as preventing poaching, illegal logging, or detecting
pollution. A common problem in green security games is to optimize patrolling strategies for a large physical area such as a national
park or other protected area. Patrolling strategies can be modeled
as paths in a graph that represents the physical terrain. However,
having a detailed graph to represent possible movements in a very
large area typically results in an intractable computational problem
due to the extremely large number of potential paths. While a variety of algorithmic approaches have been explored in the literature
to solve security games based on large graphs, the size of games
that can be solved is still quite limited. Here, we introduce abstraction methods for solving large graph-based security games. We
demonstrate empirically that these abstraction methods can result
in dramatic improvements in solution time with modest impact on
solution quality.

Keywords
security, green security, abstraction, contraction, game theory

1.

INTRODUCTION

As a society, we face a wide variety of security challenges in
protecting people, infrastructure, computer systems, and natural resources from criminal activity. A common challenge across all of
these different security domains is making the best use of limited
resources to improve security, even in the face of intelligent, highly
motivated attackers. Green security domains focus particularly on
the problem of protecting our wildlife and natural resources against
illegal exploitation, such as poaching and illegal logging. Resource
limitations are particularly acute in fighting many types of environmental crime, due to a combination of limited budgets and massive
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physical areas that need to be protected. For example, it is common
for small numbers of rangers, local police, and volunteers to patrol
protected national parks that may cover thousands of square miles.
Recent work on green security games [8, 11] has proposed formulating the problem of finding optimal patrols to prevent environmental crime as a Stackelberg security game [23]. In these games,
the defender (e.g., park ranger service) must decide on a randomized strategy for patrolling the protected area, limited by the geographic constraints and the number of available resources. The
attacker (e.g., poacher) selects an area of the park to attack based
on the intended target and the patrolling strategy. For example, a
poacher will try to target areas of high animal density where patrols are the least likely to occur. The goal in solving the green
security game is to find the patrolling strategy for the defender that
maximizes the environmental protection.
Green security games typically model the movement constraints
for the defender patrols using a graph to capture the physical terrain. Unfortunately, this leads to a major computational challenge
because the number of possible paths grows exponentially with
the size of the graph, and enumerating all possible combinations
of paths that could be followed by the available resources makes
the problem even more intractable [27] [33]. Several algorithms
have been proposed in the literature to solve these games more efficiently [22, 26]. Most of these rely on incremental strategy generation (known as double oracle algorithms, or column/constraint
generation) to solve an integer programming formulation of the
problem without enumerating the full strategy space. The most recent application called PAWS [10] approaches the scalability issue
by incorporating cutting plane and column generation techniques.
While these methods have improved scalability dramatically, it is
still not possible to solve real-world problems covering large areas
with a fine-grained resolution on the terrain.
In this paper we introduce a new direction for solving large security games based on graphs by using abstraction to reduce the size
of the problem before applying an equilibrium solver. This direction is motivated by the success of automated abstraction methods
in solving other very large games, most notably computer poker [16,
17, 19, 20, 38]. In addition, there has been work on using abstraction methods for graphs in the literature on pathfinding algorithms
(e.g., [14, 15, 32, 4]). We introduce a new solution technique for
green security games that first applies a graph abstraction method
to simplify the graph used to define the strategy space, and then ap-

ply an equilibrium solver to the reduced game. Once the simplified
game has been solved, we map the solution back into the original
game. We note that this overall approach can be used in combination with previous work on incremental strategy generation to
further improve scalability, since the faster incremental algorithms
can be used as equilibrium solvers in our method.
We empirically evaluate our abstraction techniques on graphbased security games motivated by the problems encountered in
green security domains. Our experiments demonstrate that abstraction has great potential to scale up algorithms for green security
games to much larger problem sizes. In particular, we show that applying our graph abstraction methods dramatically improves computation times, while introducing relatively modest reductions in
the solution quality. Future work to improve the abstraction methods should yield even greater advantages.

2.

RELATED WORK

The first approach to compute strategic resource allocations for
security was to find a randomized strategy after enumerating all
possible resource allocations [27], which is used by the Los Angeles Airport Police as an application called ARMOR [28]. After that
a more compact form security game representation was used [23]
to achieve a faster algorithm(IRIS [33]), which is used by Federal
Marshal Service (FAMS). Another algorithm, ASPEN [22], was introduced to prevent the exponential explosion of the variables since
all the possible resource allocation were used to get the strategy for
the defender. ASPEN uses branch-and-price approach to alleviate
problems of previous algorithms. In this algorithm, joint scheduling was used to get a probability distribution over the pure strategy
space. Most recently, to tackle more massive games an approach
based on cutting planes was introduced [36] to make the solution
space more manageable. Game theoretic algorithms are also used
to secure ports [30] and trains [37].
Recently, successful deployment of game theoretic applications
motivated researchers to use game theory in green security domains [8] [21] [35]. The transition to green security domain provided new challenges and research questions. For example rather
than using the SSG game model a new game model called GSG [11]
has been introduced. Assumptions about attacker being able to
fully observe the defenders strategy was also not suitable with the
real world scenario, where the poacher doesn’t have the capability to observe the complete patrolling strategy. So, partial observability and bounded rationality have been introduced to make the
attacker model more realistic. The defenders also have the issue
of limited observability which results in payoff uncertainty. To address this issues an algorithm called ARROW [26] was introduced.
Many abstraction techniques have also been developed for extensive form games with uncertainty including both lossy [29] and
lossless [18] abstraction. There also has been some work which
gives bounds on the error introduced by abstraction [24]. There is
also imperfect recall abstraction which considers hierarchical abstraction [9] and earth mover’s distance [13].
Contraction technique [14] has been used to achieve fast routing
in road networks, where contraction acts as a pre-processing step.
One issue with the contraction algorithm was finding the shortest
path. To alleviate the issue a bidirectional Dijkstra [31, 15] algorithm is used which is fast. A time dependent contraction algorithm
also has been introduced for time dependent road network [4].
Another area where game abstraction is used extensively is in
making computer poker agents. A simple version of full scale
Texas hold’em poker, 2 player limit Texas hold’em poker, has O(1018 )
nodes [5]. Without any kind of abstraction solving poker is extremely hard. Even though recently heads-up limit hold’em poker

is solved [6] without any abstraction, it required giganic amount of
data processing.

3.

DOMAIN MOTIVATION

Wildlife plays a major role in our ecosystem by thriving and balancing every aspect of the environment. Illegal activities such as
poaching pose a major threat to biodiversity in wildlife and marine areas, and many endangered species such as rhinos and tigers
are under extreme threat of extinction due to human activity. A
report [1] from the Wildlife Conservation Society (WCS) on May
2015 stated that the elephant population in Mozambique has shrunk
from 20, 000 to 10, 300 in last five years. Recently, elephants have
been added to the IUCN Red List [2].
Marine species are also facing danger because of overfishing and
illegal fishing. This is not only hampering the biodiversity of our
ecosystem but also causing harm to the people of coastal areas
where people depend on fishing for both sustenance and livelihood.
According to World Wide Fund for Nature (WWF), the global estimated financial loss due to illegal fishing is $23.5 billion [3].
Different organizations like WCS are providing strategies which
involve patrolling of forest areas to prevent poaching and protect
wildlife habitats.
PAWS [10] is a new application based on solving green security
games which helps to design patrolling strategies to protect wildlife
in threatened areas. It is based on a kind of virtual street map to
define the area the needs to be patrolled. In the application, the
area of interest is divided into grid cells that capture information
about the terrain, as well as other important information such as the
animal density. For example, Figure 1 shows the mean number of
elephants in each area of the grid representing the Queen Elizabeth
National Park in Uganda [12].

Figure 1: Mean numbers of elephants/0.16km2 in Queen Elizabeth National Park, Uganda

Each cell is 400m by 400m. The first thing we notice is there
are many cells which have no animal count at all, and if there is
minimal activity it is very inefficient to consider these areas as targets to patrol. Even if we give less priority to the cells with low
animal activity, it is still very difficult for the patroller to patrol
even a single target without any path strategy inside those cells, because each cell is 0.16km2 . PAWS solve this problem by having
a finer grained structure. For example each grid cell in Figure 1
can be divided into 50m by 50m cells. However, this results in
large number of targets, so the existing algorithms are not able to
compute a strategy directly on the full problem with the large number of small cells. Our goal in considering abstraction methods is
to make it computationally feasible to directly analyze games with
this fine-grained structure.

4.

GAME MODEL

A typical green security game (GSG) model is specified by dividing a protected wildlife area into grid based cells, as shown in
the example in Figure 1. Each cell is considered a potential target
ti where an attacker could attempt a poaching action. We transform
this grid-based representation into a graph representation as shown
in Figure 2. Each node represents a target ti . There are utilities
on both the nodes and edges in our graphs. Udc (i, j) represents the
utility on the edge between target i and j.

Figure 2: A graph representation of a grid based GSG

To patrol a cell ti the patroller needs to cover a certain distance
sti . We use d(i, j) to represent the distance from target i to j,
as shown in Figure 2, where st1 = 100m and d(2, 3) = 1km.
A patrolling path is a sequence of consecutive targets covered by
the defender. Inside a target (i.e., grid region) the defender covers
some distance then he moves to the next target. The defender has
a constraint on the maximum length of a patrol, so each path must
be shorter than a given maximum value dmax . Typically the patrol
starts in a base station and ends in the same base station. For example, a patrolling path is shown in Figure 3 where the patrol starts at
t0 and traverses through targets t1 → t6 → t9 → t4 and ends back
in target t0 .

Figure 3: A patrolling path
In a GSG the defender’s pure strategies are the set of join patrolling paths Jm ∈ J. The defender has a limited number of resources R, each of which can be assigned to at most one patrolling
path. Each joint patrolling path Jm assigns each resource to a specific path. Each path pk ∈ Jm in a joint patrolling path covers a set
of targets t ∈ T . Every path pk is unique and is generated using
breadth first search where we have a base target tb . The length of
each patrolling path must be less than the distance constraint dmax .
We use a matrix P = PJm t = (0, 1)n to represent the mapping between joint patrolling paths and the targets covered by these
paths, where PJm t represents whether target t is covered by the
joint patrolling path Jm . We define the defender’s mixed strategy x
as a probability distribution over the joint patrolling paths J where
xm is the probability of patrolling a joint patrolling
path Jm . The
P
coverage probability for each target ct = Jm PJm t xm . Table 1
shows an example of matrix P . This matrix P grows exponentially
with the number of targets and resources, which makes performing
computations on this representation intractable as the size of the
game gets very large.
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Table 1: Matrix P for joint patrolling paths
If target t is protected then the defender receives reward Udc (t)
when attacker attacks target t, otherwise a penalty Udu (t) is given.
In the domain, these values are based on the density of the animals in the area attacked, as a proxy for the expected losses due to
poaching activities. We assume that the number of losses decreases
when the defender is patrolling the area. The attacker receives
reward Uau (t) if the attack is on an uncovered area, or penalty
Uac (t) if the attack is executed in a patrolled area. We also assume
Udc (t) > Udu (t) and Uau (t) > Uac (t). The expected payoffs for

defender and attacker are given by:
Ud (c, t) =

X

at (ct Udc (t) + (1 − ct )(Udu (t)))

(1)

at (ct Uac (t) + (1 − ct )(Uau (t)))

(2)

chooses the target with the maximum expected payoff for the defender. Then we can easily calculate the defender expected payoff
using equation 1.

t∈T

Ua (c, t) =

X
t∈T

We use the Stackelberg model for the GSG, as in previous work
on GSG. In this model the patroller, who acts as defender, moves
first and the adversary observes the defender’s mixed strategy and
chooses a strategy afterwards. The defender tries to protect targets
T = t1 , t2 , ..., tn from the attackers by allocating R resources.
The attacker attacks one of the T targets. ai is the binary attack
vector for attacking target ti . The solution concept used to find
equilibrium in this game model is called Strong Stackelberg Equilibrium(SSE) [25, 7, 34]. In this equilibrium the defender selects a
mixed strategy (in this case a probability distribution x over joint
patrolling paths Jm ), assuming that the adversary will be able to
observe his strategy and will choose a best response and break ties
in favor of the defender.

5.

SOLUTION APPROACH

We first present a basic method for solving our games using a
mixed-integer programming formulation identical to baselines presented in previous work [22]. Solving this mixed integer linear program (MILP) will determine the optimal patrolling strategy for the
given game as a probability distribution over the joint patrolling
paths. This formulation is somewhat naïve, and it does not scale
well to large games due to the exponential number of possible joint
paths as the graph grows larger (result in a very large P matrix).
We could improve this formulation with any of the more advanced
methods based on incremental strategy generation to solve larger
problem instances. However, our focus here is on investigating the
benefits of abstraction, rather than improving the base algorithm for
equilibrium computation, so this basic formulation is sufficient for
our purposes. The MIP is represented by the following equations:
max d
d − DP x − Udu ≤ (1 − a)M

(3)
(4)

k − AP x − Uau ≤ (1 − a)M
AP x + Uau ≤ k
X
=1

(5)
(6)
(7)

xi

X

=1

(8)

x, a ≥ 0

(9)

ai

Equation 3 represents the objective function, which maximizes
the expected payoff for the defender. Equation 4- 6 enforce the
players to choose mutual best responses. Equation 7 makes sure
that the probability distribution over the joint patrolling paths sums
to one. Equation 8 enforces the attacker to attack only one target.
This MIP solves for the probability distribution x over the joint
patrolling paths J. This is the strategy defender commits to. In an
SSG, attacker observes the defender strategy then attacks a target.
We find this attacked target by taking the target with the maximum
expected payoff for the attacker using equation 2. The attacker
breaks tie in favor of defender, as specified in the Strong Stackelberg Equilibrium solution concept. That means if there are multiple targets with same expected payoff for the attacker, the attacker

6.

ABSTRACTION FOR GRAPH-BASED SECURITY GAMES

Abstraction techniques play a vital role in solving large game
models in game theory. Typically, abstraction techniques exploit
action space similarity to shrink the game model before applying a
solver (such as an equilibrium finding algorithm) to the simpler
game. We have already seen successful computer poker agents
which uses abstraction techniques where an original game tree can
have approximately 1071 nodes.
Our approach here applies this idea of game abstraction to green
security games. The main idea we exploit in our abstraction is that
there are often relatively few important targets in a GSG. The key
regions of high animal density are relatively few, and may areas
have low density, as shown in Figure 1. Based on this observation, we believe that many targets in the game can be effectively
removed from the analysis to reduce the complexity of large GSG
while retaining the important features of the game.
The main idea of our abstraction methods is based on the idea
of graph contraction, a version of which has been developed for
pathfinding in road networks [14, 15]. The idea in contraction is
to systematically remove unnecessary nodes from a graph by introducing edges and maintaining the shortest path structure from the
complete graph. However, we must also consider the utilities of the
nodes when performing contraction in a GSG, since we are interested not only in the shortest path but also the value of the targets
on the path. We contract nodes depending on their utility to the
defender, relying on the observation that there may be many targets
with very low utilities.
The first step in our contraction process is selecting the targets
we want to contract. The selection process works according to
Pareto optimality. This Pareto optimality will give us a notion about
which targets give the defender less utility even after traveling a
long distance compared with other targets. Each target in the graph
has reward Udc (t), t ∈ T if the total distance st of the target is covered. A target ti is not Pareto optimal if ∃j ∈ N, i 6= j, Udc (ti ) <
Udc (tj ) and si ≥ sj . Since we are contracting the graph to get a
patrolling strategy for the defender, we only use the utility for the
defender to find targets which are not Pareto optimal.
Contraction of a node t is done by replacing the node t with edge
(v, t, v 0 ) with a shortcut (v, v 0 ), where v 6= v 0 . v, v 0 are neighbors
of t. Next we evaluate the edges to determine whether to keep them
or not. We do not need direct edge (v, v 0 ), if d(v, t) + d(t, v 0 ) ≥
d(p), where p is another shortcut. To find the shortest path we
use a brute force approach. We check if there exists another path
(v, t0 , v 0 ) where d(v, t0 ) + d(t0 , v 0 ) ≤ d(v, t) + d(t, v 0 ). We keep
expanding node t0 if d(v, t0 ) < d(v, t) + d(t, v 0 ). If t0 = v 0 and
d(v, t0 ) < d(v, t)+d(t, v 0 ) then we do not need edge (v, v 0 ). If the
shortcut (v, v 0 ) is necessary then we assign the node’s utility on that
new edge. Since shortest path computation can become expensive
we can limit our search for shortest path where can consider only
the neighbors of the contracted node. This search space limit does
not affect the correctness of the graph since we are introducing the
shortcut (v, v 0 ) if we do not find another shortcut path.
Figure 4 shows how the contraction procedure works on the example graph shown in Figure 2. The number on the edge represents
the distance of the two nodes which are connected by that edge.
Figure 4a shows the new edges introduced as red dotted curve after removing target 3. After that we compute the shortest path for

(a) Contracting node 3

(b) Removing unnecessary edges after contracting node 3

(d) Removing unnecessary edges after contracting node 4

(c) Contracting node 4

(e) Final graph after contraction of node
3, 4, 5, 6, 7, 8, 9, 10

Figure 4: Contraction procedure for different nodes

each of the new edge. Figure 4b shows that there were already existing shortest paths. So all of the new edges were pruned because
they are unnecessary. Similarly, Figure 4c shows the new edges
introduced as red dotted lines after contracting target 4. Then Figure 4d shows what happened to the graph as we compute shortest
path calculation. As we notice that some new edges remained (e.g.
t0 → t8 ) because those nodes are in the shortest path. Figure 4e
shows the final graph after contracting nodes (3, 4, 5, 6, 7, 8, 9, 10).
Algorithm 1 Contraction Procedure
1: procedure C ONTRACT G RAPH
.
2:
G ← Graph()
. Initiate the graph to contract
3:
nd ← ContractedN odes() . Get the nodes to contract
4:
for t ← nd .pop() do
. for every node t in nd
5:
for v ← nc .neighbors() do
6:
for v 0 ← nc .neighbors() do
0
7:
if v 6= v j then
8:
dmid ← Dist(v, t, v 0 )
9:
ds ← ShortestDist(v, v 0 )
10:
if dmid ≤ ds then
. t in shortest path
11:
AdjustN eighbors(v, t, v 0 )
12:
end if
13:
end if
14:
end for
15:
end for
16:
end for
17: end procedure
Algorithm 1 shows how the contraction procedure works. Lines
2 − 3 initialize the variables. Lines 4 − 16 check whether a contracted node t falls into the shortest path between node v and v 0 .

Algorithm 2 Adjust Neighbor Procedure
0

1: procedure A DJUST N EIGHBORS(v, t, v )
2:
ptv ← P ath(v, t)
3:
ptv0 ← P ath(v 0 , t)
4:
p ← M erge(ptv , t, ptv0 )
5:
v.AddN eighbor(v 0 , p)
6:
v 0 .AddN eighbor(v, p)
7:
v.RemoveN eighbor(t)
8:
v 0 .RemoveN eighbor(t)
9: end procedure

.

In line 8 Dist(v, t, v 0 ) returns the distance of edge v → t → v 0 .
In line 9 ShortestDist(v, v 0 ) finds the shortest path between v
and v 0 . If t is in the shortest path (line 10), we add a direct edge
between v and v 0 using method AdjustN eighbors() shown in Algorithm 2. Algorithm 2 also makes sure that there is a path between
v and v 0 which consists of node t. Lines 2−4 in Algorithm 2 builds
an edge that consists of node t. P ath(v, t) returns the intermediate
nodes to reach t from v including v. We do this because there might
be previously contracted nodes in the edge from v or v 0 to t. Suppose P ath(v, t5 ) returned ptv5 = (v → t1 → t2 ). P ath(v 0 , t5 )
returned ptv50 = v 0 → t6 → t7 . After that M erge(ptv5 , t5 , ptv50 ) will
merge these two paths and return v → t1 → t2 → t5 → t7 →
t6 → v 0 . Next in line 5 − 6 v and v 0 adds each other as neighbor
inside method AddN eighbor(v, p).
Once we have the contracted graph we can follow the same procedure described in Section 5 to solve the game based on the smaller.
The only difference is that we have fewer nodes and the edges can
represent paths the cover multiple underlying nodes. Solving for
the optimal solution of this contracted game will not necessarily

result in finding the optimal solution to the original game, but we
will show in our experimental results that it is a good approximation.

6.1

Reverse Mapping

The MIP returns a probability distribution over the joint patrolling
paths J. But the P 0 matrix used by the MIP was constructed from
the contracted graph, where patrolling paths do not reflect the original graph: each edge in the contracted graph can represent multiple
nodes and edges in the original graph. We need find the P matrix
which will consider those contracted nodes. Given the defender’s
strategy, found from the MIP, using a P matrix which considers
all the targets including the contracted node, we can find the target with the maximum expected payoff for the attacker. What we
present now is a reverse mapping function which transform the P 0
matrix into P . For each of the joint patrolling paths this function
ReverseM ap(P 0 ) → P checks if two consecutive nodes have
edges with contracted nodes. If so, the node is marked as covered
in the P matrix.
Algorithm 3 Reverse Mapping Procedure
1: procedure R EVERSE M AP
2:
J ← JointP aths()
3:
index ← 0
4:
for Jm ← J.pop() do
5:
for pk ← Jm .pop do
6:
for i ← pk .len − 1 do
7:
t ← pk (i)
8:
tnext ← pk (i + 1)
9:
P [t][index] ← 1
10:
P [tnext ][index] ← 1
11:
enodes ← EdgeN odes(t, tnext )
12:
for te ← enodes .pop() do
13:
P [te ][index] ← 1
14:
end for
15:
end for
16:
end for
17:
index ← index + 1
18:
end for
19: end procedure
The reverse mapping function ReverseM ap(P 0 ) → P gives
us joint patrolling paths for the original graph. Algorithm 3 shows
how the ReverseM ap method works. For every joint patrolling
path Jm (line 4) and for every path pm in Jm (line 5) we mark two
consecutive nodes as covered (line 9-10). Then we check if two
consecutive nodes have any edge consists of contracted nodes. If
so, we mark those targets covered(line 11-14). Once we have the
joint patrolling paths P for the original graph, we can compute the
attack vector and also defender’s expected payoff.

7.

EXPERIMENTS

We begin by showing what the solution of the example game
shown in Figure 4e looks like. We computed this solution based on
Figure 2 after contracting targets (3, 4, 5, 6, 7, 8, 9, 10). We show
the reduced P 0 matrix for the contracted graph is formed, and then
we show how we find the P matrix after reverse mapping. For
simplicity we use only two joint patrolling paths which have a positive probability distribution. We used the maximum distance 6
to generate 9 patrolling paths without any duplicates for the contracted graph. The joint patrolling paths are J0 = (p6 , p8 ) and
J1 = (p6 , p7 ) where p6 = (t0 → t15 → t0 ), p7 = (t0 → t2 →

t0
t1
t2
t11
t12
t13
t14
t15

x0 = 0.0769
J0
1
1
0
1
0
0
0
1

x1 = 0.2507
J1
1
1
1
0
0
0
0
1

...
...
...
...
...
...
...
...
..
...

Table 2: A part of the P 0 matrix for example game in Figure 4e,

t0
t1
t2
t3
t4
t5
t6
t7
t8
t9
t10
t11
t12
t13
t14
t15

x0 = 0.0769
J0
1
1
0
0
0
1
1
0
0
0
1
1
0
0
0
1

x1 = 0.2507
J1
1
1
1
0
0
1
0
0
0
0
1
0
0
0
0
1

...
...
...
...
...
...
...
...
...
...
...
...
...
...
...
...
..
...

Table 3: A part of P matrix for example game in Figure 2
t1 → t0 ), p7 = (t0 → t11 → t1 → t0 ). The MIP returns a probability distribution x where x0 = 0.076 and x1 = 0.250. There are
other joint patrolling paths for which xi has a positive probability,
but we are only showing part of the solution. A part of P 0 matrix is
given in Table 2 for the contracted graph shown in Figure 4e.
Next we use the reverse mapping function ReverseM ap(P 0 ) →
P to obtain the P matrix (Table 3) for the graph shown in Figure 2.
The ReverseM ap(P 0 ) → P checks whether a target ti is in an
edge between two consecutive target in a patrolling path which belongs to a joint patrolling path. If so, ti is marked as covered. For
example, t5 , t10 are marked as covered because they are part of an
edge from t0 to t15 for joint schedule J0 and J1 .
Now we present the results of our initial experimental evaluation
of the the effectiveness of abstraction based on graph contraction on
security games. The baseline solution provides us with a defender
strategy on joint patrolling paths for any given graph (contracted
or not). We did our analysis by comparing the baseline case with
different levels of contraction. The comparisons are done for two
metrics: solution quality and runtime. For each level of contraction we measured the level of error introduced and how much time
we could save by introducing that error. We denote the error by
epsilon(),which can be defined as follows, where Ud0 (c, a) is the
expected payoff for defender when using contraction:
=

[Ud (c, a) − Ud0 (c, a)]
Ud (c, a) ∗ 100

(10)

For our experimental setup we used 100 randomly generated, 2player security games intended to capture the important features of

typical green security games. Each game has 25 targets (nodes in
the graph). Payoffs for the targets are chosen randomly from the
range −10 to 10. The rewards for defender or attacker are positive and the penalties are negative. We set the distance constraint
to 6. In the baseline solution we have no contraction. For different level of abstraction the number of contracted nodes (#CN)
varies between the values: (0, 2, 5, 8, 10). Figure 5 shows us how
contraction affects contraction time (CT), solution time (ST) and
reverse mapping time (RMT). CT only consider the contraction
procedure, ST considers the construction of the P matrix and the
solution time for the MIP, and RMT considers time to generate the
P matrix for the original graph from the solution to the abstracted
game.

Figure 7: Effect of contraction for different graph densities
In the next experiment result shown in Figure 8 and Figure 9 we
consider how increasing patrolling distance can affect the solution
quality with different levels of contractions and how much time
was saved by using contraction. For different level of abstraction
the number of contracted nodes used were : (0, 2, 5, 8, 10). The
number of resources was fixed at 3. For the baseline algorithm,
there was no epsilon since we considered that our standard. One
key observation is as the distance increases, the percentage of epsilon increased. This is because our resource was fixed but when
maximum distance increased we had more joint patrolling paths to
consider. This had the effect of introducing more error, but we were
able to save a huge amount of time as shown in 9.

Figure 5: Effect of contraction on contraction time(CT), solving
time(ST) and reverse mapping time(RMT)

We first note that as the graph becomes more contracted ST takes
much less time, as shown in Figure 5. The next experimental result presented in Figure 6 shows how much error is introduced as
we increase the amount of contraction and the amount of time we
can save by using contraction. The amount of time saved is very
significant compared with the amount of error introduced.
Figure 8: Effect of contraction on Epsilon with increasing distance

Figure 6: Effect of contraction on Epsilon and runtime saved
Figure 9: Effect of contraction on runtime saved with increasing
distance
In the next experiment we tried to see how the density of highvalued targets in the graph affects the expected utility of defender
if we use contraction. If a graph has y% density, we set the same
utility for the defender and attacker for 10% of targets in a graph.
The rest of the targets have 0 utility, meaning that those targets are
insignificant. Figure 7 shows that when we have a small number of
significant targets contraction results in better solution quality. This
indicates that contraction will be a particularly effective method for
games with relatively few important areas to protect relative to the
size of the geographic area, which is often the case for GSG.

For our final experiment we kept the same experimental setup
as the previous experiment except this time we kept the maximum
distance fixed at 6 and we varied the number of resources. For the
number of resources we considered (1, 2, 3). The results are shown
in Figure 10 and Figure 11. We notice in Figure 8 that epsilon
decreased as we increased our resources. This is expected behavior:
as we increase our resources there will be less error introduced,
and we were able to save more time(Figure 9) when resources were
increased.

Figure 10: Effect of increasing patrolling resource with contraction
in epsilon

an efficient patrolling strategy to prevent illegal wildlife poaching.
One of the big issues of this approach, modeling the scenario with
GSG, is scalability. In reality, wild animals spread over very large
area. As a result, the problem space becomes huge to solve within
feasible time. In this paper we focused on improving the scalability of methods for solving a general class of graph-based security
games that includes green security games in particular. We showed
that using graph contraction as a method of abstraction can speed
up the solution process by a huge amount. With further work to refine the abstraction method, we believe that we can achieve a very
large improvement in the scalability for green security games.
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Figure 11: Effect of increasing patrolling resource on runtime
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1.

INTRODUCTION

The leather industry is a multi-billion dollar industry [15], and in many developing countries such as India
and Bangladesh, the tanning industry is a large source of
revenue. Unfortunately, the chemical byproducts of the tanning process are highly toxic, and the wastewater produced
by tanneries is sent to nearby rivers and waterways. As a
result, the Ganga River (along with many others) has become extremely contaminated, leading to substantial health
problems for the large populations that rely on its water for
basic needs (e.g., drinking, bathing, crops, livestock) [12].
Tanneries are required by law to run wastewater through
sewage treatment plants (STPs) prior to discharge into the
Ganga. In many cases, however, the tanneries either do not
own or run this equipment, and it is up to regulatory bodies
to enforce compliance. However, inspection agencies have
a severe lack of resources; the combination of the tanneries’ unchecked pollution and the inspection agencies’ failure
to conduct inspections forced India’s national environment
monitoring agency to ban the operation of 98 tanneries near
Kanpur, India with a further threat of closure for approximately 600 remaining tanneries [14]. It is our goal to provide agencies with randomized inspection plans so tanneries
reduce harmful effluents and an important facet of India’s
economy can operate in a sustainable fashion. However, we
recognize that the intended users of these plans (inspectors
with backgrounds in Hydrology and the physical sciences)
have not used randomized schemes in the past and may not
be familiar with game theory or optimization techniques.
[20] observed that user perceptions on ease of use and solution quality have a significant impact on user adoption of
information technology; if the randomized solution cannot
be understood by users (that are not experts in the randomization process), the solution risks not being adopted.
In this paper, we introduce a new game-theoretic application, NECTAR (Nirikshana for Enforcing Compliance for
Toxic wastewater Abatement and Reduction)1 , that in1
Nirikshana, the Hindi word for inspect. As many mythological stories and even popular Bollywood songs attest, Ganga

corporates new models and algorithms to support India’s
inspection agencies by intelligently randomizing inspection
schedules. While we build on previous deployed solutions
based on Stackelberg Security Games (SSG) for counterterrorism [18] and traffic enforcement [6], NECTAR represents the first security game application to directly address
user adoption concerns by introducing a novel solution explanation component. Our SSG models are also the first to
focus on the problem of pollution prevention by modeling
the interaction between an inspection agency (the leader)
and leather tanneries (many followers) - an interaction which
poses a unique set of challenges. (i) Because there is a large
disparity between the number of inspection teams and the
number of tanneries, inspection plans must be efficient. (ii)
We cannot assume that inspectors can catch 100% of violations. (iii) Inspectors must travel to the tanneries via a
road network so solutions must be robust to delays (e.g.,
traffic). Finally, current fine policies may not be sufficient
to induce compliance, and (iv) it is important to investigate
alternative fine structures.
NECTAR addresses these new challenges of tannery inspections. (i) Our SSG model captures the inspection process and accounts for two types of inspections: thorough
inspections and simple (i.e., quick) inspections. While thorough inspections take longer to conduct (and thus less of
them can be conducted), they are more likely to detect violations than simple, surface-level inspections which may
only be able to check for obvious violations. To model the
imperfect nature of these inspections, we (ii) introduce two
failure rates: one for thorough inspections and one for simple inspections, with simple inspections failing at a higher
rate. (iii) We also address the uncertainty involved with road
networks by using a Markov Decision Process (MDP) that
will represent and ultimately generate the game solution. In
addition, (iv) we also investigate how tannery compliance
is affected by two fine structures: fixed fines and variable
fines, where the latter will result in larger tanneries receiving larger fines. Finally, (v) we introduce the explanation
component framework and demonstrate how it can be applied to explaining NECTAR’s solutions. For the evaluation
of our model, we apply NECTAR to a real-world network
of tanneries in Kanpur, India, and we evaluate the quality
of NECTAR’s generated solutions. We also piloted a survey
among the study team and affiliates in order to receive initial feedback on the explanation component such that we can
further refine our explanations and conduct full-scale human
subject experiments. We also demonstrate how NECTAR’s
solutions can be visualized via a Google Earth overlay that
we anticipate will improve ease of use and, ultimately, odds
of user adoption.

2.

RELATED WORK

Several theoretical papers have used game theory to
model the impact of environmental policies. Environmental games [19] use Stackelberg Games to model interactions
between a regulator and a polluting firm, while [7] used game
theory to study the effect of environmental policies in the
Chinese electroplating industry. Inspection games consider
the general problem of scheduling inspections, and have been
water is supposed to be NECTAR (or Amrit, the Hindi
antonym of poison) which has inspired our project. The
project name is intentionally chosen to fit this international
and inter-cultural theme.

extensively studied in the literature. For example, [8] models cases where an inspector must travel to multiple sites
and determine violations as a stochastic game. A general
theory of inspection games for problems such as arms control and environmental policy enforcement has been studied
in [2], including analysis of whether inspectors can benefit
from acting first. [21] also considered inspection games with
sequential inspections, including compact recursive descriptions of these games. However, most of these works do not
focus on concrete applications and thus, unlike our work, do
not provide executable inspection schedules to inspectors.
Other areas of research have considered various models
of patrolling strategies and scheduling constraints. These
include patrolling games [1, 5, 3] and security games with
varying forms of scheduling constraints on resources [23, 13,
6]. There have also been recent work on utilizing MDPs to
represent strategies in security games [17, 4]. However, none
of these efforts have focused on environmental inspections
and have not investigated topics important in this domain,
such as the impact of fine structures on adversary behavior,
i.e., compliance, or the explanation of solutions to users that
are non-experts in game theory and optimization.
As previously noted, it is important for users to be able
to explore the plans and understand the system’s rationale
such that they gain trust in the system and adopt its solutions. The CoastWatch system helps the user define and
solve a dynamic search and rescue problem and includes a
visualization tool which creates an animation of the planning
and scheduling problem in Google Earth [10]. [22] captures
a human-agent interaction scenario in an agent-based simulator, PsychSim, where humans and agents work together
to cooperatively solve a problem. The work studies how
agents’ communications of their current belief state can improve the team’s performance and build trust between humans and agents. Similarly, we recognize the importance of
system communication in building trust and fostering user
adoption. As such, for the first time in security games, we
explore this problem and present a novel framework to explain game theoretic solutions in an accessible manner.

3.

MOTIVATING DOMAIN

The pollution of India’s rivers is a major environmental
concern. The waters of India’s largest river, the Ganga (or
Ganges) River, are used by over 400 million people – roughly
one-third of India’s population. Unfortunately, the Ganga
is ranked the fifth dirtiest river in the world [16]. Pollution,
including untreated sewage and industrial effluents, inflicts
serious health consequences on all life that depends on the
river. In Kanpur, villagers suffer from conditions including
cholera and miscarriages, while livestock yield less milk and
occasionally die suddenly [9].
Situated around the city of Kanpur, the various leather
tanneries are a major source of pollution in the Ganga river
[9]. While there are a few sewage treatment plants (STPs) in
Kanpur, they can neither treat the full volume nor the full
range of produced pollutants [11]. In particular, treating
heavy metals like chromium, mercury, arsenic, and nickel is
costly and needs specialized personnel (in addition to the
personnel required to operate the STPs). The government
has put in regulations requiring the tanneries to own and
operate effluent plants to remove the pollutants before discharging sewage. However, the tanneries have not been willing to undertake the additional cost of installing and operat-

ing the treatment units. Even when tanneries have installed
the units, they avoid operating them whenever possible.
To address non-compliance issues, the government sends
inspection teams to visit the tanneries. Inspecting the tanneries is a time-consuming, quasi-legal activity where the
“as-is” situation is carefully recorded and samples are collected that can later be subjected to judicial scrutiny. It is
also costly because, apart from the inspectors themselves,
help from local police is requisitioned for safety, lab work
is done for sample testing, and movement logistics are carefully planned; a full inspection is costly to conduct. Due to
these costs, the number of inspectors that can be sent out on
a patrol is very limited. Our application seeks to help with
this difficulty by (1) generating randomized inspection patrols that maximize the effectiveness of available inspectors,
and (2) introducing limited inspection teams which conduct
simple inspections, a low-cost alternative to full inspection
teams which conduct thorough inspections. While limited
inspection teams cannot replace the needed capabilities of a
full inspection team, they can still inspect tanneries and issue a fine for obvious violations (e.g., the site not owning an
STP). Henceforth, we will refer to full inspection teams and
limited inspection teams as thorough inspection resources
and simple inspection resources, respectively.

4.

MODEL

In this section, we model this pollution prevention problem as a defender-attacker Stackelberg Security Game
(SSG). The task of the defender is to send resources to different tannery sites (i.e., the multiple adversaries) on a road
network. The defender must devise a patrol strategy to maximize compliance among a number of sites (each site denoted
by l), where each site has a number of factories fl and each
site’s compliance cost increases with the number of factories.
In addition, the defender must take into account the time it
takes to travel to and inspect each site. We model the road
network as a graph where the nodes represent sites and the
edges represent the roads connecting each site. Each edge
also has a cost, eab , associated with it that represents the
travel time from a site a to another site b. Using publicly
available data regarding tannery locations in Kanpur, we
constructed a graph consisting of 50 sites.
The defender has two types of resources: r1 number of
thorough inspection resources and r2 simple inspection resources. For thorough inspection resources, the inspector
conducts a detailed inspection that takes i time units. We
model imperfect inspections such that even if a violation
exists, the inspectors will fail to detect it with a low probability γ1 . For simple inspection resources, the inspector will
conduct a superficial inspection of the site that takes d time
units. Since it is not a detailed inspection, simple inspection
resources will not be able to detect anything but obvious violations. Thus, such resources have a higher probability of
failure γ2 . Each of the defender’s resources (thorough and
simple) have a maximum time budget, t1 and t2 respectively,
to conduct inspections and travel to sites.
In the SSG framework, the defender will commit to a
randomized patrol strategy (a mixed strategy) which is a
probability distribution over the executable daily inspection patrols (the pure strategies for all resources). The adversaries (the sites) can fully observe the defender’s mixed
strategy and know the probability of being inspected by a
thorough inspection team or a simple inspection team on a

Figure 1: Illustrative MDP Example

given day. Formulating the mixed strategy requires enumerating all feasible pure strategies for the defender. However,
this approach is impractical for two main reasons: (1) for
any realistically-sized patrolling problem, the defender pure
strategy space is so large that it cannot fit into memory.
For example, with our Kanpur graph which includes 50 tanneries, only one defender resource, and a time horizon of 10
hours, the pure strategy space size would be too large to enumerate (approximately 50 choose 10). Therefore, we adopt a
compact representation (a transition graph) that will allow
our approach to scale to large problem sizes. (2) Inspectors
must travel to tanneries sites via a road network (with potential delays), and the corresponding uncertainty cannot be
handled by a standard SSG formulation. Rather than reasoning about mixed strategies, we instead use the compact
representation to reason about spatio-temporal flow through
a transition graph. To account for stochasticity and uncertainty in the outcome of actions, we use a Markov Decision Process (MDP) to represent the defender’s inspection
patrolling problem. We can solve the corresponding linear
program (LP) to compute the optimal inspection strategy,
i.e., the optimal MDP policy.

4.1

Compact Game Representation: Transition Graph

[6] also faced the challenge of large state spaces for a traffic enforcement domain. Since their game also takes place
on a road network, there are sufficient similarities between
our approach and theirs to apply their techniques, based on
transition graphs, to improve the scalability of our model.
Instead of enumerating an exponential number of pure
strategies, we need only enumerate a polynomial number of
states and edges in the transition graph. We then compute
the optimal probability flow (as seen in the next section),
also called a marginal coverage vector, and sample from the
vector to create inspection schedules. As the defender resource types (thorough inspection resources and simple inspection resources) have different time constraints, each has
its own transition graph.
We discretize time into a granularity of h hours. In the
thorough inspection resource transition graph, a vertex is
added for each site l every h hours until the thorough inspection resource time budget t1 has been expended. Similarly
for the simple inspection resource transition graph, a vertex
is added until the time budget t2 has been expended.

4.2

MDP Formulation

We present an MDP (hS, A, T, Ri) to incorporate uncertainty into the transition graph. An example MDP is shown
in Figure 1 to illustrate the following definitions.
• S: Finite set of states. Each state s ∈ S is a tuple (l,
τ ), where l is the site that the resource is located, and
τ is the current time step. For example, an inspector

at site A at hour 1 is represented as sA,1 . Each vertex
in the transition graph corresponds to a state s.

max
w,x

• A: Finite set of actions. A(s) corresponds to the set
of actions available from state s, i.e., the set of sites
reachable from l, that the resource can travel to and
inspect. For example, at site A at hour 1, the only
available action is to move to site B (i.e., the solid
arrow from A to B in Figure 1).

X

vl

(1)

l
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• T1 (s, a, s0 ): Probability of an inspector ending up in
state s0 after performing action a while in state s.
Travel time and inspection time are both represented
here. As a simple example, there could be probability
0.7 for transition T1 (sA,1 , aB , sB,2 ): a transition from
site A at hour 1 to move to and inspect site B will,
with a probability of 0.7, finish at hour 2 (a travel +
inspection time of 1 hour). The dashed lines in Figure 1 represent the remaining probability (0.3) that
the same action will instead finish at hour 3 (due to
a delay). Note that the two resource types have separate transition functions due to the difference in action times (i for thorough inspection resources and d
for simple inspection resources).
• R(s, a, s0 ): The reward function for ending in state s0
after performing action a while in state s. As we are
interested in the game-theoretic reward, we define the
reward in the LP and define R = 0 ∀s, a, s0 .

5.

INSPECTION PATROL GENERATION

Following the transition graph and MDP, we provide a linear program (LP) to compute the optimal flow through the
transition graph. By normalizing the outgoing flow from
each state in the MDP, we obtain the optimal MDP policy from which we can sample to generate dynamic patrol
schedules.

5.1

LP Formulation

In the following LP formulation, we make use of the following notation. A site l has a number of factories fl , and
if a site is caught violating by an inspection, they are penalized with a fine, αl . On the other hand, if a site wants
to remain in compliance, they will need to pay a compliance
cost β for each factory (total cost = βfl ). We represent the
expected cost for each site l as vl . As defined in the following
LP, the expected cost corresponds to the lowest of either the
expected fine a site will pay or the full cost of compliance;
given that we are dealing with rational adversaries, each site
will choose to pay the lowest of those two expected costs (either the expected fine or the cost of compliance). Finally,
we denote as Sl the set of all states that correspond to site
l (i.e., all time steps associated with site l).
As discussed in the transition graph definition, the optimal flow through the graph corresponds to the optimal defender strategy, and that flow is represented by a marginal
coverage vector. We denote the marginal probability of a
resource type i (either thorough or simple inspection team)
reaching state s and executing action a as wi (s, a). We also
denote, as xi (s, a, s0 ), the marginal probability of a resource
type i reaching state s, executing action a, and ending in
state s0 .

X
s,a,i

wi (s, a) ≥ 0
vl ≤ αl (pl1 + pl2 )
X
pl1 = (1 − γ1 )
w1 (s, a)

(6)
(7)
(8)

s∈Sl ,a

pl2 = (1 − γ2 )

X

w2 (s, a)

(9)

s∈Sl ,a

pl1 + pl2 ≤ 1

(10)

0 ≤ vl ≤ βfl

(11)

The objective function in Equation 1 maximizes the total
expected cost over all sites. Constraints 2-5 detail the transition graph flow constraints (for thorough inspections and
simple inspections). Constraint 2 defines that x is equal to
the probability of reaching a state s and performing action
a multiplied by the probability of successfully transitioning
to state s0 . Constraint 3 ensures that the flow into a state s
is equal to the flow out of the state. Constraints 4-5 enforce
that the total flow in the transition graph, corresponding
to the number of defender resources ri , is held constant for
both the flow out of the dummy source nodes s+
i and into
the dummy sink nodes s−
i .
Constraint 7 constrains the expected cost for site l. Constraints 8-9 define the probability of successfully inspecting a given site l and is the summation of probabilities of
reaching any of l’s corresponding states (thus triggering an
inspection) and taking any action a. Note that the failure
probability γ means that even if a violating site is inspected,
there may not be a fine issued. Constraint 10 limits the overall probability of a site being inspected. If a site is visited
by both thorough and simple inspection resources, the site
will only have to pay a fine, at most, once. Constraint 11
defines the bounds for the adversary’s expected cost; if the
adversary’s expected cost is at the upper bound (vl = βfl ),
we assume that the adversary would prefer to have a positive public perception and choose to comply rather than pay
an equivalent amount in expected fines.

6.

EXPLAINING NECTAR SOLUTIONS

For NECTAR to be adopted as an inspection planning
tool, the end users must have a high degree of confidence
that the solutions computed by the system are feasible and
efficient patrolling strategies. In work on the Technology Acceptance Model (TAM), [20] found that user perceptions of
the solution quality and ease of use significantly influenced
user acceptance of four different information technology systems. In our context, the end users will likely be inspectors
and managers with degrees in the physical sciences. However, it is unlikely that they will also be experts in game
theory and optimization; the NECTAR system may seem to

function as a black box that generates strategies for opaque
reasons. To address this key challenge for adoption, we have
developed an explanation module for NECTAR that is designed to make the solutions more transparent to the users,
ultimately building trust in the system.

6.1

Simplifying Explanations

The main challenge in explaining the solutions to users
is that the optimal policy is very complex: it is the solution to an MDP that specifies inspection probabilities for
multiple locations and time steps. In addition, the optimal
policy may be the result of complex tradeoffs between many
different priorities and constraints. We have designed our
explanations to focus on the most important aspect of the
solution: how frequently each site will be inspected. This
allows for simpler explanations that abstract away many of
the details of time and real-world uncertainties that are captured in the complete NECTAR model in Section 5.1.
Our simplified model for explanation focuses on the aggregate probability that each site will be inspected:
x̂l , which
P
is the sum of incoming flow into the site,
s∈Sl ,a w(s, a).
The defender’s expected utility in this case is the sum of
the expected fines (αl x̂l ) over all sites, and the optimal solution maximizes this quantity. An additional advantage
of this approach is that representing the solution in terms
of the coverage probabilities for a set of targets is common
to many of the Stackelberg Security Games that have been
presented in the literature, even though the details of the
resources and scheduling constraints vary depending on the
specific domain. As such, our method for generating explanations can be applied with very little modification to other
existing decision support systems based on security games.

6.2

Explanation Overview

Our explanations are based on the paradigm of “whatif” analysis. We allow users to ask specific questions about
potential modifications to the solution calculated by the system, such as increasing or decreasing the probability of visiting a specific location. The system generates a series of
statements that describe the implications of this change and
show how it leads to a worse solution overall. We show example output from NECTAR’s explanation module in Figure 2
in response to a user query: “Why isn’t there 10% more
coverage on site L3?” The explanation component analyzes
this hypothetical scenario, and at key points in its internal
evaluation, outputs explanatory statements to the user.
The key ideas that must be explained to the user include
(1) there are tradeoffs due to the overall resource limitations, and adding coverage in one location means removing
it from another location, (2) even if we assume the best case
scenario for the modification (e.g., removing coverage from
the least important location), the overall solution quality
does not improve, so (3) NECTAR has already generated a
solution that optimally balances these tradeoffs within the
limitations of the resources.
There are a limited number of different ways for the user
to modify the solution, and a few general types of arguments
can be used to explain why the modification does not improve solution quality. For each of these possible “what-if”
scenarios, we have developed an explanation template that
has the basic text and structure of the argument. However,
the details of the argument are problem-specific so they must
be generated by the system each time a user asks for an ex-

planation. The explanation shown in Figure 2 is an example
of a template that has been instantiated with these details.

6.3

Automating Explanations

We now describe how the system automatically generates
explanations for questions of the form “Why is target l covered with x̂l probability?” There are two versions of this
question for increasing or decreasing the probability, but
they are very similar so we focus on the case of increasing
the coverage on l. Consider the scenario of allocating ∆
more coverage to some l ∈ L, which is currently assigned
coverage x̂l . The system makes this change to generate the
modified coverage distribution x̂0 . However, this coverage
change may violate the constraint that the system cannot
change the overall number of resources; the sum of the coverage in x̂0 should be the same as in x̂. The system checks
for any violations of these constraints and then attempts to
“repair” the solution in the way that is best for the defender.
Based on the outcome of this repair operation, the system
presents a final explanation comparing the outcomes of the
original solution and the modified one to demonstrate that
the modification does not result in an improvement for the
defender.
The details for how the explanation system repairs violations in coverage overallocation are shown in Algorithm 1.
Note that the notation explain refers to filling in a template
explanation with specific details as needed. Here the system
needs to both repair the solution and explain to the user
why the violations is resolved in this way. It is important
that the repaired solution represents the best case for the
defender in order for it to be convincing to the user. For example, if the modified solution requires too many resources
(e.g., as a result of adding coverage to a location), the way
to resolve this is to remove coverage from another target
(l0 ∈ L, l0 6= l). Logically, this coverage should be removed
from the least-harmful target and not a more valuable target. Our system systematically considers each target and
picks the one where reducing the coverage is least harmful
to the defender. This rationale is communicated to the user
in the explanation.
Algorithm 1 Explanation System: Resolve Target Coverage Overallocation
1: function Resolve-Overallocation(l, x̂0 , L)
2:
∆0 ← ComputeOverallocation;
3:
EUd∗ ← −∞;
4:
l∗ ← null;
5:
for each l0 ∈ L, l0 6= l do
6:
Reduce coverage on l0 by ∆0 ;
7:
Compute adversary best response;
ˆ00
8:
Compute EUdx given adversary best response;
xˆ00
9:
if EUd > EUd∗ then
ˆ00
10:
EUd∗ ← EUdx ;
∗
0
11:
l ←l;
12:
end if
13:
Revert coverage on l0 ;
14:
end for
15:
explain Coverage on l∗ could be reduced with the
least harm;
16:
Reduce coverage on l∗ by ∆0 ;
17:
explain State changes in attacker response;

Figure 2: Example output from NECTAR’s explanation component.

The system first computes the amount of coverage that is
overallocated, ∆0 , that must be removed from another target l0 (l0 6= l). The impact on the defender’s expected utility
for removing this amount of coverage is assessed for each
target. This is done by temporarily reducing the coverage,
generating the new coverage distribution xˆ00 , computing the
adversary’s best response to this coverage, and calculating
the expected utility for the defender in this case. In our domain, this corresponds to computing the change in expected
fine (αl0 xˆl0 ) for each target l0 . Once the best case target
is found, the explanation is given to the user for why decreasing coverage on l∗ is the best case. Finally, the system
explains how the attacker’s best response changes in this
best-case scenario.

6.4

NECTAR Visualization

Since our goal is to assist inspection agencies with patrol
planning, in addition to solution explanations, it is useful to
visualize the proposed inspection patrols. In Figure 3a, we
show a simple graph and strategy visualization in Google
Earth (a visualization for the Kanpur area is shown in Figure 3b). The lines represent edges on the graph (i.e., straight
line connections between sites). Each line also has a time
step and a coverage probability associated with it, where
the probability represents the value of the MDP’s transition function, T (s, a, s0 ). In other words, this answers the
question: “If the defender resource starts at the site at the
beginning of this edge at this time step (i.e., state s), what
is the probability that the defender resource will take action
a and arrive at the site at the end of this edge in a following
time step (i.e., state s0 )?” By clicking on an edge, the user
can call up the information shown in Figure 3a.
Future work will integrate this Google Earth visualization component with the explanation component, allowing
the user to access both of these subsystems from one application. In addition, more complex visualizations will aim
to explain more details of the model, such as the temporal
component of inspections, in an accessible manner. For example, a colored coverage heatmap may give the user a quick
summary of the coverage distribution and animations could
show how this coverage changes over time. The goal of these
features will be to improve ease of use and solution understandability and thus further encourage user adoption.

7.

NECTAR EVALUATION

In order to explore the strategic tradeoffs that exist in our
model of the tannery domain, we ran a series of experiments
on our Kanpur tannery graph. For each experiment, we generated 3 distinct patrolling strategy types. 1. a NECTAR
strategy, 2. a Uniform Random (UR) strategy: at each time
step, every site has an equal probability of being chosen, and
3. an Ad-Hoc (AH) strategy: a deterministic strategy where
sites are visited in numerical order (by ID number).
In order to analyze how the different resource types affect
performance, for each experiment we generated a total of
six defender strategies: the first three (NECTAR, UR, AH)
correspond to when the defender has twice as many simple inspection resources as thorough inspection resources,
and the last three (again NECTAR, UR, AH) correspond to
when the defender had no simple inspection resources.
In addition to running experiments where each site l has
the same fine (α), we also ran an additional set of experiments where each site’s fine αl was: αl = αfl or, in other
words, the fine amount is a constant α multiplied by the
number of factories fl at that site. This ensures that violations at sites with more factories will be penalized more
harshly than violations at small sites (with fewer polluting
factories). As this type of analysis requires heterogeneous
sites, we randomize the number of factories at each site.
Ultimately, we are interested in inducing compliance of
the sites, and for our performance metric, we compute the
number of sites that would be in full compliance given the
defender strategy (i.e., how many sites have an expected
cost vl = βfl ). The maximum number of sites in compliance
for each experiment is 50 (i.e., the number of sites on our
graph). The default parameter values for each experiment
(unless otherwise specified) are listed in Table 1.

7.1
7.1.1

Analysis of Compliance Trade-offs
Fixed Fine Amount

In Figure 4, we analyze the effects of the fixed fine amount
α on the number of complying sites. The x-axis shows the
fixed fine amount, and the y-axis shows the number of sites
that are in full compliance (i.e., vl = βfl ).
From the figure, we observe the following trends: (1) the
NECTAR strategy does not achieve any compliance until

(a) Visualization example

(b) A Kanpur inspection patrol plan

Figure 3: Google Earth Visualizations of NECTAR Output
Table 1: Default Experiment Values
Variable

Value

Compliance Cost β
Fixed Fine Amount α
Number of Factories at Each Site fl
Number of Simple Inspection Resources r2
Number of Thorough Inspection Resources r1
Number of Sites
Patrol duration (hours) t1 , t2
Simple Inspection Failure Rate γ2
Thorough Inspection Failure Rate γ1
Time granularity (hours) h
Time steps to complete simple inspection
Time steps to complete thorough inspection
Variable Fine Amount αl

10
100
2-5
2
1
50
6
0.6
0.1
1
1
2
30

Figure 5: Variable Fine: Number of Sites in Compliance
sites for the same variable fine amount; (2) as the fines are
not homogeneous for all sites, it is beneficial for NECTAR to
try to maximize expected cost in sites with many factories
first (unlike with the fixed fine, there is no “water filling”
effect); the NECTAR approach achieves faster compliance
from larger sites, and (3) the NECTAR achieves compliance
from the most sites at every point.

7.1.3

Number of Resources: Variable Fine

Figure 4: Fixed Fine: Number of Sites in Compliance

In Figure 6, we analyze the effect of the number of resources when there is a variable fine amount αl on the number of complying sites. The x-axis shows the number of
thorough inspection resources, r1 (for the strategies with
simple inspection resources, the number of simple inspection resources is r2 = 2 × r1 ), and the y-axis shows the
number of sites that are complying (i.e., vl = βfl ).

the fine amount is 350, with all sites in compliance at 400.
This is due to the objective function attempting to maximize
expected cost over all sites simultaneously with a homogeneous fine. (2) While the UR and AH strategies achieve
compliance from some of the sites for smaller fine amounts,
they do not achieve compliance for all of the sites as quickly
as the NECTAR strategy. (3) The inclusion of simple inspection resources improve performance for every strategy
as expected.

Figure 6: Number of Resources: Variable Fine: Number of
Sites in Compliance

7.1.2

Variable Fine Amount

In Figure 5, we analyze the effects of the variable fine
amount αl on the number of complying sites. The x-axis
shows the variable fine amount, and the y-axis shows the
number of sites that are complying.
From the figure, we observe the following trends: (1) both
the NECTAR and UR strategies achieve compliance from all

From the figure, we observe the following trends: (1) the
NECTAR and AH strategies achieve compliance from some
sites even with few thorough inspection resources, but NECTAR achieves compliance from the most sites at every point,
(2) both the NECTAR and UR strategies achieve compliance
from all sites for the same number of thorough inspection resources, and (3) even when there are many resources, the AH

strategy does not achieve compliance from all sites.

7.1.4

Patrol Duration: Variable Fine

In Figure 7, we analyze the effects of the patrol duration
on compliance when there is a variable fine amount αl . The
x-axis shows the patrol duration, and the y-axis shows the
number of sites that are complying (i.e., vl = βfl ).

Figure 7: Patrol Duration: Variable Fine: Number of Sites
in Compliance
From the figure, we observe the following trends: (1) while
the NECTAR strategy performs the best for lower values of
patrol duration, it is eventually outpaced by the AH strategy, (2) regardless of the strategy, there is not much change
in the number of sites in compliance as a function of patrol
duration. For this experiment, the default values for the
other parameters result in a low compliance rate regardless
of the value of the variable of interest, and (3) having simple inspection resources is helpful for the NECTAR and AH
strategies, but it is not very helpful for the UR strategy.

7.2

Experiment Discussion

Based on these simulations, we make the following conclusions: (1) when the number of resources or variable fine
amount is the experiment variable, NECTAR makes the
most efficient use of its resources, regardless of whether it is
using only thorough inspections or a combination of simple
and thorough inspections; (2) having more resources (more
manpower) is more useful than increasing the duration of
patrols (longer work hours). This is intuitive when considering that each resource must spend time traveling to each
site; two resources can each cover a separate sub-section of
the graph whereas one resource will be forced to spend more
time traveling. Finally, (3) using a variable fine (in which
sites are fined according to their number of factories) leads to
better compliance rates. This observation makes sense when
put in the context of our LP’s objective function: maximize
the sum of the expected costs vl over all sites.

8.

EXPLANATION PILOT SURVEY

With the comparative explanation component still in its
infancy, we piloted a survey among our affiliates. The goal
was to acquire a baseline measurement of how explanations
could increase trust in security game decision aids such as
NECTAR. In order to refine our methodology for future,
full-scale human subject experiments, we also wanted to receive feedback on explanations of varying verbosity and on
the survey itself. Pilot respondents were randomly assigned
to complete one of three different survey versions, where
each version contained explanations of a single verbosity
(i.e., level of detail) type: low, medium, or high.
In the survey, we presented a simplified NECTAR scenario
consisting of the simplified model (as presented in section

6.1), a sample problem, and an optimal coverage strategy
generated by the NECTAR decision aid. Before any sample explanations were presented, a baseline questionnaire assessed the respondent’s level of trust, perceived ease of use,
and understanding of the solution. Next, we presented two
sets of sample question (e.g., “Why isn’t there more coverage on site L4’ ?”), explanation (e.g., Figure 2), and postexplanation questionnaire. Responses were provided on a
5-point likert scale ranging from 1=”Strongly disagree” to
5=”Strongly agree”. As a result of the ordering of these measurements, we would expect increases in the respondent’s
level of trust to be a result of the explanations. At the end
of the survey, we also presented a set of open-ended questions to elicit more detailed feedback.
For this analysis, we evaluated changes in trust as a function of explanation via the following pair of questions: “I
trust the decision aid to make the best decisions.” and “In
the future, if there were explanations provided, I would trust
the decision aid to make the best decisions.” Out of the
12 respondents, 7 (2 in the low verbosity group, 2 in the
medium verbosity group, and 3 in the high verbosity group)
expressed an increase in trust in the decision aid, 4 (1 in the
low verbosity group, 2 in the medium verbosity group, and
1 in the high verbosity group) already trusted the decision
aid and did not express an increase in trust, and only 1 (in
the low verbosity group) expressed neither trust nor distrust
in the decision aid before and after the explanations.
In the open-ended question section, 75% of respondents
in the low verbosity group and 50% in the medium group
indicated that more quantitative information would be even
more convincing of the solution’s optimality. As such, future
experiments, focusing on improving user understanding and
acceptance, will test explanations containing more quantitative information in an effort to identify the optimal balance
between verbosity and cognitive load.

9.

CONCLUSION

In this paper, we introduced a new game-theoretic application, NECTAR, which aims to aid inspection agencies
in scheduling inspections of tanneries along vital rivers and
waterways. NECTAR provides (1) randomized inspection
policies and schedules that incorporate various real-world
uncertainties and constraints, and (2) explanations and visualizations in the hopes of improving users’ perceptions of
solution quality and ease of use to support user adoption.
NECTAR has been proposed to decision makers in governments, pollution control boards, and funding agencies that
cover cleaning of large river basins. While field inspectors
have not used randomized inspection schemes in the past,
they have given positive feedback on this approach, and we
anticipate that by allowing them to ask “what-if” questions
via the explanation component and by visualizing patrols,
they will be more likely to understand NECTAR’s solutions
and will thus be more likely to adopt the NECTAR approach. These proposals are still in a preliminary state, and
experience from literature suggests that the success of such
initiatives, potentially lasting years, will greatly depend on
the collaboration of multiple stakeholders so that the tannery industry and economy can continue to grow while the
urgent need to protect the environment is also satisfied.
Acknowledgments: This research was supported by
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ABSTRACT

1.

In this paper, we aim to deter urban crime by recommending optimal police patrol strategies against opportunistic criminals in large
scale urban problems. While previous work has tried to learn criminals’ behavior from real world data and generate patrol strategies
against opportunistic crimes, it cannot scale up to large-scale urban
problems. Our first contribution is a game abstraction framework
that can handle opportunistic crimes in large-scale urban areas. In
this game abstraction framework, we model the interaction between
officers and opportunistic criminals as a game with discrete targets.
By merging similar targets, we obtain an abstract game with fewer
total targets. We use real world data to learn and plan against opportunistic criminals in this abstract game, and then propagate the
results of this abstract game back to the original game. Our second contribution is the layer-generating algorithm used to merge
targets as described in the framework above. This algorithm applies a mixed integer linear program (MILP) to merge similar and
geographically neighboring targets in the large scale problem. As
our third contribution, we propose a planning algorithm that recommends a mixed strategy against opportunistic criminals. Finally,
our fourth contribution is a heuristic propagation model to handle
the problem of limited data we occasionally encounter in largescale problems. As part of our collaboration with local police departments, we apply our model in two large scale urban problems:
a university campus and a city. Our approach provides high prediction accuracy in the real datasets; furthermore, we project significant crime rate reduction using our planning strategy compared to
current police strategy.

Managing urban crime has always posed a significant challenge
for modern society. Distinct from elaborately planned terrorists
attacks, urban crimes are usually committed by opportunistic criminals who are less careful in planning the attack and more flexible
in executing such plans [24]. Almost universally, preventive police
patrolling is used with the goal of deterring these crimes. At the
same time, opportunistic criminals observe the police deployment
and react opportunistically . Therefore, it is very important to deploy the police resources strategically against informed criminals.
Previous work has tackled the problem of allocating police resources against opportunistic criminals. There are two approaches
to recommend patrol strategies. The first approach is security
games, such as Stackelberg Security Games [25] and Opportunistic
Security Games [26], where the interaction between police officers
and opportunistic criminals is modeled as a leader-follower game.
Security games contain various extensions to handle different real
world scenarios, but the models of adversary behavior are based on
expert hypotheses, and lack detail as they are not learned from realworld data for defender’s strategy and adversary’s reaction. The
second approach uses larger amounts of data, such as the patrol allocation history and corresponding crime report, to learn a richer
Dynamic Bayesian Network (DBN) model [27] of the interaction
between the police officers and opportunistic criminals. The optimal patrol strategy is generated using the learned parameters of the
DBN. While this approach predicts criminals’ behavior with high
accuracy for the problem in which the number of target areas is
small, it has three shortcomings: i) it cannot scale up to problems
with a large number of targets; ii) the algorithm performs poorly
in situations where the defender’s patrol data is limited; iii) the
planning algorithm only searches for a pure patrol strategy, which
quickly converges to a predictable pattern that can be easily exploited by criminals.
In this paper, we focus on the problem of generating effective
patrol strategies against opportunistic criminals in large scale urban settings In order to utilize the superior performance of DBN as
compared to other models given ample data, we propose a novel abstraction framework. This abstraction framework is our first contribution. In this framework we merge the targets with similar properties and extract a problem with a small number of targets. We
call this new problem the abstract layer and the original problem
the original layer. We first learn in the abstract layer using the
DBN approach [27] and generate the optimal patrol strategy, then
we propagate the learned parameters to the original layer and use
the resource allocation in the abstract layer to generate a detailed
strategy in the original layer. By solving the problem hierarchically
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INTRODUCTION

through multiple abstractions, we can generate the optimal strategy
for the original scenario.
Our second contribution is a layer generating algorithm, for
which (i) we model it as a districting problem and propose a MILP
in order to merge targets in the original problem into geographically
compact and contiguous aggregated targets keeping the similarity
(defined later) within them as homogeneous as possible; (ii) we develop a heuristic to solve this problem in large scale instances; (iii)
we propose two approaches to find the optimal aggregated targets.
Our third contribution is a planning algorithm that generates an optimal mixed strategy against opportunistic criminals. We consider
a mixed strategy because (i) it broadens the scope of the defender’s
strategies; (ii) previous pure strategies depended on the model getting updated periodically; as mentioned earlier, the model usually
converged to a single pure strategy that is easy to exploit.
When the defender’s patrol data is limited or even missing in
the original layer, the learning approach in [27] overfits the data.
Therefore, in order to solve this problem, we propose our fourth
contribution which is a heuristic model to propagate important features from the abstract layer to the original layer. We use models
from behavioral game theory, such as Quantal Response, to extract
these features. In particular, we first approximate the learned DBN
parameters in the abstract layer using behavioral parameters. Then
the behavioral parameters are propagated to the original layer.
Finally, we evaluate our abstract game in two scenarios: the University of Southern California (USC) campus [27] and Nashville,
TN. We obtain data in USC from [27]. Data in Nashville, TN is
obtained as part of the collaboration with the local police department.

2.

RELATED WORK

There are five threads of research that are related to our problem.
The first line of work we compare with is game theoretic models,
such as Stackelberg Security Games (SSG) [25], Opportunistic Security Games (OSG) [26], Patrolling security games (PSG) [5] and
Pursuit Evasion Games (PEG) [16]. The interaction between police and criminals is modeled as a Security Game. While SSG is
successfully applied in security domains to generate randomized
patrol strategies., e.g., in counter-terrorism and fare evasion checks
on trains [17], it assumes that attackers are perfectly rational. A
lot of recent research has focused on attackers with bounded rationality. An example of such work is Opportunistic Security Games
(OSG) [26]. In OSGs, attackers are opportunistic criminals who
are boundedly rational in planning the attacks but more flexible in
executing the plan. An optimal patrol strategy against such opportunistic adversaries is generated in OSGs. Recent work in leaderfollower games, PSG, also has made progress in generating patrol
strategies against adversaries in arbitrary topology [4]. Different
types of adversaries in this game are considered in [6] while different security resources are considered in [3]. Another example of
a game theoretic model is PEG, which models a pursuer attempting to catch an evader [16]. In PEG, the evader is trying to avoid
capture and the pursuer is trying to capture the evader. However,
as stated before, the adversary models in these games are hypothesized based on expert input and not detailed models — detailed
in locations and time — learned from large amounts of real-world
data that leads to the scale-up challenges addressed in our work.
The second area of work we compare with is data mining and
machine learning in the criminology domain. Recent research uses
real world crime data to analyze criminal behavior and recommend
patrol strategies for police. In [9], the author summarizes the general framework in this domain. In [20], crime detection and crime
pattern clustering is achieved through data mining; in [11], machine

learning is used for criminal career analysis. However, in this area
of research, only crime data is considered. It does not explicitly
model and learn the interaction between police and these criminals
from real world data; and nor does this work focus on planning
police mixed strategies.
The third area of work we compare with is machine learning in
game theory. In [27], the interaction between a criminal and the defender is modeled as a Dynamic Bayesian Network (DBN). Crime
and patrol data are used to learn such interaction in this DBN and
the defender’s optimal strategy is generated. Unfortunately, this
approach only works in small scale problems. When the number
of targets increases, the time complexity and the number of unknown variables increase dramatically; we show in Section 6, that
this approach fails to run when the number of targets increases beyond 20. In [7], the payoffs of attackers in SSGs are learned from
their responses against the defender’s strategy. However, in this
approach, the goal is to show defender strategies that enable fast
learning of the adversary’s payoff instead of learning these models
from existing detailed data of defender-adversary interactions. Another example of such work is Green Security Games (GSG)[12,
21], where poaching data may be used to learn a model of poachers’ boundedly rational decision making; as noted in our earlier
paper[27], our work complements theirs, and applying abstraction
hierarchies introduced in this paper in GSGs remains an interesting
issue for future work.
The last thread of recent research we compare with is the abstract
game that is widely used in large incomplete information games
such as Texas Hold’em [13, 15]. There are a number of different approaches including both lossless abstractions [14] and lossy
abstractions [22]. In [10] and [1], sub-games are generated to calculate the Nash equilibrium in a normal form games. Abstractions
have also been brought into security games. In [2], abstraction is
used to design scalable algorithms in PSGs. However, these works
focus on clustering similar actions, strategies or states to formulate
a simpler game. In our situation, we are physically merging the
similar targets to generate simpler games. The criteria of merging
targets is different from that of merging actions, strategies or states.
Our differing criteria and approach for merging targets, different
means of propagating results of our abstractions, and our learning
from real-world crime data set our work apart from this work.

3.

PROBLEM STATEMENT

Figure 1: Sample Crime Report

Figure 2: Sample Schedule

In this paper, we focus on limiting opportunistic crimes in large
scale urban areas. Such large scale areas are usually divided into
N targets by the defenders. At the same time, defenders divide
the time into patrol shifts. T denotes the total number of shifts.
At the beginning of each patrol shift, the defender assigns each
available patrol officer to a target and the officer patrols this target
in this shift. The criminals observe the defender’s allocation and
seek crime opportunities by deciding the target to visit. In order to
learn the criminal’s opportunistic reaction to the defender’s allocation, two categories of data are required for T shifts. The first is
about crime activity which contain crime details. Figure 1 shows
a snapshot of this kind of data in a campus region. In this paper,
we only consider the time and location information of crimes, ig-

noring the difference among different types of crimes. Therefore,
we can summarize the crime report into a table like Table 1. In
this table, columns represents the index of each target while rows
represents total number of shifts, 1...T. Each element in the table
represents the number of crimes at the corresponding target in that
shift. N × T data points are recorded in the table.
The second category is the patrol allocation schedule at these
Shift 1 2 3 ... N
shifts. The snapshot of such
1
1 1 2 ... 2
data is shown in Figure 2. We
2
1 1 1 ... 1
ignore the individual difference
3
2 1 1 ... 1
between officers and assume
that the officers are homogeTable 1: Crime data
neous and have the same effect
on criminals’ behavior. Therefore, only the number of officers at
each target and shift affects criminals’ behavior and we can summarize the patrol data in the similar manner as crime reports, which
is shown in Table 2.
Given the available data for
crime and patrol officers, our
Shift 1 2 3 ... N
goal is to recommend efficient
1
2 1 1 ... 1
patrol strategies to prevent op2
1 1 2 ... 2
portunistic crimes in problems
3
2 1 1 ... 1
with a large number of targets.
To begin with, we learn crimiTable 2: Patrol data
nals’ behavior from data and apply the abstract game framework to hierarchically learn the criminal’s behavior. Next, we propose a planning algorithm that generates the mixed strategy that optimizes the defender’s utility against
the learned behavior of criminals.

4.

ABSTRACT GAME

Even though previous approaches
[27] deal with opportunistic crimes,
they cannot directly be applied to large
scale problems. There are two reasons.
First, over-fitting is inevitable in the
learning process of large scale problems. The number of unknown variables in the learning process is O(N 2 )
while the number of data points is
O(N ×T ) [27]. When N increases, the
number of variables gets close to the
number of data points and causes overfitting. The second reason is the runtime. The complexity of previous approaches is at least O(N C+1 T ) where
C is the largest value that any variable
Figure 3: Game Abin the model of [27] can take and it
straction
grows quickly with N . In fact, our experiments shows that the algorithm does not converge in one day
even with N = 25. Therefore, we propose the abstract game
framework to deal with opportunistic crimes in large scale urban
areas.
The idea of abstracting the most essential properties of a complex real problem to form a simple approximate problem has been
widely used in the poker game domain [13]. Using such an abstraction the problem can be solved hierarchically and a useful approximation of an optimal strategy for the real problem is provided. In
this paper, we use the concept of abstraction to transform the large
scale urban area problem into a smaller abstract problem and solve
it hierarchically. Figure 3 illustrates the four steps in our game abstraction framework. First, we need to generate the abstract layer

from the original layer (Section 4.1). Targets that have similar
properties are merged together into aggregated targets. The set of
aggregated targets is called the abstract layer while the set of original targets is called the original layer. Currently we only consider
two layers: the original layer and the abstract layer. If the problem
in the abstract layer is still too large to solve, we need to do further
abstraction, which we will discuss in Section 4.5. After we obtain
the abstract layer, the second step is to learn the criminal’s behavior
and generate an optimal patrol strategy in the abstract layer (Section
4.2). The third step is to propagate information, such as criminal
behavior features, from the abstract layer to the original layer (Section 4.3). Finally, we use the information from the abstract layer
and data in the original layer to learn the criminal’s behavior and
generate an optimal patrol strategy in the original layer (Section
4.4).

4.1

Layer Generating Algorithm

We model the layer generation as a Districting Problem [18, 8].
The districting problem is the well known problem of dividing a
geographical region into balanced subregions with the notion of
balance differing for different applications. For example, police
districting problems focus on workload equality [8]. Our layer generation is a districting problem that group targets in the original
layer into aggregated targets in the abstract layer. However, distinct from the classic Districting problem where the resources are
balanced among different aggregated targets, in our problem, we
try to maximize the similarity of the targets inside the same aggregated target. We do so by modeling the similarity of targets within
each aggregated target and use this similarity measure as one of the
criteria in the optimization formulation of our problem.
Let I = {1, . . . , N } be a set of targets in the original layer.
A partition of size K of this set I is a collection of sets {Ik }K
k=1
such that Ik 6= ∅ for all k ∈ {1, . . . , K}, Ik ∩ Il = ∅ for all
SK
k, l ∈ {1, . . . , K}, k 6= l and k=1 Ik = I. {Ik }K
k=1 is the
set of the aggregated targets in the abstract layer. Let PK (I) denote the set of all partitions of I of size K. Given
Ik ⊂ I we
P
define its inner Dissimilarity as Dis(Ik ) =
i,j∈Ik Disij =
P
|ci −cj |+|ci0 −cj0 | . Also we define its Inertia as In(Ik ) =
i,j∈I
Pk 1 1
minj i∈Ik dij , with dij denoting the physical distance between
the geometric centers of targets i, j. In our districting process we
want to find a partition which achieves both low inner Dissimilarity and Inertia over all elements of the partition. Given α > 0 as
a normalization parameter, we define the information loss function
LI (K) as the lowest cost with a partition of size K, mathematically
P
LI (K) = min{Ik }K ∈PK (I) K
k=1 αIn(Ik ) + Dis(Ik ).
k=1

L EMMA 1. The information loss decreases with K, that is
LI (K + 1) ≤ LI (K).

The proof of Lemma 1 is in the appendix (http://bit.ly/
1ND8liH) . Based on these three principles, we propose a mixed
integer linear program (MILP) to solve the districting problem.
We apply an extension of the capacitated K-median problem with
K = n. While the capacitated K-median problem [23] satisfies the
scalability constraint by setting a maximum capacity for each aggregated target, it cannot handle the geometric constraints such as
contiguity. A counterexample is shown in the appendix. In this paper, we handle the geometric constraints by considering the inertia
of each aggregated target as part of the information loss function.

minx,y,z
s.t.

P

α
P

i,j

dij yij +

P

ik

zik

j yij = 1

∀i ∈ I

yij ≤ xj
P
j xj = n
P
j yij ≤ n

∀i, j ∈ I

zik ≥ Disik (yij + ykj − 1)

∀j ∈ I

(1)

∀i, k, j ∈ I

zik ≥ 0
yij + ykj ≤ 1

∀i, k ∈ I
∀j ∈ I

yij , xj ∈ {0, 1}

∀i, j ∈ I

xj is a binary variable. It is 1 if the target j is the center of an
aggregated target and 0 otherwise. The variable yij takes the value
1 when the target i is allocated to the aggregated target centered in
j and 0 otherwise. The variable zik is a continuous non-negative
variable that takes the value Disik when target i and target k are
allocated to the same aggregated target, otherwise zik is 0. The objective function is the weighted sum of inertia and dissimilarity. α
represents the trade-off between geometric shape and the similarity
within each aggregated target.
The first set of constraints ensures that every target is allocated
to an aggregated target. The second set of constraints ensures that
the center of an aggregated target belongs to this aggregated target.
The third expression states that there are n aggregated targets. The
fourth set of inequalities ensures the size of every aggregated target
to be no greater than n. The fifth and sixth constraint ensures that
zik will take the value Disik when target i and target k are allocated to the same aggregated target, otherwise zik will be 0. The
seventh constraint is an example of environmental constraints that
target i and target k cannot be in the same aggregated target.
Directly solving this MILP is NP-hard [19]. Therefore we
use the heuristic constraint generation algorithm to approximately
solve the problem. The detail of this algorithm is in the appendix.

4.2

Abstract Layer

Learning Algorithms: As noted earlier, having generated the abstract layer,
the next step is learn the adversary model
at the abstract layer. As stated before, the
Dynamic Bayes Network (DBN) learning
algorithm presented in [27] could not be
used in the original layer due to scaling
difficulties; however, with a sufficiently
small number of targets in the abstract
layer, we can now use it. To illustrate
its operation, we reproduce the operation
with N targets as shown in Figure 4.
Three types of variables are considered in
the DBN: squares in the top represent the
number of defenders at aggregated target i
during shift t, Di,t , squares in the bottom
represent the number of crimes at aggregated target i during shift t, Yi,t , while
circles represents the number of crimiFigure 4: DBN
nals at aggregated target i during shift t,
framework
Xi,t . As shown in Figure 4, there are
two transitions in the DBN: the criminal’s transition from shift t
to t + 1, which is modeled as the transition probability and the
crime transition at shift t, which is modeled as the crime output probability. Mathematically, a transition probability is defined

as P (Xi,t+1 |D1,t , ..., DN,t , X1,t , ..., XN,t ) and the crime output
probability is defined as P (Yi,t |D1,t , ..., DN,t , X1,t , ..., XN,t ).
This model uses two matrices to represent the transition probabilities, the movement matrix A which consists of all the criminal’s
transition probability P (Xi,t+1 |D1,t , ..., DN,t , X1,t , ..., XN,t )
and the crime matrix B which consists of all the crime output probability P (Yi,t |D1,t , ..., DN,t , X1,t , ..., XN,t ). A and B contains
C N × C N × C N unknown parameters.
Given available data about Di,t (patrol schedule), Yi,t (crime
report), this model applies the Expectation Maximization algorithm
to learn A and B while estimating Xi,t . The detail of this learning
model is present in [27]. The novelty in this paper is propagating
adversary behavior parameters (A and B) from the abstract layer to
the original layer, which we discuss in Section 4.3; but we do that,
we discuss planning in the abstract layer.
Planning Algorithms: In this paper, we focus on planning with
mixed strategies for the defender rather than the pure strategy plans
from previous work [27]. This change in focus is based on two key
reasons. First, this change essentially broadens the scope of the defender’s strategies; if pure strategies are superior our new algorithm
will settle on those (but it tends to result in mixed strategies). Second, previous work [27] on planning with pure strategies depended
on repeatedly cycling through the following steps: planning multiple shifts of police allocation for a finite horizon, followed by updating of the model with data. This approach critically depended on
the model getting updated periodically in deployment. Such periodic updating was not always easy to ensure. Thus, within any one
cycle, the algorithm in [27] led to a single pure strategy (single police allocation) being repeated over the finite horizon in real-world
tests as it tried to act based on the model learned from past data;
such repetition was due to a lack of updating of the criminal model
with data, and in the real-world, the criminals would be able to exploit such repetition. Instead, here we plan for a mixed strategy.
We assume that the model updates may not occur frequently and as
a result we plan for a steady state.
We model the planning procedure as an optimization problem
where our objective is to maximize the defender’s utility per shift.
After the defenders’ (mixed) strategy is deployed for a long time,
criminals receive perfect information of the strategy and their
(probabilistic) reaction will not change over time. As a result, the
criminals’ distribution becomes stationary and this is called criminals’ stationary state. In our case, ergodicity guarantees unique stationary state (see appendix). Our planning algorithm assumes criminals’ stationary state when maximizing the defender’s utility. We
define defender’s utility as the negation of the number of crimes.
Therefore, the objective is to minimize the number of crimes that
happen per shift in the stationary state. Let’s define I = {i} as
the set of aggregated targets, D as the total number of defenders
that are available for allocation; dI = {di } as the set of defender’s
allocation at target set I, xI = {xi } as the set of criminal’s stationary distribution at target set I with respect to defender’s strategy dI
and yI = {yi } as the set of expected number of crimes at target
I. Note that C is the largest value that the variables Di , Xi and Yi
can take. The optimization problem can be formed as follows:

minimize

P

subject to

0 ≤ xi ≤ C, i ∈ I,
0 ≤ di ≤ C, i ∈ I,
P
i∈I di ≤ D,
P
yi = Yi,t Yi,t ·

dI

i∈I

yi

(2)

P (Yi,t |d1 , ..., dN , x1 , ..., xN ), i ∈ I,
P
xi = Xi,t+1 Xi,t+1 ·
P (Xi,t+1 |d1 , ..., dN , x1 , ..., xN ), i ∈ I.
In this optimization problem, we are trying to minimize the total
number of crimes occurring in one shift while satisfying five sets
of constraints. The first two constraints ensure the defender and
criminal’s distribution are non-negative and no more than an upper
bound C. The third constraint represents the constraint that the
number of deployed defender resources cannot be more than the
available defender resources. The fourth constraint is the crime
constraint. It sets yi to be the expected number of crime at target
i. The last constraint is the stationary constraint, which means that
the criminals’ distribution is not changing from shift to shift with
respect to the patrol strategy dI . The transitions are calculated by
movement matrix A and crime matrix B. The details of the crime
and stationary constraint are shown in the appendix.

4.3

Propagation of learned criminal model

In the previous section, we generate the patrol allocation for the
aggregated targets in the abstract layer. In order to provide patrolling instructions for the original layer, we propagate the learned
criminal model in the abstract layer to the original layer. We need to
address two cases: when there is no detailed patrol data and when
there is. In particular, we have found that some police departments
record the location of police patrols in detail at the level of targets
in the original layer, but many others specifically only keep approximate information and do not record details (even if they record all
crime locations in detail); thus leading to the two cases. We start by
describing the case with sufficient patrol data in the original layer.
Direct learning (sufficient data): When there is detailed patrol
data in the original layer and nothing is approximated away, we
know the numbers of police at each target in the original layer at
each shift. Then, we can directly learn A and B in this DBN. The
learning algorithm is same as that applied in the abstract layer. The
data used in the algorithm is the crime report and patrol schedule
inside each aggregated target. While we directly learn A and B,
computation of the patrol strategy at the abstract layer affects the
patrol strategy in the detailed layer as discussed in Section 4.4.
Parameter Propagation (limited data): If the patrol data in
the original layer is limited, the DBN model that we learned in the
original layer will be inaccurate if we still apply the same learning algorithm as the abstract layer to learn matrices A and B. One
remedy is to provide addition criminal information to the original
layer from the abstract layer to help the process of learning criminal
model in the original layer. However, in the abstract layer, movement matrix A and crime matrix B represent the criminal’s behavior in aggregated targets. It cannot directly describe the criminal’s
behavior in the targets in the original layer. Therefore, we propose
a human behavior based model of extracting behavior parameters
from A and B in the abstract layer. Then we set these behavior parameters of an aggregated target as the behavior parameters for the
targets contained within this aggregated target in the original layer.
Parameter extraction: We introduce the process of using a hu-

man behavior model to extract the behavior parameters from A and
B. The basic assumption of a human behavior model is that the
criminal follows certain patterns when moving from shift to shift.
Specifically, the criminals follow the movement by the well established Quantal Response (QR). In the learning algorithm [27],
one simplification made was breaking down the criminals’ transition probabilities into marginal probability P (Xj,t+1 |Di,t , Xi,t )
which represents the movement of a criminal from target i to target j. Based on the Quantal Response model, we approximate
this movement using the following equation: P (Xj,t+1 = 1) =
Attj
eAttn

P e

where Attn is the attractiveness property of target
n. In the DBN, the movement depends not only on the attractiveness, but also on the allocation of defenders and criminals at
previous shift. Therefore, we formulate P̂ (Xj,t+1 = 1|Di,t , Xi,t )
as (λi , µi ≥ 0):
n∈N


P


e

Attj

Attn
n∈N e
Attj
P e
Attn
n∈N e

· eλi Xi,t +µi Di,t ,
λi Xi,t −µi Di,t

·e

if i 6= j

, otherwise

(3)

The reason for the above effect of defender is that the defender at
target i disperses criminals to other targets. However, λ, µ and Att
are not known and we need to learn them from data. Our approach
to compute λ, µ and Att is to find their values that minimize the
L1 distance between P̂ (Xj,t+1 = 1|Di,t , Xi,t ) and the learned
marginal probability P (Xj,t+1 = 1|Di,t , Xi,t ). We can formulate
this problem as the following optimization:
minAtt,λ,µ

P

i,j,Di,t ,Xi,t

||P (Xj,t+1 = 1|Di,t , Xi,t )−
P̂ (Xj,t+1 = 1|Di,t , Xi,t )||

subject to

µi ≥ 0, λi ≥ 0, i = 1, ..., N

The constraints represent the positive effect of number of criminals on the transition probability and more defenders lead to faster
dispersion of criminals. λ, µ and Att are the behavior parameters
that we propagate to original layer.
Since λ and µ represent the influence of the number of criminals
and number of defenders on the criminals’ movement in the aggregated target, it is reasonable to assume that the criminals’ movement in the targets that belong to the aggregated target inherit these
parameters. In other words, this means that the influence of the
number of criminals and defenders is the same within the aggregated target. At the same time, Att measures the availability of the
crime opportunities. Therefore, within one aggregated target, the
attractiveness is distributed among the targets proportional to the
total number of crimes in each target. For example, if the attractiveness of an aggregated target I (made up of I1 and I2 ) is 0.6, the
total number of crimes at target I1 is 80 while that at target I2 is
40, then the attractiveness of A1 is 0.4 while that of A2 is 0.2. λ,
µ and Att for each target are the behavior parameters that will be
used in crime and stationary constraints in the planning algorithm.

4.4

Computing Strategy in the Original Layer

In the previous section, we generated the adversary behavior parameters in the original layer. In order to provide patrolling instructions for the original layer, we utilize the strategy in the abstract
layer to assign resources in the original layer. Then, combined
with the propagated adversary behavior parameters we generate the
strategy at the original layer.
Resource Allocation: In the abstract layer, the optimal strategy
recommends the number of resources allocated to each aggregated
target. We use this recommendation as a constraint on the number

of resources in planning within the aggregated targets at the original layer. For example, the abstract layer may provide 0.8 as the
allocation to an aggregated target say X; then we plan patrols in X
in the original layer using 0.8 as the total number of resources.
Next, in the original layer, we treat each aggregated target in the
abstract layer as an independent DBN as shown in Figure 4. The
same algorithm for generating a mixed strategy in the abstract layer
can be applied in each of the independent DBNs. The optimization
problem is the same as Equation 2. D is the total number of resources allocated to these aggregated targets (e.g., 0.8 to target X).
In addition, the formulations of crime and stationary constraints
required in the computation of the mixed strategy are different for
the scenario with sufficient and limited data. For the scenario with
sufficient data these constraints are formulated using the parameters
A and B of the DBN that is learned in this original layer. For
the scenario with limited data the propagated values of λ, µ and
Att are used to estimate the the A and B parameters for the DBN
representation of the adversary behavior in the original layer. The
estimation is the inversion of parameter extraction, and it happens
in the original layer. For example, we use Equation 3 to estimate
the parameters using λ, µ and Att. The details are presented in the
appendix. Then, these reconstructed A and B are used to formulate
the crime and stationary constraints.

4.5

Extended Abstract Game

When n2 < N , we can use two layers of abstraction to solve
the problem. However, when the real problem has N > n2 targets, even two layered abstraction does not suffice since there must
be a layer in the game with more than n targets. Therefore, we
propose the multiple layer framework to handle problems with an
arbitrarily large number of targets. This framework is an extension
of the two layer abstract game. We apply an iterative four step process. As a first step, we need to decide the number of layers as
well as the districting of targets for each of the layers. Considering the scalability constraints (recall that there cannot be more than
n targets within each aggregated target), the number of layers is
M = blogn N c + 1. We denote the original layer as Layer 1 and
the layer directly generated from Layer m as layer m + 1. In this
notation, the topmost abstract layer is Layer M . The second step
is learning criminals behavior in the top layer. The third step is to
generate a patrol strategy at this layer. The fourth step is to propagate parameters to the next layer. We keep executing steps two to
four for each layer until we reach the original layer. At each layer,
we decide whether to do parameter propagation based on the availability of the patrol data. If we have sufficient patrol data at layer
m, we do direct learning at layer m. Otherwise, we do parameter
propagation from layer m + 1 to layer m.
We propose three different layer generation algorithms. The first
algorithm is the direct algorithm. For example, if N = 50 and
n = 5. Then, there should be M = 3 layers. For layer 1, there
will be 50 targets. For layer 2, the number of targets could be any
integer between 10 to 25. For layer 3, the number of targets can be
2 to 5. The direct learning tries all the combinations of three layers
and runs the MILP for each combination to generate the optimal
segmentation. It calls the MILP in Section 4.1 for O(N M · M )
times; the second algorithm is a dynamic programming approach
that ensures the solution is globally optimal. The MILP is called
O(N 2 · M ) times; the third algorithm is the greedy algorithm that
sets the number of targets to be maximum, which for the mth layer
is nM +1−m . The number of calls is M while the solution is not
necessarily optimal. Details are in the appendix.

5.

REAL WORLD VALIDATION

Figure 5: Campus map 1

Figure 6: Campus map 2

We use two sets of real world data to validate the game abstraction framework. In the first case we use the data from the University
of Southern California (USC) campus that is provided by [27]. We
thank the authors for providing three years (2012-2014) of crime
report and patrol schedule from the USC campus. The number of
total crime events is on the order of 102 . [27] reports that the campus patrol area (USC campus and its surroundings) is divided into
five patrol areas, which are shown in Fig 5. In order to make the
patrols more efficient, the police officers wish to further divide the
whole campus into 25 patrol areas and get patrol recommendations
on these 25 patrol areas. There are two tasks for us, (a) starting
from city blocks (there are 298 city blocks and they form the basis
of the USC map), create 25 separate "targets", as in our layer generation problem; (b) generate an optimal patrol strategy for these
25 targets. The creation of 25 targets is also a districting problem
and the technique in Section 4.1 can be directly applied. The 25
targets generated by the districting algorithm is shown in Figure 6.
We treat these 25 targets as the original layer. n is set to be 5 as the
runtime of learning and planning algorithm with n = 5 is reasonably small. So then we use two layer game abstraction to solve this
problem with 25 targets. The abstract layer is the five patrol areas
in Fig 5. This is because of the center area (the darkest area) is the
campus itself and is separated from its environment by fences and
gates. These environmental constraints cause our layer generation
to automatically create the area into 5 targets as shown in Figure 5.
Additionally, police only record their presence in the five areas, and
thus, we do not have detailed police presence data; as a result, we
use our behavior learning to propagate parameters from the abstract
layer to the original layer.
In the second case, we use data about
crime and detailed police patrol locations
in Nashville, TN, USA. The data covers a
total area of 526 sq. miles. Only burglaries (burglary/breaking and entering) have
been considered for the analysis. Burglary
is the chosen crime type as it is a major
portion of all property crimes and is well
distributed throughout the county. Data for
10 months in 2009 is used. The number of
Figure 7: City
total crime events is on the order of 103 .
map
Observations that lacked coordinates were
geocoded from their addresses. Police presence is calculated from
GPS dispatches made by police patrol vehicles. Each dispatch consists of a unique vehicle identifier, a timestamp and the exact location of the vehicle at that point in time. We divide the whole city
into N = 900 targets as shown in Figure 7. Since n is 5, the number of layers we need is M = blog5 900c + 1 = 5. We use the
multiple layer abstraction framework to solve this problem.

6.

EXPERIMENTAL RESULTS

Experiment setup. We use MATLAB to solve our optimization problems. There are two threads of experiments, one on the
USC campus problem and the other on Nashville, TN problem. To
avoid leaking confidential information of police departments, all
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crime numbers shown in the results are normalized. The experiments were run on a machine with 2.4 GHz and 16 GB RAM.
Game Abstraction Framework: Our first experiment is on
comparing the performance of our game abstraction framework
with the DBN framework proposed in [27] for large scale problems. Since the DBN framework cannot even scale to problems
with 25 targets, in this experiment we run on problems with subsets containing N targets (5 ≤ N < 25) out of these 25 targets in
the USC campus. As shown in Figure 8, we compare the runtime
of these two frameworks. The x-axis in Fig. 8 is the number of targets N in the problem. For each N , we try ten different subsets and
the average runtime is reported. The y-axis indicates the runtime in
seconds. The cut-off time is 3600s. As can be seen in Figure 8, the
runtime of the DBN framework grows exponentially with the scale
of the problem and cannot finish in an hour when N = 20. At the
same time, the runtime of the game abstraction framework grows
linearly with the scale of the problem. It takes less than 5 minutes
to solve the problems with N = 20. This indicates that the DBN
framework fails to scale up to large scale problems while the game
abstraction framework can handle many more targets.
In Figure 9 we compare the prediction accuracy of these two
different frameworks. We divide the 36 months’ data sets into two
parts, the first 35 months’ data is used for learning while we predict the crime distribution for the last month and compare it with
the real crime data in that month. For every target and every shift,
we measure the prediction accuracy as probability that the difference of real crime distribution and our predicted crime distribution
are within the errorbar. For example, for target i and shift t, our
prediction is that there is 30% probability that no crime occurs and
70% that one crime occurs while in the data there is one crime at
target i in shift t. Then, the prediction accuracy for target i for
shift t is 0.7. The reported accuracy is the average accuracy over
all targets and all shifts over all ten different subsets. The higher
the accuracy, the better our prediction. As can be seen in Figure 9,
the game abstraction framework achieves similar prediction accuracy compared to the DBN algorithms given any number of targets
in the problem. This indicates that even through information may
be lost during the abstraction, the game abstraction framework captures important features of the criminal and performs as well as the
exact DBN framework while running 100 of times faster.
Layer Generation Algorithm: Next, we use the data from the
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city to evaluate the performance of our layer generation algorithms.
Again, we run the layer generation algorithms on problems with
subsets containing N targets (N ≤ 900) out of the 900 targets in
the city map. For each N , we try ten different subsets and report
the average value except when N = 900 for which only one subset is possible. Figure 10 compares the runtime of different layer
generation algorithms in log format. Three different algorithms are
compared, the direct algorithm (Direct) that traverses all possible
layer combinations; the dynamic programming algorithm (DP) and
the greedy algorithm (Greedy). The x-axis in Fig. 10 is the number
of targets N . For N = 25, two layers are needed; for N = 50,
three layers are needed; for N = 200, four layers are needed and
for N = 900, five layers are needed. The y-axis is the runtime of
different algorithms in seconds. The cut-off time is set at 36000s.
When N = 25, the runtime of these three algorithms are the same
because the layer generation is unique. The number of targets in
layer 2 is 5. When N = 50, the runtime of the direct algorithm
is the same as that of the DP algorithm while the runtime of the
greedy algorithm is significantly lower. When N = 200, the direct
algorithm cannot finish in 10 hours; the DP algorithm takes around
five hours while greedy algorithm finishes in less than 10 minutes.
When N = 900, both direct learning and DP are cut off while
the runtime for greedy is less than 15 minutes. This validates our
theoretical result that the runtime of direct algorithm grows exponentially with the scale of the problem, that of DP grows polynomially and that of greedy algorithm grows linearly with the number
of layers. Since both direct and DP algorithm cannot scale up to the
problem with N = 900, we use the greedy algorithm as the layer
generation algorithm in the city problem.
In Figure 11, we compare the information loss of different layer
generation algorithms. The information loss is defined as the objective in Equation 1. As can be seen in Fig. 11, the information loss
of DP is the same as that of direct learning in any situations. This is
because DP ensures a globally optimal solution. At the same time,
the information loss of the greedy algorithm is higher than that of
the DP algorithm but no more than 15% higher. This indicates that
while greedy algorithm cannot ensure global optimal information
loss, it can reach a good approximation in reasonable runtime.
Learning: Third, we evaluate the performance of our learning
algorithm. Game abstraction is used for both problems and we
evaluate the predictions in the original layer. The result shown in
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Figure 12 and Figure 13 compares the prediction accuracy of different algorithms in USC campus and the city problem respectively.
Four different algorithms are compared: (1) the Random approach,
in which the probabilities of each situation are the same (Random),
(2) Markov Chain approach, in which the crimes are modeled as
a Markov Chain without hidden state (MC), (3) game abstraction
with direct learning for both the abstract and original layer (DL)
and (4) game abstraction with parameter propagation in the original layer (PP). We divide the whole data sets into four equal parts.
For each part, the first 90% of data is used for training while we
test on the last 10% of data. The x-axis in Fig. 12 and 13 is the
errorbar we use for calculating accuracy. The higher this errorbar
is, the more error we are allowed in the prediction, y-axis indicates
the prediction accuracy on the test set. As can be seen in both figures, the accuracy of both game abstraction based approaches are
higher than that of the baseline MC and random algorithm in all
the test sets. This indicates that game abstraction models help improve the prediction in large scale problems. In addition, parameter
propagation at the original layer outperforms direct learning at this
layer in the USC problem in Figure 12. Direct learning outperforms parameter propagation in Nashville problem in Figure 13.
This is because the patrol data at the original layer in USC is limited. That is, only the aggregate number of police resources over
several targets is available while the resources at each target remain
unknown. Parameter propagation is better at handling limited patrol data. However, the patrol data is adequate in the city problem
and direct learning is a better fit in such situations. Therefore, in
the planning section, we use parameter propagation as the learning
algorithm in the USC and direct learning as the learning algorithm
in Nashville.
Planning: Next, we
evaluate the perfor2000
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mance of our planning
Set2
algorithm in both the
1500
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domain experts. Three
different scenarios are compared: the real number of crimes,
shown as Real; the expected number of crimes with manually
generated strategies and learned adversary model with game
abstraction, shown as Real-E and the expected number of crimes
with the optimal strategy computed using game abstraction, shown
as Optimal. As shown in Figure 14 and 15, the expected number of
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of crimes, which indicates game abstraction model captures the
feature of criminals and provide good estimation of the real
number of crimes. In addition, strategy generated using the game
abstraction is projected to outperform the manually generated
strategy significantly. This shows the effectiveness of our proposed
patrol strategy as compared to the current patrol strategy.
Figure 16, 17 and 18 shows the crime heat map with different
patrol strategies in USC campus problem. The ’heat’ represents
the crime probability of criminals at each target. The darker this
color is, the higher the crime probability is. In Figure 16, there is
no defender at any targets; in Figure 17, 5 defenders are randomly
protecting the 25 targets on campus while in Figure 18, 5 defenders
are allocated following the recommendation from our system. As
can be seen in these three figures, the total crime probability is the
highest when there is no defender. At the same time, even thought
the number of resources are the same, the crime probability with
optimal strategy is significantly lower than that with random strategy. This indicates that: i) the patrol officers can help reduce the
crime rate in urban areas; ii) our planning algorithm can significantly reduce the crime rate by modeling the criminal’s behavior.
Runtime: Finally, we break down the total runtime of the game
abstraction framework in the city problem layer by layer and show
it in Figure 19. The x-axis is the index of the layer, which goes
from the original layer (Layer 1) to the top layer (Layer 5). The yaxis is the total runtime of the propagation, learning and planning
algorithm in that layer. As can be seen, the runtime increases as
the layer index decreases except for Layer 1. This is because in
greedy layer generation, for the fifth layer the number of targets is
5, and for the fourth layer it is 52 , for third layer it is 53 , for the
second layer it is 54 but for the first layer it is only 900. Therefore,
the number of targets within each aggregated target in layer two is
less than 3 < n = 5. Therefore, the runtime in layer 1 is faster.
However, the total runtime of the whole process is less than an
hour in each data set. Therefore, the game abstraction framework
can be extended to large scale problems with reasonable runtime
performance.

7.

CONCLUSIONS

This paper introduces a novel game abstraction framework to
learn and plan against opportunistic criminals in large-scale urban
areas. First, we model the layer-generating process as a districting
problem and propose a MILP based technique to solve the problem. Next, we propose a planning algorithm that outputs randomized strategies. Finally, we use a heuristic propagation model to
handle the problem with limited data. Experiments with real data
in two urban settings shows that our framework can handle large
scale urban problems that previous state-of-the-art techniques fail
to scale up to.
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ABSTRACT

Keywords

Several competing human behavior models have been proposed
to model and protect against boundedly rational adversaries in repeated Stackelberg security games (RSSGs). One such recent model,
SHARP, addressed the limitations of earlier models and demonstrated its superiority in RSSGs against human subjects recruited
from the Amazon Mechanical Turk platform in the first “longitudinal” study – at least in the context of SSGs. SHARP has three key
novelties: (i) SHARP reasons based on success or failure of the
adversary’s past actions on exposed portions of the attack surface
to model adversary adaptiveness; (ii) SHARP reasons about similarity between exposed and unexposed areas of the attack surface,
and also incorporates a discounting parameter to mitigate adversary’s lack of exposure to enough of the attack surface; and (iii)
SHARP integrates a non-linear probability weighting function to
capture the adversary’s true weighting of probability. However,
despite its success, the effectiveness of SHARP’s modeling considerations and also the robustness of the experimental results has
never been tested. Therefore, in this paper, we provide the following new contributions. First, we test our model SHARP in human
subjects experiments at the Bukit Barisan Seletan National Park
in Indonesia against wildlife security experts and provide results
and analysis of the data. Second, we conduct new human subjects
experiments on Amazon Mechanical Turk (AMT) to show the extent to which past successes and failures affect the adversary’s future decisions in RSSGS. Third, we conduct new analysis on our
human subjects data and illustrate the effectiveness of SHARP’s
modeling considerations and also the robustness of earlier experimental results by: (i) showing how SHARP based strategies adapt
due to past successes and failures of the adversary, while existing
competing models converge to one particular strategy; (ii) comparing a popular probability weighting function in the literature (Prelec’s model) against the one used in SHARP and showing how the
probability weighting function used in SHARP is superior in terms
of prediction performances, even though the shape of the learned
curves are the same; and (iii) comparing an alternative subjective
utility function based on prospect theory where the values of outcomes are weighted by the transformed probabilities, against the
weighted-sum-of-features approach used in SHARP.
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1.

INTRODUCTION

Security is a critical concern around the world that gives rise
to important problems such as protecting our ports, airports, public transportation systems, and other critical national infrastructure
from terrorists, and protecting our wildlife and forests from poachers and smugglers. Whereas previous real-world deployments of
SSGs to protect airports, ports or flights have been one-shot game
models, recent work has focused on domains involving repeated
interactions between defenders and adversaries. These domains include security of wildlife (repeated interactions between rangers
and poachers) [19], security of fisheries (repeated interactions between coast guard and illegal fishermen) [7], forest protection or
drug interdiction, and are modeled via repeated SSGs (RSSGs).
In an RSSG model, the defender periodically deploys new patrol
strategies (in “rounds” of the game) and the adversary observes
these strategies and acts accordingly. It has been shown in the literature that modeling the adversary as boundedly rational significantly improves the performance of the defender strategies against
the learned models [15, 7, 19].
Kar et al. [10] recently proposed a novel model of adaptive adversary behavior called SHARP (Stochastic Human behavior model
with AttRactiveness and Probability weighting), that mitigates the
limitations of earlier models in the following way: (i) Modeling
the adversary’s adaptive decision making process, SHARP reasons
based on success or failure of the adversary’s past actions on exposed portions of the attack surface. (ii) Addressing limited exposure to significant portions of the attack surface in initial rounds,
SHARP reasons about similarity between exposed and unexposed
areas of the attack surface, and also incorporates a discounting
parameter to mitigate adversary’s lack of exposure to enough of
the attack surface. (iii) Addressing shortcomings of probability
weighting functions, we incorporate a two parameter probability
weighting function in existing human behavior models. They also
provided evidence of the success of SHARP by conducting the
first “longitudinal study” of competing models in repeated SSGs
with participants recruited from Amazon Mechanical Turk (AMT).
Three significant observations in their paper are: (i) the shape of
the probability weighting function in their games is S-shaped in
nature, unlike the inverse S-shaped curves typically observed in
prospect theory[18]; (ii) People reason in future rounds not only
based on their past actions but also based on the consequences
of those actions— specifically, in the future rounds they return to
attack targets similar to the ones they were successful at in past
rounds, more often than those where they failed at in the earlier

rounds; (iii) SHARP performs significantly better as compared to
other models against human subjects on AMT, not only in the important initial rounds of the game but also in later rounds. However,
their work suffers from several shortcomings in terms of the evaluation of their model and hence requires further justifications and
experimentations to test the robustness of the modeling considerations, and hence, the performance results provided by SHARP.
First, Kar et al. [10] did not provide any explanations for the particular choice of the probability weighting function in their model.
There are several other probability weighting functions in the literature, one of the most popular among those being Prelec’s oneparameter probability weighting function [17]. It remains to be
seen, (i) whether the results about the shape of the probability weighting curve still holds even when we consider a different weighting function, and (ii) how the performance of the existing weighting function compare against a different weighting function when
used in their prediction model. Second, they consider a particular weighted-sum-of-features form of the utility function based on
[15]. The results about the shape of the probability weighting function may not hold if the utility function is of a different form. Third,
their observation about people attacking certain targets because of
the consequences of their past actions may not be true because it
may have been the case that participants were simply attacking
certain targets due to some inherent bias and not because of the
consequences of their past actions. Fourth, one of the primary assumptions of SHARP is that the defender would be able to observe
all the actions and consequences of the adversary. However, this
may not be true in reality and the model should be tested when partial information about the adversary’s actions and consequences are
available. Finally, the performance of SHARP has only been tested
against human subjects on AMT.
In this paper, we provide the following contributions to address
the shortcomings mentioned above. First, we incorporate a different probability weighting function, namely Prelec’s one parameter
probability weighting function [17] and show that we still learn
S-shaped probability weighting curves and the performance of the
prediction model with Prelec’s weighting function is worse than
Gonzalez and Wu’s function [6] when used in the original prediction model— this justifies the use of Gonzalez and Wu’s probability weighting function in SHARP . Second, we consider a different form of the subjective utility function based on prospect
theory where the values of outcomes are weighted by the transformed probabilities and show that the results regarding the shape
of the learned curves are consistent even when we have a different
functional form of subjective utility. Also, the weighted-sum-offeatures model used in SHARP yields better prediction accuracy
than the prospect theoretic subjective utility function. Third, we
test SHARP in human subjects experiments at the Bukit Barisan
Seletan National Park in Indonesia against wildlife security experts
and provide results and analysis of the data. Fourth, we conduct
new human subjects experiments on AMT to show the extent to
which past successes and failures affect the adversary’s future decisions in RSSGs. Finally, we provide results with limited data to
show the robustness of SHARP when all the data is not observable.

2.
2.1

BACKGROUND AND RELATED WORK
Background on SSGs

In an SSG, the defender plays the role of a leader who protects
a set of targets from the adversary, who acts as the follower [4,
16, 11]. The defender’s pure strategy is an assignment of a limited
number of security resources M to the set of targets T . An assignment of a resource to a target is also referred to as covering a target.

A defender’s mixed-strategy x (0 ≤ xi ≤ 1; ∀xi , i ∈ T ) is then
defined as a probability distribution over the set of all possible pure
strategies. A pure strategy of an adversary is defined as attacking
a single target. The adversary receives a reward Ria for selecting i
if it is not covered and a penalty Pia for selecting i if it is covered.
Similarly, the defender receives a reward Rid for covering i if it is
selected by the adversary and penalty Pid for not covering i if it is
selected. Then, utility for the defender for protecting target i while
playing mixed strategy x is:
Uid (x) = xi Rid + (1 − xi )Pid

(1)

Similarly, the utility for the adversary for attacking target i is:
Uia (x) = (1 − xi )Ria + xi Pia

(2)

Recent work has focused on modeling boundedly rational adversaries in SSGs, developing models discussed below.

2.2
2.2.1

Adversary Behavior Models
Subjective Utility Quantal Response (SUQR)

SUQR [15] builds upon prior work on quantal response [14] according to which rather than strictly maximizing utility, an adversary stochastically chooses to attack targets, i.e., the adversary attacks a target with higher expected utility with a higher probability. SUQR proposes a new utility function called Subjective Utility,
which is a linear combination of key features that are considered
to be the most important in each adversary decision-making step.
Nguyen et al. [15] experimented with three features: defender’s
coverage probability, adversary’s reward and penalty at each target.
According to this model, the probability that the adversary will attack target i is given by:
a

eSUi (x)
qi (ω|x) = P SU a (x)
e j

(3)

j∈T

where SUia (x) is the Subjective Utility of an adversary for attacking target i when defender employs strategy x and is given by:
SUia (x) = ω1 xi + ω2 Ria + ω3 Pia

(4)

The vector ω = (ω1 , ω2 , ω3 ) encodes information about the adversary’s behavior and each component of ω indicates the relative importance the adversary gives to each attribute in the decision making process. The weights are computed by performing Maximum
Likelihood Estimation (MLE) on available attack data.

2.3

Probability Weighting Functions

Probability weighting functions model human perceptions of probability. Perhaps the most notable is the weighting function in Tversky and Kahneman’s nobel-prize winning work on Prospect Theory [9, 18], which suggests that people weigh probability nonuniformly, The empirical form of the probability weighting function π(pi ), where pi is the actual probability, from [9] is shown in
Fig. 1(a). It indicates that people tend to overweight low probabilities and underweight high probabilities. The diagonal straight line
in the figure indicates the linear weighting of probability. However,
other works in this domain propose and experiment with parametric models which capture both inverse S-shaped as well as S-shaped
probability curves [2, 6] (Fig. 1(b)). SHARP build on this research,
incorporating probability weighting functions that allow for both Sshaped and inverse S-shaped curves. Further discussions about this
function are in Section4.

(a) Prospect Theory

(b) Gonzalez & Wu, 99

Figure 2: Game Interface for our simulated online repeated SSG (Reward, penalty and coverage probability for a selected cell are shown)

(c) Prelec, 98
Figure 1: Probability Weighting Functions
There are other popular probability weighting functions in the
literature, such as Prelec’s one-parameter model [17], where the
weighted probability is:
w(p) = exp(−(− ln p)α ); 0 < α < 1

(5)

Although this model has been shown to perform well in the literature, the functional form does not allow for an S-shaped curve
to be learned given the allowed range of parameter values– it is
only capable of learning an inverse S-shaped curve as shown in
Fig. 1(c) when 0 < α < 1. This parameter range of α is due to the
necessity that the function satisfies certain properties such as subproportionality and compound invariance, which will get violated
if α > 1. However, it can account for S-shaped curves if we allow
α > 1. Later in Section 6.1.1, we allow α to be greater than 1 so as
to allow learning both an S-shaped as well as an inverse S-shaped
curve with this function– our results show that an S-shaped curve
is learned on our data. In other words, no matter whether we use
Prelec’s function or Gonzalez and Wu’s function, if we allow for
learning both S-shaped as well as inverse S-shaped curves, our data
fits an S-shaped probability weighting curve. We conduct further
analysis to show in Section 6.1.1 that, even though both generate
S-shaped curves on our data, using the probability weighting function by Gonzalez and Wu [6] in our model gives us better prediction
accuracy as compared to the case when we use Prelec’s function,
thus justifying SHARP’s choice of the weighting function in [10].

3.

WILDLIFE POACHING GAME

Kar et al. [10] conducted longitudinal experiments[13] with human subjects to test the effectiveness of existing behavioral models
and algorithms against SHARP on repeated SSGs. We first discuss
the game and relevant information needed to discuss our findings
about the robustness of SHARP.

3.1

Game Overview

In the game described in [10], human subjects play the role of
poachers looking to place a snare to hunt a hippopotamus in a protected park. The game interface is shown in Fig. 2. In the game, the
portion of the park shown in the map is divided into a 5*5 grid, i.e.

25 distinct cells. Overlaid on the Google Maps view of the park is a
heat-map, which represents the rangers’ mixed strategy x — a cell
i with higher coverage probability xi is shown more in red, while
a cell with lower coverage probability is shown more in green. As
the subjects play the game, they are given the following detailed information: Ria , Pia and xi for each target i. However, they do not
know the pure strategy that will be played by the rangers, which is
drawn randomly from mixed strategy x shown on the game interface. Thus, we model the real-world situation that poachers have
knowledge of past pattern of ranger deployment but not the exact
location of ranger patrols when they set out to lay snares. In the
game, there were M = 9 rangers protecting this park, with each
ranger protecting one grid cell. Therefore, at any point in time, only
9 out of the 25 distinct regions in the park are protected. A player
succeeds if he places a snare in a region which is not protected by
a ranger, else he is unsuccessful.

3.2

Experimental Procedures

Kar et al. [10] tested a set of behavioral models introduced in
Section 2.1 by deploying the mixed strategy generated based on
each of these models repeatedly over a set of five rounds. For each
model, we recruited a new set of participants to eliminate any learning bias. Due to unavailability of data, the strategy shown for each
first round was Maximin. They then learned the model parameters
based on previous rounds’ data, recomputed and redeployed strategies, and asked the same players to play again in the subsequent
rounds. For each model, all five rounds were deployed over a span
of weeks. The experiments were conducted on four different payoff structures (ADS1 – ADS4 , see [10] for details) which varied
in terms of the animal densities and hence the adversary rewards.

4.

SHARP: PROBABILITY WEIGHTING —
OBSERVATIONS AND HYPOTHESES

SHARP has three key novelties, of which we discuss probability weighting first. To address this issue of non-linearity in people’s
weighting of probabilities, Kar et al. [10] augmented the Subjective
Utility function with a two-parameter probability weighting function (Eqn. 6) proposed by Gonzalez and Wu [6], that can be either
inverse S-shaped (concave near probability zero and convex near
probability one) or S-shaped.
f (p) =

δpγ
δpγ + (1 − p)γ

(6)

The SU of an adversary denoted by ‘a’ can then be computed as:
SUia (x) = ω1 f (xi ) + ω2 Ria + ω3 Pia

(7)

where f (xi ) for coverage probability xi is computed as per Eqn.
6. The two parameters δ and γ control the elevation and curvature
of the function respectively. γ < 1 results in an inverse S-shaped
curve while γ > 1 results in an S-shaped curve. We will henceforth refer to this as the PSU (Probability weighted Subjective Utility) function and the subjective utility based models in the literature
(SUQR, Bayesian SUQR and Robust SUQR) augmented with PSU
will be referred to as P-SUQR, P-BSUQR and P-RSUQR respectively. SHARP uses PSU. Kar et al. [10] used these PSU-based
models in their experiments.
One of their key findings, based on experiments with the PSU
function is that the curve representing human weights for probability is S-shaped in nature, and not inverse S-shaped as prospect theory suggests. The S-shaped curve indicates that people would overweight high probabilities and underweight low to medium probabilities. Some learned curves are shown in Sec. 6.1. Recent studies
[3, 8, 5] have also found S-shaped probability curves which contradict the inverse S-shaped observation of prospect theory. Given
S-shaped probability weighting functions, the learned ω1 was negative as it accurately captured the trend that a significantly higher
number of people were attacking targets with low to medium coverage probabilities and not attacking high coverage targets.
Section 6.1 provides an S-shaped probability weighting curve as
one explanation of the human players’ behavior data. Given the surprising nature of this result, it is important to discuss other possible
hypotheses that may explain why those human behaviors may have
been observed. This section shows however that evidence does not
support these alternatives to S-shaped probability weighting curve
discussed earlier.
One potential hypothesis is that the participants may have misinterpreted aspects of the game interface design shown in Figure 2.
However, we took several steps to guard against such misinterpretations: (i) we asked the participants to play two trial games and
one validation game in the first round and one trial game in each
subsequent round; and (ii) we explained key facets of the game in
the instructions and the participants could switch to the instructions
after playing each of the trial and validation games to verify their
understanding before they played the actual game. In addition to
ensuring that the participants were given clear instructions and provided enough practice through trial games, we also checked the results of the validation game and it showed that 860 out of 1000 participants passed the validation game — indicating an understanding
of the game. Note that we then discarded data from 140 out of 1000
participants (an average of 7 participants per group) who played the
validation game incorrectly.
Another hypothesis could be that the validation game had introduced some misinterpretations. Specifically, in our validation game
the participants had to choose between an option which is good on
two scales (highest animal density of 10 and zero coverage) and
other options which are bad on both scales (lowest animal density
of 1 and non-zero but equal coverage of 0.375). Therefore, this
could potentially have caused the participants to incorrectly interpret the scales in the actual games they played and hence they may
have misinterpreted the coverage probabilities in the actual games.
However, there is little support for this hypothesis as well. Note
that the validation game is one of three games being played by each
participant before the actual game in the first round. Also, the validation game is only played once in the first round and never played
again in future rounds. However, the participants played two trial
games in the first round and one trial game in the future rounds be-

fore playing the actual game in each round, and these trial games
do not have the same “two scales" property as the validation game
as discussed earlier.
Another possible hypothesis for such an S-shaped curve for the
probability weighting function could potentially be that we use the
weighted probabilities as a separate additive feature in our model
— P-SUQR implies that we take a weighted sum of the different
model features. This is contrary to how the probability weighting
function is used in the prospect theory literature [9, 18]. In that
literature, the weighted probabilities are used to weight the values
of outcomes; could that perhaps explain the S-shaped curve in our
results? Unfortunately, evidence does not support this hypothesis
as well. First, note that there have been existing works in the literature that show learning of S-shaped probability weighting curves
even when conforming to the traditional prospect theoretic model,
i.e., when the prospect theoretic values of outcomes are weighted
by transformed probabilities [1, 12]. Thus, there already exists evidence of S-shaped probability curves in other domains even for the
traditional prospect theoretic function. Furthermore, to verify the
shape of the probability weighting curve in our game setting when
we consider values of outcomes to be weighted by the transformed
probabilities, we explored an alternate form of our P-SUQR model,
called PWV-SUQR (Probability Weighted Values SUQR). In PWVSUQR, the rewards and penalties are weighted by the transformed
coverage probabilities, as shown in Eqn. 8. In Section 6.1.2, we
show that even while learning adversary behavior using Eqn. 8,
we get S-shaped probability curves. This result indicates that the
learned S-shape of the probability curves is not merely the outcome
of the additive nature of our P-SUQR model.
SUia (x) = ω1 (1 − f (xi ))Ria + ω2 f (xi )Pia

5.

(8)

SHARP: ADAPTIVE UTILITY MODEL —
EXPERIMENTS AND OBSERVATIONS

A second major innovation in SHARP is the adaptive nature of
the adversary and addressing the issue of attack surface exposure.
The concepts regarding adaptiveness of the adversary as described
in [10] are based on an important observation about adversary behavior which is described below.

5.1

Observations and Evidence

O BSERVATION 1. Consider two sets of adversaries: (i) those
who have succeeded in attacking a target associated with a particular target profile in one round; and (ii) those who have failed in
attacking a target associated with a particular target profile in the
same round. In the subsequent round, the first set of adversaries
are significantly more likely than the second set of adversaries to
attack a target with a target profile which is ‘similar’ to the one
they attacked in the earlier round.
In order to provide evidence in support of Observation 1, we show
results from our data highlighting these trends on ADS2 in Figs.
3(a) - 3(b). In each plot, the y-axis denotes the percentage of (i)
attacks on similar targets out of the total successful attacks in the
previous round (ζss ) and (ii) attacks on similar targets out of the
total failed attacks in the previous round (ζf s ). The x-axis denotes
pairs of rounds for which we are computing the percentages, for
example, in R12, 1 corresponds to round (r − 1) and 2 means
round r in our claim. Thus, ζss corresponding to R23 in ADS2
is 80%, meaning that out of all the people who succeeded in round
2, 80% attacked similar target profiles in round 3. Similarly, ζf s
corresponding to R23 in ADS2 is 33.43%, meaning that out of all

(a) Maximin ADS2

(b) P-RSUQR ADS2

Figure 3: Evidence for adaptivity of attackers
people who failed in round 2, 33.43% attacked similar target profiles in round 3. All statistical significance results reported below
are on two-tailed t-tests at confidence=0.05. The average (over all
four models on two payoffs and for all round pairs) of ζss is 75.2%
and the average of ζf s which is 52.45%. This difference is statistically significant, thus supporting Observation 1.
One might however argue that successful poachers return to attack the same or similar targets in future rounds due to some inherent bias towards specific targets and not because they succeeded
on such targets in the previous rounds. Therefore, we conducted
additional human subjects experiments to test the extent to which
successes and failures alone affect their decision making process.
We recruited two groups of human subjects and conducted two
rounds of repeated experiments with each group. We showed the
Maximin strategy to both groups in both rounds of the experiment.
We ensured that all the participants of Group 1 succeeded in round
1, i.e., even though there were coverage probabilities shown, no
rangers were actually “deployed”. In round 2, Maximin strategy
was again deployed and the same set of players were asked to play.
We observed that 96% of the human subjects attacked the same
or similar (k=5) target profiles. We observed that out of the 96%,
70.83% attacked the exact same target profile as they had attacked
in round 1. Group 2 was shown Maximin strategy in round 1 and all
the participants were made to fail in round 1, i.e., despite the coverage probabilities, there was a “ranger” deployed in every cell. In
round 2, Maximin strategy was again deployed and the same set of
players were asked to play. We observed that only 36% of the participants attacked the same or similar (k=5) targets in round 2. This
shows that successes and failures are important factors that players take into account while deciding on their strategy in subsequent
rounds. Similarly, when k=6, we observe that 38% of the participants from Group 2 who failed in round 1, had actually attacked the
same or similar target profiles. In Fig. 4, we show for various values of k, the percentage of successful participants in round 1 who
returned to attack the same or similar targets in round 2 and the
percentage of failed participants in round 1 who returned to attack
same or similar targets in round 2.
Notice that failure does not lead all attackers to abandon their
target profile (and vice versa with successful attacker). This shows
that attackers have some inherent weights for defender coverage,
animal density, penalty and distance, as is captured by the PSUweight
vectors, but they do adapt their strategies based on their past successes and failures. Therefore, we will observe later in Section 6
that even though P-SUQR is outperformed by our model SHARP
in the initial rounds, P-SUQR is still a valuable model.

6.

EXPERIMENTAL RESULTS

6.1

Learned Probability Curves

Figs. 5(a) - 5(d) show human perceptions of probability in rounds

Figure 4: For various values of k (the number of nearest neighbors), percentage of people who attacked similar targets in
round 2 after succeeding or failing in the previous round

(a) ADS1

(b) ADS2

(c) ADS3

(d) ADS4

Figure 5: (a) - (d) Learned probability curves for P-SUQR on
ADS1 , ADS2 , ADS3 and ADS4 respectively.
1 to 4 when the participants were exposed to P-SUQR based strategies on ADS1 . Learned curves from P-SUQR on all payoffs have
this S-shaped nature, showing that even though there is a little
change in the curvature between rounds, it retains the same Sshape throughout all rounds. The curves indicate that people weigh
high probabilities to be higher and low to medium probabilities to
be lower than the actual values. Even though this is contrary to
what Prospect theory [18] suggests, this is an intuitive result for
our Stackelberg Security Games domain because we would expect
the adversary to be deterred from targets with very high coverage
probabilities and that they would prefer to attack targets with low
to medium coverage probabilities.

6.1.1

Comparison with Prelec’s probability weighting function

As mentioned earlier in Section 2.3, we also conduct experiments with Prelec’s one-parameter model while allowing α to be
any value greater than zero. In this case too, we learn S-shaped
curves on all of our payoff structures as shown in Figs. 6(a)-6(d).
This indicates that the shape of the learned curve is not dependent
on the probability weighting function used, as long as the function allows for learning both an S-shaped and an inverse S-shaped
curve. In addition, the prediction performance (average of the sum
of squared errors for all rounds and animal density structures) of
P-SUQR with Gonzalez and Wu’s probability weighting function
(Eqn. 6) and P-SUQR with Prelec’s probability weighting function
(Eqn. 5) are 0.072 and 0.09 respectively and this is statistically
significant at p=0.02. The sum of squared errors in prediction for
each of the four rounds (round 2 to 5) and each animal density

(a) ADS1

(b) ADS2

(a) ADS1

(b) ADS2

(c) ADS3

(d) ADS4

(c) ADS3

(d) ADS4

Figure 6: (a) - (d) Learned probability curves with Prelec’s
probability weighting function for P-SUQR on ADS1 , ADS2 ,
ADS3 and ADS4 respectively.

(a) Gonzalez and Wu vs Prelec

(b) P-SUQR vs PWV-SUQR
Figure 7: (a) Comparison of sum of squared errors for PSUQR with Gonzalez and Wu, and P-SUQR with Prelec’s probability weighting function respectively; (b) Comparison of sum
of squared errors for P-SUQR and PWV-SUQR respectively
structure are shown in Figure 7(a), where the x-axis shows each
possible combination of animal density structures and rounds, and
the y-axis shows the sum of squared errors.

6.1.2

Comparison with PWV-SUQR

As mentioned earlier in Section 4, the adversary behavior model
PWV-SUQR is one plausible alternative that could be considered
for comparison with our models. Therefore, in this section, we first
show the probability weighting curves learned (Figs. 8(a) - 8(d))
when we consider Eqn. 8 (see Section 4) as the subjective utility
function in our adversary model. We observe that the curves are Sshaped in nature and this indicates that the shape of the probability
weighting curves in our domain is not dependent on our use of the
P-SUQR model 1 .
Nonetheless, PWV-SUQR does raise an intriguing possibility as
1
Note that, instead of Eqn. 8, even if we use prospects where the
transformed probabilities weight the transformed values [9, 18], we
still get S-shaped curves in our game setting.

Figure 8: (a) - (d) Learned probability curves for PWV-SUQR
on ADS1 , ADS2 , ADS3 and ADS4 respectively.

a plausible alternative for P-SUQR and thus the performance of
PWV-SUQR should be compared with P-SUQR. Therefore, we
compare the performance of P-SUQR (with the PSU function in
Eqn. 7) and PWV-SUQR in terms of predicting future round attacks. We show that P-SUQR (with the PSU function in Eqn. 7)
performs better (with statistical significance) as compared to PWVSUQR. The sum of squared errors in prediction for each of the four
rounds (round 2 to 5) and each animal density structure are shown
in Figure 7(b), where the x-axis shows each possible combination
of animal density structures and rounds, and the y-axis shows the
sum of squared errors. The prediction performance (average of the
sum of squared errors for all rounds and animal density structures)
of P-SUQR (with the PSU function in Eqn. 7) and PWV-SUQR
are 0.128 and 0.155 respectively and this is statistically significant
at p=0.01. This justifies the use of P-SUQR and its variants while
modeling the adversary.

6.2

Adaptiveness of SHARP

Recall that P-SUQR assumes the presence of a homogeneous
adversary type and attempts to learn that adversary type from past
attack data. So we should expect that as we learn the model parameters over various rounds, the learned parameters and hence
the generated defender strategy should converge. On the contrary,
SHARP models the adaptive nature of a homogeneous adversary
type based on his past successes and failures. Hence the convergence of the defender strategy generated based on SHARP in each
round is not guaranteed. Figs. 9(a)-9(d) show the 1-norm distance
between defender strategies generated by SHARP (and P-SUQR)
over rounds with respect to the strategy generated by P-SUQR in
round 5. While P-SUQR converges to a particular strategy in round
5 for all four animal density structures, SHARP does not converge
to any strategy. To further illustrate that the SHARP based strategy
does indeed change over rounds, we show SHARP based strategies
on ADS2 from rounds 2 to 5 in Figs. 10(a) - 10(d). For ADS2 , the
1-norm distances between the defender strategies in rounds 2 and
3, rounds 3 and 4, and rounds 4 and 5 are 2.324, 2.19 and 1.432
respectively, showing that the strategies are changing from round
to round. All these results demonstrate the adaptivity of SHARP
over rounds based on the successes and failures of the adversaries
in the past.

(a) ADS1

(b) ADS2
Figure 11: Defender utility for SHARP against security experts
in Indonesia

(c) ADS3

(d) ADS4

Figure 9: Adaptivity of SHARP and Convergence of P-SUQR
on payoff structures ADS1 , ADS2 , ADS3 and ADS4 respectively.
Figure 12: Evidence for adaptivity of attackers (security experts in Indonesia)

(a) Round 2

(b) Round 3

(c) Round 4

(d) Round 5

Figure 10: SHARP based strategy for the defender on payoff
structure ADS2 .

7.

VALIDATION AND TESTING ROBUSTNESS OF AMT FINDINGS

While in general findings from AMT have been validated with
human subject experiments in the lab, the first question we ask is
whether domain experts would perform similarly to what was observed of human subjects in AMT studies, i.e., we wish to further
validate the findings from AMT. To that end, we deploy SHARPbased strategies against security experts at a national park in Indonesia and analyze the results (Section 7.1) by comparing them
with our observations on human subjects data from AMT. A second question that may be raised is with regard to our assumption
that all attack data is perfectly observed in AMT studies. Therefore, we analyze SHARP-based strategies with only a fraction of
the entire data (Section 7.2).

7.1

Results with Security Experts in Indonesia

In order to validate our AMT findings, we also conducted human
subjects experiments for SHARP in the real world: with wildlife
security experts from the provinces of Lampung and Riau, Sumatra,
Indonesia. The 33 participants were from the local government,
and from the following NGOs YABI, WWF and WCS. Each of the

33 participants played SHARP based strategies over 4 rounds. As
in our AMT experiments, the first round strategy was Maximin.
In Fig. 11 we show actual defender utilities obtained over 4
rounds for SHARP on ADS3 . Interestingly, the defender utility
obtained in round 2 was not only significantly higher than other
rounds, but is also significantly higher than the utility obtained in
round 2 for the same animal density structure for AMT participants
. This is because 96% of the experts who were successful in round 1
had attacked the same or similar targets in round 2. This is comparatively higher than the number of successful participants on AMT
on ADS3 in round 1 who returned to attack the same or similar
targets in round 2: it was 78%. Hence, our model SHARP which
captures the adversary’s adaptiveness based on their past successes
and failures, completely outperforms the experts. The defender’s
utility drops in round 3 as compared to that in round 2, because the
experts, now aware of SHARP’s adaptiveness, adjust their strategy.
However, SHARP is robust enough to stilll generate high utility for
the defender.
Similarity between AMT and Indonesia experts data: We
earlier conducted a set of analyses and made certain observations
based on our human subjects experiments data from AMT. We conducted the same analysis on the attack data obtained from realworld experts to validate our AMT results.
First, in our human subjects experiments on AMT we made Observation 1. We conducted analysis on the security experts data
to see if we observe the same phenomenon in this data. Fig. 12
shows how the adversaries (security experts in this case) adapted to
SHARP based strategy depending on past successes and failures.
The x-axis denotes pairs of rounds for which we are computing the
percentages; for example, in R23, 2 corresponds to round (r − 1)
and 3 means round r in our claim. The results obtained are consistent with the ones obtained from our AMT data, i.e., successful
adversaries tend to return to attack the same or similar targets in the
subsequent round while failed adversaries will not tend to return to
attack the same or similar targets in the subsequent round.
Second, we conducted analysis to see how the attack surface is
exposed to the adversary over various rounds. The amount of attack
surface exposed to the adversary over the four rounds in the wildlife
experts data is shown in Fig. 13. This is consistent with simi-

(a) ADS1

(b) ADS2

(c) ADS3

(d) ADS4

Figure 13: Total number of unique exposed target profiles till
the end of each round for each coverage probability interval for
Indonesia experts data.

Figure 14: Learned probability curves for SHARP on ADS3
on the security experts dataset.
lar plots obtained from our AMT data which show that as rounds
progress, more number of coverage probability values from various
intervals are exposed to the adversary.
Third, we show in Fig. 7.1, the human perceptions of probability
in rounds 1 to 4 when the security experts were exposed to SHARP
based strategies on ADS3 . The learned curves have an S-shaped
nature for each of the rounds, which is consistent with our AMT
findings (Section 6.1).

7.2

Results with fraction of attack data

In our human subjects experiments, we assume that the defender
can observe all the attacks that occurred in each target region of the
park at the end of every round. However, this may not be true in
reality, i.e., defenders may miss some large fraction of the attacks.
Therefore, we conduct analysis to understand the effects of considering a fraction of the original dataset on our defender strategy.
We generated round 2 defender strategies for all four payoffs
with 50% of the data sampled randomly to test the robustness of
our model. Here, by robustness we mean that the deviation of the
strategy generated will be very similar to the original one, i.e., the
1-norm distance of the strategy generated with a fraction of the
data will be very small when compared with the strategy generated
with the full dataset. We randomly sampled several such fractional
datasets but show results for four different sampled datasets (0%,
5%, 10% and 15% deviations from original attack data) for each
payoff for the fraction size of 50%. By random sampling, we mean
that, if there were |χ| attacks in the original dataset, we randomly
picked a target cell and removed one attack data point and repeated
this until 50% of the attack data (i.e. round(|χ|/2) attack data
points) remained. Therefore, by 0% deviation, we mean that we removed 50% attacks from each target cell to make the new dataset.
Similarly, by 5% deviation, we mean that the 1-norm distance between the new dataset obtained by removing 50% of the attack data
and the original dataset is 0.05, and so on.
For each payoff structure we show (Figs. 15(a) and 15(d)) the
average 1-norm distances between the round 2 defender strategies
generated when datasets with various deviations (0%, 5%, 10% and
15%) from the original dataset were used to learn the model parameters, as opposed to learning from the complete dataset. We can

Figure 15: (a, b, c, d): Average 1-norm distances between
defender strategies generated by SHARP when the model is
learned based on randomly sampled 50% data (0%, 5%, 10%
and 15% deviation from actual data) and when the model is
learned from the complete data set. Results are shown for
ADS1 , ADS2 , ADS3 and ADS4 respectively.
observe from Figs. 15(a)-15(d) that the average 1-norm distance
between the coverage probability xi ; 0 ≤ xi ≤ 1 for any target
i between the original and 5% deviation datasets is no more than
0.044 for any of the payoffs. However, when the deviation from
the original dataset increases to 15%, the average 1-norm distance
also increases. Note that if the proportion of attacks over the targets
were same as that of the original dataset, then the defender strategy
generated would also be exactly the same modulo rounding errors.

8.

CONCLUSION

This paper builds on earlier work on adaptive adversary modeling in Stackelberg Security Games by conducting experiments
to validate the robustness of a successful adaptive adversary model
called SHARP . First, we incorporate a different probability weighting function, namely Prelec’s one parameter probability weighting function [17] and show that we still learn S-shaped probability
weighting curves and the performance of the prediction model with
Prelec’s weighting function is worse than Gonzalez and Wu’s function [6] when used in the original prediction model— this justifies
the use of Gonzalez and Wu’s probability weighting function in
SHARP ; (ii) we consider a different form of the subjective utility
function based on prospect theory where the values of outcomes
are weighted by the transformed probabilities and show that the results regarding the shape of the learned curves are consistent even
when we have a different functional form of subjective utility. Also,
the weighted-sum-of-features model used in SHARP yields better
prediction accuracy than the prospect theoretic subjective utility
function; (iii) we test our model SHARP in human subjects experiments at the Bukit Barisan Seletan National Park in Indonesia
against wildlife security experts and provide results and analysis
of the data; (iv) we conduct new human subjects experiments on
Amazon Mechanical Turk (AMT) to show the extent to which past
successes and failures affect the adversary’s future decisions in repeated SSGs; and (v) we provide results with limited data to show
the robustness of SHARP when all the data is not observable.
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ABSTRACT

This paper investigates repeated security games with unknown (to
the defender) game payoffs and attacker behaviors. As existing
work assumes prior knowledge about either the game payoffs or the
attacker’s behaviors, they are not suitable for tackling our problem.
Given this, we propose the first efficient defender strategy, based on
an adversarial online learning framework, that can provably achieve
good performance guarantees without any prior knowledge. In particular, we prove that our algorithm can achieve low performance
loss against the best fixed strategy on hindsight (i.e., having full
knowledge of the attacker’s moves). In addition, we prove that our
algorithm can achieve an efficient competitive ratio against the optimal adaptive defender strategy. We also show that for zero-sum
security games, our algorithm achieves efficient results in approximating a number of solution concepts, such as algorithmic equilibria and the minimax value. Finally, our extensive numerical results
demonstrate that, without having any prior information, our algorithm still achieves good performance, compared to state-of-the-art
algorithms from the literature on security games, such as SUQR
[19], which require significant amount of prior knowledge.

General Terms
Game theory; Security; Theory

Keywords
Repeated Security Games; No-regret Learning; Adaptive Strategy

1.

INTRODUCTION

In the recent years, security games have been widely used in many
areas of artificial intelligence [24]. These games typically consist
of a Stackelberg model in which the defender allocates a limited
number of resources to protect a set of targets based on a randomized strategy, while the attacker, upon learning the strategy,
chooses an optimal subset of targets to attack. Motivated by antiterrorist patrolling, earlier work on security games typically focuses on one-shot game models, e.g., [22, 12]. However, recently,
there has been a surge of interests in addressing various security
∗
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domains involving repeated interactions between the defender and
a bounded-rational attacker. These repeated security game models are motivated by many important real-world problems such as
wildlife patrolling [26] and illegal fishing monitoring [11]. Due to
the repeated manner of the games, one-shot models are not suitable to tackle these problems, since they do not take into account
the learning and adaptive behaviour of the attackers. As such, new
solutions are required to address this challenge within the repeated
security games. In the literature on security games, such solutions
typically assume a specific bounded-rationality attacker behavior
model (e.g., the Quantal Response (QR) model) in order to predict
the future behaviour of the attacker. However, as pointed out by Kar
et al. [14], these bounded-rationality models suffer from a number
of limitations. Particularly, they fall short in capturing adaptive attackers, who can adversarially change their attacking strategy over
time based on the defender’s past actions. Unfortunately, attackers
are typically adaptive in real scenarios, making such approaches
unsuitable to tackle real problems.
Although Kar et al. [14] refined the attacker behavior model and
took into account the adaptive behaviour of attackers, such type
of approaches still has a number of shortcomings, namely: (i) it
assumes that the attacker’s behaviour model, along with all the features/patterns that affect the model, is known a priori; (ii) it assumes
that the attacker payoffs are known by the defender in advance; and
(iii) it is computationally intractable and only local optimal strategy can be computed, therefore no theoretical performance guarantee can be provided. However in real-scenarios, attackers are
not necessarily following a particular model and it is very hard to
predict their behaviors. Moreover, it is widely recognized that the
defender usually does not know the attacker’s payoffs (Kiekintveld
et al. [15], Blum et al. [3]). In fact, the defender may even not precisely know her own payoffs due to uncertainties in some domains.
For example, in wildlife poaching or illegal fishing domains, the
payoff of a target (i.e., a subarea) at each round depends on the
amount and types of species showing up, which is random and difficult to estimate due to too much uncertainty in nature.
To overcome these issues, we propose a novel defender strategy
for repeated security games, namely Follow the Perturbed Leader
with Uniform Exploration (or FPL-UE for short), which is a variant of the celebrated Follow the Perturbed Leader (FPL) algorithm,
a state-of-the-art method from the online learning theory literature [13]. In particular, we show that the defender’s patrolling problem in repeated security games can be formulated as a combinatorial adversarial online learning problem, where at each round, an
opponent (i.e., the attacker) adversarially sets a multidimensional
vector of positive rewards, and the learner (i.e., the defender) can
only choose to see a subset of entries of this vector (i.e., targets
to protect), while the rest remains unrevealed. The learner’s re-

ward is the sum of the revealed entries, and her goal is to efficiently
maximise the total rewards against this adaptive and adversarial opponent (for more details, see, e.g., [6]). The current state of the art
of the literature is the method proposed by Neu and Bartok [19].1
However, their algorithm works only when the learner suffers loss
(i.e., the goal is loss minimisation), while in our case, as we will
show in Section 2, the learner collects rewards (i.e., the goal is
reward maximisation). As Neu and Bartok noted explicitly in the
paper, their algorithm, in particular, a key lemma in proving the
regret guarantee, cannot be directly adapted for the reward scenario to guarantee fast regret convergence. As such, the FPL algorithm of Neu and Bartok cannot be directly applied to our setting.
Against this background, we propose a new analysis for the reward
maximisation scenario. In particular, we show that FPL-UE, which
augments the algorithm in [19] with more ingredient of exploration
and exploits the structures of security games, can provide efficient
and provable performance guarantees for the defender in a repeated
security game. Our numerical evaluation based on simulations also
show the advantage of our algorithm and the failure of convergence
of the algorithm in [19] when dealing with reward maximization
cases.
Furthermore, our approach also enjoys the following advantages:
(i) it does not require any prior knowledge about attacker’s behaviour, and thus, is suitable for handling any types of attackers;
(ii) it does not require any prior knowledge about the game payoffs either, and thus, can deal with payoff uncertainty; and (iii) it
has efficient theoretical performance guarantees. In particular, the
algorithm assumes an arbitrary attacker, and puts no assumptions
on their behaviour. It then efficiently balances between exploration
(i.e., learn which strategy is the best against the particular attacker)
and exploitation (maximises the total utility over time). To do so, at
each round, our algorithm calculates a mixed strategy that is a careful combination of uniform random distribution (for exploration)
and a distribution derived from solving an optimisation problem
(for exploitation) with perturbed values (i.e., with some artificially
added noise). By doing so, we show that FPL-UE can provably
achieve low-regret (i.e., performance loss) bounds, compared to
that of the best fixed strategy on hindsight.
In particular,
we show that the regret bound of FPL-UE is at
√
most O( T ) in total within T time steps. This sub-linear regret
implies that the average regret per time step is converging to 0 as
T tends to infinity. Thus, the behaviour of FPL-UE converges to
the best fixed strategy (i.e., the best response to the attacker’s strategy) on hindsight, with a convergence rate of O( √1T ). We further show that within zero-sum security games (which are wellmotivated by many real-world applications [11]), if both the defender and attacker use FPL-UE to make their actions, they can
achieve an approximate (algorithmic) equilibrium. We also show
that the minimax value, which is a powerful solution concept of the
zero-sum games, can also be approximated with provable approximation guarantees, by using FPL-UE against a simulated user, who
also uses FPL-UE to make decisions. As such, our work contributes
to the state of the art in the following aspects:
• We provide a novel approach, based on online combinatorial optimisation, for designing efficient defender strategies
in repeated security games. Our approach does not require
additional prior knowledge about the attacker and the environment, and can be applied against adaptive attackers. Our
approach is the first defender strategy for repeated security
1
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games that enjoys provable theoretical performance guarantees.
• We also show that for an important sub-class of repeated security games, namely the zero-sum games, we can approximate the algorithmic equilibrium and the minimax value of
the game by applying our strategy for both sides.
• Finally, by using extensive numerical evaluations, we demonstrate that our algorithm, while it does not require any prior
knowledge, can still achieve competitive performance, compared to the defender strategy generated using the Subjective
Utility Quantal Response (SUQR) model [21], a state-of-theart attacker behavior model that has been tested in real-world
repeated security games for protecting wildlife and fishery
[4, 7], which heavily relies on the existence of prior knowledge. We also show that the additional uniform exploration
step in our algorithm is essential, as it significantly outperform the existing version of Neu and Bartok [19] in practice.

1.1

Additional Related Work

Our work is potentially related to two lines of research in security
games. One line of work deals with uncertainties in security games,
including payoff uncertainties, attacker surveillance and behavior
uncertainties [23, 15, 1, 21]. These works either require strong
model assumptions (e.g., the Quantal Response assumption) or are
too conservative (e.g., the robust optimization approach). Moreover, the models are typically computationally hard and few theoretical guarantees can be given. In contrast, our approach requires
no prior knowledge and is efficient. Another line of work is the
recent research on learning in security games, but they are all different from ours. [3] considers the setting with unknown attacker
payoffs and studies the defender’s problem of learning the Stackelberg mixed strategy by attacker-best-response queries. Their setting, goal and approach are different from ours. [2] considers repeated security games with varying attacker types captured by different payoff matrices and uses the online learning approach, but
they assume full knowledge of the game payoffs and perfect rationality of the attackers. Also, their algorithm is not computationally
efficient. (Klima et al [16, 17]) consider repeated border patrolling
with an online learning approach. They experimentally applied several known learning algorithms, but with no theoretical analysis.

2.

PROBLEM FORMULATION

In this section, we first describe the repeated security game setting
and discuss the assumption of information available to the defender.
We then show how to formulate the repeated security game as an
adversarial online combinatorial optimisation.
The Game: We consider a repeated security game played between
a defender and an attacker. The defender has k security resources
and needs to protect n (with n >> k) targets, while the attacker
also has multiple attack resources and can attack at most m targets
at the same time. We use [n] to denote the set of all targets. A
defender pure strategy is a subset of [n], with cardinality at most
k, indicating the set of protected targets in the pure strategy. Alternatively, we may use a binary vector v ∈ {0, 1}n to denote a
generic defender pure strategy, where entry i is 1 if and only if target i is protected in this pure strategy. Throughout this paper, we
will use an n-dimensional binary vector to denote a pure strategy,
and V ⊆ {0, 1}n to denote the set of all defender pure strategies.
Therefore, ||v||1 ≤ k for any v ∈ V. However, set V needs not to
be the set of all v’s satisfying ||v||1 ≤ k due to possible scheduling constraints in practice (see [12] for examples). Naturally, we

For all t = 1,2,...,T, repeat
1. The defender computes a mixed strategy from which
she samples a pure strategy vt ∈ V to play.
2. The attacker plays a pure strategy at ∈ A;
3. The defender gets a utility depending on both vt , at and
potential uncertainties of Uiu , Uic for all i ∈ [n].
4. The defender observes feedbacks from the targets she
visited in the pure strategy vt ;

Figure 1: The Repeated Security Game Procedure
assume that any target can be protected by at least some v ∈ V. A
defender mixed strategy is simply a distribution over V. Similarly,
we use a ∈ {0, 1}n to denote a generic attacker pure strategy and
set A to denote the set of all attacker pure strategies. Naturally,
||a||1 ≤ m for any a ∈ A. Given that target i is attacked, the defender gets utility Uic ∈ [−0.5, 0.5] if target i is covered and gets
Uiu ∈ [−0.5, 0.5] if i is uncovered.2 As a standard assumption, we
assume Uic > Uiu , i.e., covering a target is strictly better for the
defender than uncovering it. We allow uncertainties of Uic and Uiu ,
since they can be random, potentially depending on environmental
factors. The game is played for T rounds (see Figure 1).
One might wonder why repeated security games can be viewed
as an online reward maximization problem since at the first glance,
security games seem a loss minimization problem, i.e., the defender
wants to minimize the loss from attack. Some thoughts reveal that
this is actually not true, because the defender actively seeks to catch
attackers in security games. In particular, at each round, the attacker attacks several targets. Then the defender’s task is precisely
to find these attacked targets and convert their states from “unprotected" to “protected", by which her utility converts from Uiu to Uic ,
or equivalently, gains a reward Uic − Uiu (> 0). As shown later, our
mathematical formulation formalizes this intuition.
Information and Behaviour Assumptions: The amount of information (or knowledge) players possess in a game has a profound
influence on their equilibrium behaviour. Previous work in security games mostly assumes plenty knowledge for the defender and
attacker. They know the payoff structures of the game, or at least
the range of payoffs in some uncertain settings; And they know
each other’s actions or behavior models. However, as we mentioned above, in some important domains like wildlife poaching or
illegal fishing, the value of a target at each round is unknown a priori and depends on random environmental factors. Moreover, even
given the payoffs, it is still hard to predict the attackers’ behaviours.
This is due to at least two reasons: (i) the attacker may have different knowledge and constraints from what the defender thought; (ii)
the attacker may be irrational to any extent.
Instead, our model adopts a completely different perspective –
we do not require the defender to have any knowledge regarding the
payoffs in advance. More practically, we assume the defender can
only observe the real-time utilities at those targets where a patroller
is sent. On the other hand, the only requirement for the attacker
is that, he cannot observe the defender’s move at current round,
i.e., players move simultaneously at each round. This is reasonable
because each round models a single-shot game. Furthermore, we
assume that the defender is an expected utility maximiser. Finally,
our algorithm requires no behaviour model for the attacker. Put
differently, the attacker could be a utility maximiser or be irrational
to any extent; could know the payoff structure or may be uncertain
about the game to any level; could be totally adversarial, or could
be a random player.
Utility Model and Problem Formulation: Given any defender
and attacker pure strategy vt and at at time t, the defender’s utility
2
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is:
u(vt , at ) =

P

i∈[n]

vt,i at,i Uic +

P

i∈[n] (1

− vt,i )at,i Uiu

where the first [second] term is the utility from protected [unprotected] targets. We rewrite the utility as follows:
P
P
c
u
u
u(vt , at ) =
i∈[n] vt,i at,i [Ui − Ui ] +
i∈[n] at,i Ui
= vt · rt (at ) + C(at )
(1)
where rt (at ) ∈ Rn satisfying rt,i = at,i [Uic −P
Uiu ] ∈ [0, 1] (since
u
0.5 ≥ Uic > Uiu ≥ −0.5) and C(at ) =
i∈[n] at,i Ui both
depend only on the attacker strategy at . Here “ · ” denotes vector
inner product, as will be used throughout the paper.
Eq. (1) provides another view of a repeated security game. That
is, given the attacker’s strategy at any round, the defender’s task
is to “collect" positive reward using k resources. This naturally
connects to combinatorial adversarial online learning settings [6].
Note that if rt is drawn independently from the same distribution
for any t, then rt is stochastic and this case admits efficient and
regret-tight algorithms [10, 18].
In this paper, however, we consider that rt (at ) is chosen adversarially. This is due to the following reasons. First, it is consistent
with the nature of defender-attacker interactions especially when
the attacker is adaptive. Second, due to irrationality and defender’s
incomplete knowledge of the attacker as well as uncontrollable environmental factors affecting payoffs, it is very difficult to estimate
a distribution for rt . Therefore, we take the worse-case analysis and
assume that the reward is chosen adversarially. Let Ft denote the
history information of the game by time t (inclusive), and F0 denote no history information at all. We allow rt to depend on Ft−1
but not vt , i.e., the defender’s play at round t. Given a1 , ..., aT ,
we are interested in finding an online policy v1 (F0 ), ..., vT (FT −1 )
(possibly
hP randomized)ithat maximizes the defender’s expected utilT
ity E
t=1 u(vt , at ) where the expectation is taken over the randomness of the policy and environment. Alternatively, we aim at
minimizing the defender’s regret, defined as:
" T
#
T
X
X
RT = max
u(v, at ) − E
u(vt , at )
v∈V

=

max
v∈V

t=1
T
X
t=1

t=1

rt · v − E

" T
X

#
rt · v t ,

(2)

t=1

P
where the first term maxv∈V Tt=1 rt ·v is the utility of the optimal
hindsight pure strategy,3 and serves as a benchmark. Therefore, this
gives a regret minimization formulation with linear reward function
rt · vt where rt ∈ [0, 1]n may be adversarially chosen.
This type of regret notion with optimal fixed strategy is common
within the online learning theory literature [5, 6]. The underlying
reason is that it is typically impossible to learn the optimal (adaptive) strategy (see [5, 6, 13]). In fact, as the attacker can arbitrarily
(and adversarially) change his choice of at at each t, the optimal
strategy at round t against that at can be independent from the history. As such, there is simply no way to predict at from the previous observations, and thus, the optimal adaptive strategy cannot be
learned.
On the other hand, the best fixed strategy on hindsight can be
efficiently learned with access to previous observations. A key intuition behind this is that as we play more and more rounds, no
matter how adversarial the attacker will be in the next round, his
3

Notice that there always exists an optimal hindsight pure strategy
even we optimize over the set of mixed strategies.

choice of at for that particular round will have less effect on the
performance of the best fixed strategy on hindsight, compared to
the many previously played rounds.
It is worthwhile to note that while the best fixed strategy (on
hindsight) is more efficiently learnable, its performance can be arbitrarily bad, compared to that of the optimal adaptive strategy. However, we will show that it is not in our case. Particularly, in the next
section we will propose a defender strategy that can achieve both
low regret against the best fixed strategy, and provable convergence
to a near-optimal adaptive strategy.

3.

A LOW-REGRET DEFENCE STRATEGY

In this section, we propose FPL-UE, an FPL-based online learning
algorithm for efficiently determining a low-regret defence strategy.
To do so, we first brief the main concept of FPL. We then detail the
modifications Neu and Bartok introduced to make FPL suitable for
combinatorial online learning problems. Finally, we describe FPLUE. Note that while FPL-UE inherits the main design spirit from
FPL, our main contribution is to provide the theoretical guarantee
for our setting. In fact, FPL has become an algorithm design concept in online learning literature and there is a family of FPL-based
algorithms, which all share similar concept. The key challenges for
designing these algorithms lie at the convergence analysis of the
algorithm for different settings (which is also the case here).
The FPL algorithm: This type of online learning approach maintains a reward estimate rbt,i for each target i and round t, with
rb1,i = 0. Let rbt be the vector of these estimates at round t, and
let z = (z1 , ..., zn ) be a random vector such that each zi ∼ exp(η)
is independently drawn from the exponential distribution exp(η)
with parameter η to be specified. At each round, the algorithm
chooses a defender pure strategy vt
vt = arg max{v · (b
rt + z)},
v∈V

(3)

which collects the maximum estimated reward perturbed by the
noise vector z. Since z is random, we will view vt as a random
vector as well. After observing the reward rt,i at any chosen target
i, the corresponding reward estimates of the chosen target at round
t + 1 can be updated as follows:
rbt+1,i = rbt,i +

rt,i
I(t, i)
pt,i

where I(t, i) is an indicator function indicating whether target i
was chosen at round t, and pt,i is the probability that target i was
r
I(t, i) is an unchosen within that round. Note that the term pt,i
t,i
r

biased estimator of rt,i (since E[ pt,i
I(t, i)] = rt,i ), and it is more
t,i
preferred in the online learning literature, compared to the directly
observed reward value rt,i . This is due to convenience of theoretical analysis. However, while I(t, i) is fully observable (i.e., we
either choose target i or not), pt,i cannot be computed efficiently,
as it cannot be expressed in a closed form. To overcome this issue,
Neu and Bartok proposed a method, called Geometric Re-sampling
(GR), to estimate the value of 1/pt,i , and can be described as follows (see Algorithm 1):
The GR algorithm: The algorithm is based on the following observation: at round t, vt,i takes value 1 with probability pt,i , therefore
if we simulate strategy vt , denoted as ve in Algorithm 1, for enough
trails, the number of trails needed for vei to hit value 1 for the first
time is a geometric distribution with mean 1/pt,i . The GR algorithm precisely follows this observation and estimates 1/pt,i by
simulating enough trails of ve until vei hits 1. However, since there

Algorithm 1 The GR Algorithm
Input: η ∈ R+ , M ∈ Z+ , rb ∈ Rn , t ∈ N;
Output: K(t) := {K(t, 1), . . . , K(t, n)} ∈ Zn
1: Initialize ∀i ∈ [n] : K(t, i) = 0, k = 1;
2: for k=1,2,...,M do
3:
Repeat step 4 ∼ 10 in Algorithm 2 once just to produce ve as
a simulation of vt .
4:
for all i ∈ [n] do
5:
if k < M and vei = 1 and K(t, i) = 0 then
6:
Set K(t, i) = k;
7:
else if k = M and K(t, i) = 0 then
8:
Set K(t, i) = M ;
9:
end if
10:
end for
11:
if K(t, i) > 0 for all i ∈ [n], then break;
12: end for
Algorithm 2 The FPL-UE Algorithm
Parameter: η ∈ R+ , M ∈ Z+ , γ ∈ [0, 1];
1: Initialize the estimated reward rb = 0 ∈ Rn ;
2: Pick the set of exploration strategies E = {v1 , ..., vn } such
that target i is protected in pure strategy vi .
3: for t=1,...,T do
4:
Sample f lag ∈ {0, 1} such that f lag = 0 with prob. γ;
5:
if f lag = 0 then
6:
Let vt be a uniform randomly sampled strategy from E;
7:
else
8:
Draw zi ∼ exp(η) independently for i ∈ [n] and let
z = (z1 , ..., zn );
9:
Let vt = arg maxv∈V {v · (b
r + z)};
10:
end if
n
11:
Adversary picks rt ∈ [0, 1] and defender plays vt .
1
12:
Run GR(η, M, rb, t): estimate pt,i
as K(t, i);
13:
Update rb(i) ← rb(i) + K(t, i)rt,i I(t, i); where I(t, i) = 1
for i satisfying vt,i = 1; I(t, i) = 0 otherwise;
14: end for

is a positive probability that vei = 1 will never happen, GR might
not ever stop in the worse case, making the algorithm computationally inefficient. To overcome this issue, GR truncates the number
of trials with a finite value M , and all the K(t, i) in Algorithm 1,
that have not been set yet, will be set to be M (steps 7, 8). This
truncation introduces a bias for the estimation of 1/pt,i . However,
the bias can be properly handled (see Lemma 5 in Section 7).
The FPL-UE algorithm: As mentioned earlier, it is not possible to
directly apply FPL and GR to our settings. A key reason behind this
is that the value of pt,i can be arbitrarily small. While this is not a
problem for loss minimisation, it turns out to be a major challenge
within our setting. As such, we overcome this issue by introducing additional fraction of uniform exploration to the algorithm. In
particular, instead of solely relying on Eq. (3) to determine the defender pure strategy, we uniformly randomly choose a vector vt
from some pre-specified set E with carefully chosen probability
γ > 0, while sets vt to be the solution of Eq. (3) only with probability (1 − γ). This seemingly “arbitrary" modification actually
allows us to provide effective theoretical analysis of convergence,
and interestingly, our extensive simulations also show the necessity
of the uniform exploration component – our algorithm outperforms,
and in some cases significantly outperforms, the algorithm of Neu
and Bartok in the repeated security game setting (see Section 4 and
6 for more details).
Given all these, the FPL-UE algorithm (Algorithm 2) can be described as follows. At each round t, our algorithm either does a
uniform random exploration with probability γ (step 6) or plays an

FPL strategy with probability 1−γ (steps 8, 9). Then the algorithm
estimates the reward of round t by GR after playing the strategy vt
and observing reward (step 11 − 13). Notice that, when updating rb
(step 13), the i’th entry is updated only when vt,i = 1, i.e., target i
is visited. Otherwise, it keeps unchanged.

4.

PERFORMANCE ANALYSIS

Given the description of FPL-UE, we now investigate the theoretical properties of the algorithm. In particular, our main theoretical
result is the following guarantee of both computational efficiency
and regret bound for FPL-UE.
T HEOREM 1. FPL-UE runs in poly(n, k, T ) time if the defender
can best respond to any reward vector in poly(n, k) time4 . The regret RT of FPL-UE is upper bounded as:
γ

RT ≤ γmT + 2T ke−M n +

k(log n + 1)
+ ηmT min(m, k).
η

q
√
k(log n+1)
k
In particular, with η =
, γ = √mT
and M =
mT min{m,k}
q
p

log(T k), RT is at most O
kmT min{m, k} log n .
n mT
k
The constant of the polynomial is approximately 2. We note that
the convergence ratio depends on parameters that are specific to
security games, for example, the number of attacker resources m.
This translates to the upper bound of the sum of the reward vector. Our analysis explores such structure and provides better convergence ratio for security game settings than state-of-the-art algorithms (see Section 6 for more details). As a special case, when
m = n, this is the general combinatorial adversarial online learning problem for reward maximisation with semi-bandit feedback,
and for
 settings, FPL-UE achieves regret upper bound
√ such general
O k nT log n , which matches the bound for the loss case in the
state-of-the-art work [19]. We defer the detailed proof to Section 7.
We now investigate the performance of FPL-UE, compared to
that of the optimal (adaptive) strategy on hindsight. This is the best
possible defending strategy one can hope – at each round, the defender can first observe the attacker’s move and then play a best
response. Let A = {a1 , . . . , aT } denote any attacker strategy over
T rounds. Recall that at ∈ {0, 1}n is the attacker’s strategy at
round t with ||at ||1 ≤ m. Let OP T (A) denote the total rewards
of the optimal (adaptive) defender strategy on hindsight against A,
and let F P L( A) denote the expected total rewards of the defender
by applying FPL-UE.5 As we explained at the end of Section 2, it
is generally not possible to provide any theoretical guarantee for
F P L(A), when compared with OP T (A). Interestingly, we show
that FPL-UE can gain an “almost" nk fraction of OP T (A) in repeated security game settings.
P ROPOSITION 2. Assuming no schedule constraints, we have
p

k
F P L(A) ≥ OP T (A) − O
T mk min{k, m} log n .
n
Generally,
F P L(A) and OPT (A) are of order T , so the term
p
T mk min{k, m} log n is relatively negligible. Due to space
O
limitations, all the proofs, except for the proof of Theorem 1, are
deferred to the online appendix of the paper. In what follows, we
will detail a number of implications of these theoretical results,
from a game theoretic perspective.
4
5

This holds widely in security games.
Note that reward 6= defender utility, due to the extra, uncontrollable and generally negative, term C(at ) (see Equation 1). We
compare the algorithm performance using rewards, due to two reasons: 1. C(at ) is uncontrollable by any algorithm; 2. reward is
positive, thus the ratio in Proposition 2 is meaningful.

5.

ZERO-SUM SECURITY GAMES

In this section, we consider zero-sum security games. Such games
can be found in many real-world scenarios, e.g., the illegal fishing
monitoring [11]. We first start with the estimation of an approximate algorithmic equilibrium in repeated zero-sum security games.
We then investigate how to estimate the minimax value of the game.
Let V = {v1 , . . . , vT } denote a strategy of the defender over
T rounds. Suppose for now that the attacker is also a utility maximiser. Now, consider a pair of defender-attacker strategies (V, A).
Let UD (V, A) denote the expected performance (i.e., the total utility) of the defender strategy V against the attacker strategy A. Note
that the expected performance of attacker strategy A against V is
−UD (V, A).
Approximate Algorithmic Equilibrium: A direct implication of
Proposition 2 is the estimation of an approximate algorithmic (or
program) equilibrium, which is the approximate version of the program equilibrium introduced by Tennenholtz [25]. It can be defined
as follows:
D EFINITION 1. For any ε > 0, the strategy profile (V, A) is
a ε-approximate algorithmic equilibrium of the game if and only
if for any V 0 and A0 , we have UD (V 0 , A) ≤ UD (V, A) + ε and
UD (V, A) ≤ UD (V, A0 ) + ε.
Consider the case when both the defender and the attacker applies
FPL-UE to choose their actions. Let
ε=

p
n−k
mT + 3 kmT min{m, k} log n
n

(4)

C OROLLARY 3. Assume min{k, m} log n ≥ 3 and no schedule constraints. The strategy profile (FPL-UE, FPL-UE) (i.e., both
players use FPL-UE) is an ε-approximate algorithmic equilibrium
of the repeated zero-sum security game, where ε is defined as in
Eq. (4).
Minimax Value of the Game: In zero-sum games, the minimax (or
maxmin) value of the game is a powerful solution concept, which
provides a guarantee we can achieve even in the worst case scenario, and it is well known that the minimax value exists and can be
efficiently computed, e.g., by linear programming [9]. In particular,
let v/a denote a defender/attacker mixed strategy, and u∗ denote
the minimax value of the zero-sum security game. From von Neumann’s Minimax Theorem, we have u∗ = maxv mina u(v, a) =
mina maxv u(v, a). However, the minimax value cannot be calculated without having the full knowledge of the game, which unfortunately is indeed the case in our setting. Nevertheless, we can
approximate this value by the FPL-UE strategy.
C OROLLARY 4. Assume min{k, m} log n ≥ 3. Suppose that
both the defender and attacker apply FPL-UE to make their actions. We have:
q
n+1)
≤ 3 km min{m,k}(log
u∗ − UD (FPL,FPL)
T
T
where UD (FPL, FPL) denotes the utility of the defender applying
FPL-UE against a FPL-UE attacker.
That is, to estimate the mimimax value of the game, we just need
to simulate a game against an FPL-UE attacker and consider the
average utility. Indeed, as T tends to infinity, the approximation
gap converges to 0. Note that since the simulated attacker is not
a real one, we still do not need to have any prior knowledge about
real attackers. In fact, we only consider a simulated attacker, whose
actions can be fully simulated. On the other hand, we require the
knowledge of the payoff matrix (i.e., what is the payoff of each

action pairs of the players) to calculate the minimax value of the
game. This assumption, however, is reasonable, as in the zerosum games, the payoff of the attacker is negative version of the
defender’s payoff. Thus, this assumption does not require prior
knowledge about the attacker either.

6.

NUMERICAL EVALUATIONS

We run our algorithm against a number of commonly seen attacker
models with simulations. In our simulations, the payoffs Uic ’s and
Uiu ’s are randomly generated. In particular, for any target i ∈ [n],
we first drawn two numbers a, b ∈ [−0.5, 0.5] uniformly at random, and then set Uic = max(a, b) and Uiu = min(a, b), thus
the condition Uic ≥ Uiu is satisfied. Note that the defender has no
a-priori knowledge about these payoffs.
We test our algorithm against different types of attackers, which
together represent the majority of typical attacking models. Purely
for the purpose of modeling the attacker’s reaction to our algorithm,
we also generate the attacker’s payoffs in a similar fashion as the
defender’s payoffs, except that the attacker’s payoff is higher if a
target is uncovered. We consider 5 different types of attackers:6
• Uniform: an attacker with a uniformly random mixed strategy;
• Adversarial: an attacker with the maximin mixed strategy.
That is, the attacker is fully adversarial – he only cares about
minimizing the defender’s utility;
• Stackelberg: the attacker always plays the optimal follower
pure strategy of the Strong Stackelberg Equilibrium;
• BestResponse:P
at round t, the attacker best responds to the
mixed strategy t−1
i=1 vi /(t − 1), i.e., the empirical defender
mixed strategy in history;
• QuantalResponse (QR): the attacker also responds to the
empirical defender mixed strategy, but by a QR model [21].
Note that some attacker types are informationally very powerful,
e.g., the BestResponse type knows all the payoffs as well as all the
defender’s past actions, while some may have very little knowledge
(e.g., the Uniform type); Some types play mixed strategies (e.g.,
Adversarial type ) while some play pure strategies (e.g., Stackelberg type); Some types are rational while some are not. Also note
that our algorithm does not know which type of attackers we are
facing. The simulation aims to test the “robustness" of the algorithm against varied types of attackers.
Baselines: We choose two algorithms as baselines. The first
is the FPL algorithm of Neu and Bartok [19], a state-of-the-art
algorithm for combinatorial adversarial online learning. As Neu
and Bartok pointed out, the regret bound for their FPL algorithm
can only be proved in the cost minimization scenario. Nevertheless, we use it as a baseline to see how it compares to FPL-UE
and how it performs in repeated security games where the goal
is to maximize reward. Another baseline is the Subjective Utility
Quantal Response (SUQR) attacker behavior model [21], a stateof-the-art human behavior model in security games that captures
the attacker’s bounded rationality. SUQR model has been tested in
several human behavior experiments of security games in Amazon
Mechanical Turk (AMT), and is shown to outperform the strong
Stackelberg equilibrium strategy and maximin strategy when playing against real-world humans [21, 8, 14]. In our simulation, at
6

In the following description, if the attacker plays a mixed strategy, our simulation samples a pure strategy each round from the
described mixed strategy to play.

each round T , the SUQR model first looks at all the attack records
from the past T − 1 rounds and then learns the attacker’s behavior
model based on these history records and the attacker’s payoffs. As
a result, the SUQR model will be refined each round with more history records. After learning the attacker’s SUQR behavior model,
the defender then computes an optimal mixed strategy against the
behavior model and samples a pure strategy to play.
We note that it is not completely fair to compare FPL-UE with
SUQR because SUQR requires much more defender prior knowledge (e.g., past attack records and attacker payoffs) than FPL-UE.
Nevertheless, we aim to examine how competitive FPL-UE is when
compared with SUQR.
We set n = 100 and k = 10 in all our simulations, and test
the convergence of the average regret (i.e., regret divided by T ) for
various m. We translate the defender utility of SUQR to regret (See
Equation (2)). Figures 2, 3 and 4 show the case for m = 1, m = 5,
and m = 15 respectively, within 1000 rounds. Note that average
regret is upper-bounded by m. All these figures are the convergence plots for one randomly generated game instance, however
we do emphasize that the general convergence trend is almost the
same across the simulated instances except that the initial rounds
in the figures may vary among different instances. Since the absolute value of regret at a fixed round T differs across different game
instances, so averaging the regret over games destroys the convergence lines. So we only present one randomly chosen instance here.
As an interesting side note, when m = 15, the defender has less resources than the attacker. To our knowledge, experiments for such
cases have not been done before. We use it as a burden test for the
robustness of our algorithm.
From the figures we know that FPL-UE converges in all these
cases, while FPL fails to converge (at least within 1000 rounds)
when played against Stackelberg type and BestResponse type. These
figures clearly show that FPL-UE outperforms FPL. One interesting phenomenon is that FPL-UE always significantly outperforms
FPL when playing against Stackelberg type and BestResponse type
in all the instances we generated. Notice that these two cases are
the “difficult" cases for online learning algorithms. The Stackelberg type always plays the same pure strategy over the whole game,
therefore the best hindsight strategy is to protect the most valuable
attacked targets, achieving a very high reward. Thus the algorithm
takes longer time to converge, mainly due to the compensation for
the big loss at the initial rounds where exploration happens mostly.
While for the BestResponse type, the attacker is always adaptive to
the algorithm. The comparison on these “difficult" types shows the
advantage of FPL-UE over FPL.
One surprising observation is that, though requiring much more
defender prior knowledge, SUQR does not obviously outperform
FPL-UE. In fact, SUQR only weakly outperforms FPL-UE when
playing against the Uniform type and QuantalResponse type. This
is natural because these two types exactly lie at the realm of the
SUQR model. For all the other three types, SUQR does not exhibit
obvious advantage. In fact, when the attacker is totally adaptive,
i.e., the BestResponse type, FPL-UE actually shows some weak
advantage. We attribute this to the carefully designed adaptivity
nature of the FPL-UE algorithm.
Finally, we observe that the regret against the BestResponse or
Stackelberg type (the two difficult cases) with m√= 15 is about 1.2
which approximates the regret upper bound ( m kTT log n ≈ 1.8).
Interestingly, this empirically shows that the algorithm approximates the upper bound regret when played in these hard cases.
To summarize, depending on the rationality level, attacker strategy type and the amount of information the attacker has about the
past games, the algorithm can converge at different rates, but will
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Figure 2: Average regret (y-axis) against 5 attacker types after T rounds; Parameters: n = 100, k = 10, m = 1, λ = 2 for QR.
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Figure 3: Average regret (y-axis) against 5 attacker types after T rounds; Parameters: n = 100, k = 10, m = 5, λ = 2 for QR.
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Figure 4: Average regret (y-axis) against 5 attacker types after T rounds; Parameters: n = 100, k = 10, m = 15, λ = 2 for QR.
she plays a strategy at round t)

always be upper bounded by the regret bound.

7.

PROOF OF THEOREM 1

We now turn to prove Theorem 1. To do so, we first describe the
following lemmas. Lemma 5, as proved in [19], captures the estimation bias of Geometric Re-sampling.
L EMMA 5. [19] E(b
rt,j |Ft−1 ) = (1 − (1 − pt,j )M )rt,j .
In addition, the following lemma is a simple observation about the
reward vector rt of round t.
L EMMA 6. ||rt ||1 ≤ m for any t.
P ROOF. Since rt,i ≥ 0, we have
X
X
X
||rt ||1 =
rt,i =
at,i [Uic − Uiu ] ≤
at,i ≤ m.
i∈[n]

i∈[n]

i∈[n]

To analyse the algorithm, we first describe some notations. Let
rbt , where rbt,i = K(t, i)rt,i I(t, i) = K(t, i)rt,i vt,i , denote the
estimation of the reward at round t. Let
vtF P L = arg max v · (
v∈V

t−1
X

rbj + z),

vetF P L = arg max v · (
v∈V

denote the FPL strategy played before estimating rbt (Step 9 in Algorithm 1). For the purpose of analysis, define the following hindsight strategy (imagine the defender can get the estimation rbt before

rbj + z).

(6)

j=1

st

st

FPL
Therefore, we have vt+1
= vetF P L where “=" means stochastiFPL
cally equal due to the randomness of z.7 Let qt,i = E(vt,i
)
FPL
be the probability that target i is protected in strategy vt
, and
FPL
qet,i = E(e
vt,i
) be the probability that target i is protected in stratFPL
egy vet
. Therefore qt+1,i = qet,i . Notice that vtF P L is not the
only possible strategy played at round t – with probability γ, the
defender plays a uniformly randomly sampled pure strategy from
set E. Let pt,i = E(vt,i ) denote the probability that target i is
protected at time t in Algorithm 1. Due to the γ fraction of uniform exploration, we have pt,i ≥ nγ for any t, i since each target is
protected by at least one pure strategy in E.
Now, we are ready to prove the regret upper bound of Algorithm 1. As observed, the algorithm does exploration with probability γ and exploitation with probability 1 − γ. We start from
analyzing the exploitation part. Using the “be-the-leader” lemma
[5] to sequence (b
r1 + z, rb2 , ..., rbT ), we obtain
T
X
t=1

(5)

j=1

t
X

rbt · vetF P L + z · ve1F P L ≥

T
X

rbt · v + z · v, ∀v ∈ V,

(7)

t=1

where vetF P L is defined in Equation (6). By rearranging Inequality
7

Recall that, two random variable A, B are stochastically equal if
P(A = x) = P(B = x) for any x in the event set.

(7), we have
" T
#
X
E
rbt · (v − vetF P L )

where the “≤" is due to the Inequality (8) and (9). Putting all these
together, we can upper bound the regret from the exploitation part:
h
i
≤ E z · (e
v1F P L − v)

t=1

"

h
i
≤ E z · ve1F P L

E

T
X

"

i∈[n]

k(log n + 1)
(8)
η
P
FPL
where the second last “≤" uses the inequality i∈[n] ve1,i
≤ k;
log n+1
.
the last “≤" uses the fact that E(maxi∈[n] zi ) ≤
η
The rest of the proof lies on the following basic intuitions. First,
FPL
the played strategy vt
should not be too “far" from the hindsight strategy vetF P L since the reward estimations they used are only
slightly different (compare Equation (5) and (6)). Second, the estimated reward rbt hopefully is “close" to the real reward rt . Therefore, Inequality (8) also roughly conveys that the played strategy
sequence vtF P L is not too “bad" compared with any pure strategy
v in the scenario of real reward rt .
We first lower bound qt,i using qet,i as follows.
Z
FPL
qt,i =
vt,i
(z)f (z)dz

≤

E

T
X

= e−η||brt ||1

Z

FPL
vt,i
(z)f (z − rbt )dz

≤

···
zi ∈[−b
rt,i ,∞]

= e−η||brt ||1

Z

Z
···
zi ∈[−b
rt,i ,∞]

−η||b
rt ||1

Z

Z

FPL
vt,i
(z + rbt )f (z)dz
FPL
vet,i
(z)f (z)dz

T
X

#
rbt · (v − vtF P L )

t=1

Now configuring the regret from exploration, which is trivially
upper bounded by m and happens with probability γ, we can upperbound the total regret as
h
γ
RT ≤ γmT + (1 − γ) 2T k(1 − )M
n
i
k(log n + 1)
+
+ ηmT min(m, k)
η
γ

≤ γmT + 2T ke−M n
k(log n + 1)
+ ηmT min(m, k)
+
η
q
√
k
and M = n mT
γ = √mT
log(T k),
k
p
kmT min{m, k} log n .
we obtain the upper bound O
By taking η =

Z

"

γ
k(log n + 1)
2T k(1 − )M +
+ ηmT min(m, k)
n
η

z∈[0,∞]n

z∈[0,∞]n

#
(rt − rbt ) · (v − vtF P L ) + E

t=1

≤

Z

rt · (v −

t=1

≤ kE(max zi )

= e−η||brt ||1

#
vtF P L )

8.

q

k(log n+1)
,
mT min{m,k}

CONCLUSIONS

FPL
vet,i
(z)f (z)dz

In this paper we proposed FPL-UE, the first defender strategy for
repeated security games assuming no prior knowledge about the
−η||b
rt ||1
attacker. We proved that our algorithm enjoys a number of com= e
qet,i
pelling theoretical properties. In particular, we showed that FPL≥ (1 − ηm)e
qt,i
UE can provably achieve low regret bounds, against both the best
where the last inequality uses Lemma 6:
||b
r
||
≤
m
for
any
t.
t
1



 fixed strategy on hindsight, and the optimal adaptive strategy. In
Now we bound the difference between E rbt · vtF P L and E rbt · vetF P L . addition, we proved that our main theoretical results have a number
of game theoretic implications, such as the efficient estimation of
h
i
X
E rbt · vtF P L |Ft
=
rbt,i qt,i
algorithmic equilibria and the minimax value of the game (for zerosum security games). Our numerical evaluations demonstrated that
i∈[n]
X
X
FPL-UE is indeed efficient against typical attacker profiles. We
≥
rbt,i qet,i − ηm
rbt,i qet,i
also demonstrated that FPL-UE indeed outperforms the FPL veri∈[n]
i∈[n]
sion of Neu and Bartok. This justifies the usage of the additional
h
i
uniform exploration steps. Furthermore, its performance is com≥ E rbt · vetF P L |Ft − ηm min(m, k)
parable to that of SUQR, a state of the art of the repeated security
where we used the fact that rbt and rbt−1 are fixed given Ft , therefore
games literature. This result is surprising and significant, as our althe randomness of vtF P L and vetF P L only comes from z. Taking
gorithm does not require any prior knowledge of the attacker, while
expectation over Ft , we have
SUQR relies much on the existence of such prior information. This
h
i
h
i
implies that, our algorithm is very useful in real-world situations
E rbt · vtF P L ≥ E rbt · vetF P L − ηm min(m, k)
(9)
where the attacker behaviour model is not available at the beginning, or the attacker does not fully follow some rational behaviour
Now we can upper bound the loss from substituting vetF P L in
model. Given this, we argue that our algorithm is more generic,
FPL
Inequality (8) by vt
.
compared to the state of the art, and thus, can be applied in many
" T
#
realistic scenarios of repeated security games.
X
≥ e

···

zi ∈[0,∞]

rbt · (v − vtF P L )

E

t=1

=

E

" T
X
t=1

≤

#
rbt · (v − v
etF P L ) + E

"

T
X
t=1

k(log n + 1)
+ ηmT min(m, k),
η

#
rbt · (e
vtF P L − vtF P L )
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ABSTRACT
The security game is a basic model for resource allocation in adversarial environments. One player (i.e., the defender) allocates
her limited resources to defend critical targets and an adversary
(i.e., the attacker) seeks his most favorable target to attack. In the
past decade, there has been a surge of research interests in computing, analyzing and refining security games that are motivated by
applications from various real domains. Remarkably, these models
and their game-theoretic solutions have led to real-world deployments in use by major security agencies like the LAX airport, US
Coast Guard and Federal Air Marshal Service [30], as well as nongovernmental organizations [11]. Among all these research and
applications, equilibrium computation serves as a foundation.
In this paper, we study security games from a theoretical perspective and provide a unified view of various security game models. In
particular, we show that each security game can be characterized
by a set system E which consists of the defender’s pure strategies;
The defender’s best response problem can be viewed as a combinatorial optimization problem over E. Our framework captures most
of the basic security game models in literature, including all the
deployed systems, and beyond; The set system E arising from various settings encodes standard combinatorial problems like bipartite
matching, maximum coverage, min-cost flow, packing problems,
etc. Our main result shows that equilibrium computation in security games is essentially a combinatorial problem. More precisely,
we prove that, for any set system E, the following problems can be
reduced to each other in polynomial time: (0) combinatorial optimization over E; (1) computing the minimax equilibrium for zerosum security games over E; (2) computing the Strong Stackelberg
equilibrium for security games over E; (3) computing the best or
worst (for the defender) Nash equilibrium for security games over
E. Therefore, the hardness [polynomial solvability] of any of these
problems infers the hardness [polynomial solvability] of all the others. Here by “games over E” we mean the class of security games
with any valid payoff structures, but a fixed set E of defender pure
strategies. This shows that the complexity of a security game is
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essentially captured by the set system E. We view drawing these
connections as an important conceptual contribution of this paper.
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1.

INTRODUCTION

Security of critical infrastructures and areas is an important concern around the world, especially given the increasing threats of
terrorism. Limited security resources cannot provide full security
coverage at all places all the time, leaving potential attackers the
chance to explore patrolling patterns and attack the weakness. How
can we make use of the limited resources to build the most effective
defense against strategic attackers? The past decade has seen an explosion of research in attempt to address this fundamental question,
which has led to the development of the well-known model of security games. A security game is a two-player game played between
a defender and an attacker. The defender allocates (possibly randomly) limited security resources, subject to various domain constraints, to protect a set of targets; The attacker chooses one target
to attack. This is a basic model for resource allocation in adversarial environments, and naturally captures the strategic interaction
between security agencies and potential adversaries. Indeed, these
models and their game-theoretic solutions have led to real-world
deployments in use today by major security agencies. For example, they are used by LAX airport for checkpoint placement, US
Coast Guard for port patrolling and the Federal Air Marshal Service for scheduling air marshals [30]; Recently, new models and
algorithms have been tested, and in preparation for deployment, by
non-governmental organizations in Malaysia for wildlife protection
[11] and by the Transportation Security Administration for airport
passenger screening [4].
Among all these research and applications, equilibrium computation is perhaps the most basic problem in security games. Indeed,
there have been numerous algorithms developed for solving various security games motivated by different real-world applications
(we refer the reader to [30] for a review). However, many of these
algorithms are based on integer linear programs, the techniques of
column generation and sometimes, heuristics, which may run in
exponential time or output non-optimal solutions. The computational complexity for solving these games are not well-understood.
Moreover, most of the literature has focused on the computation of
the Strong Stackelberg equilibrium (minimax equilibrium when the
game is zero-sum), which may be inappropriate when the players
move simultaneously (see Section 3.2 for a more detailed discussion). In this paper, we aim at a systematic study on the computational complexity of the three main equilibrium concepts adopted

in security games, namely, the minimax equilibrium, Strong Stackelberg equilibrium and Nash equilibrium. However, instead of examining all the models one by one, we provide a unified view of
security games that captures most of the basic models in literature,
and provide complexity analysis under this general framework. Interestingly, it turns out that none of these equilibrium concepts is
computationally harder than the others in any security game captured by our framework.

1.1

Our Results

We start with a unified formulation of security games. In particular, we show that security games are essentially bilinear games,
in which each player’s payoff has the form xT Ay + α · y; the
defender’s mixed strategy x lies in a polytope P ⊆ Rn and the
attacker’s mixed strategy y is in the n-dimensional simplex ∆n .
Moreover, the matrix A is a non-negative diagonal matrix for the
defender, while a non-positive diagonal matrix for the attacker. Interestingly, the vertexes of P, i.e., all the defender pure strategies,
form a set system E, and the defender’s best response problem can
be viewed as a combinatorial optimization problem over E. This
general framework captures most of the basic security game models in literature, including all the deployed security systems, and beyond. We show that, the set system E arising from various security
domains encodes many standard combinatorial problems like bipartite matching, maximum coverage, min-cost flow, packing problems, etc.
We are interested in solving the class of security games over E,
by which we mean all games with valid payoff structures, but a
fixed set E of defender pure strategies. Our main theoretical results
build connections between combinatorial optimization over E and
equilibrium computation for security games over E. In particular,
we prove that, for any set system E, the following problems can be
reduced to each other in polynomial time: (0) combinatorial optimization over E; (1) computing the minimax equilibrium for zerosum security games over E; (2) computing the Strong Stackelberg
equilibrium for security games over E; (3) computing the best or
worst (for the defender) Nash equilibrium for security games over
E. Therefore, the hardness [polynomial solvability] of any of these
problems infers the hardness [polynomial solvability] of all the others. This shows that, the complexity of a security game is essentially captured by the set system E. As applications of these results,
we also show how to use them to easily recover and strengthen
some known complexity results in the literature, as well as to resolve some open problems from former work.
The result of computing the best/worst Nash equilibrium comes
as a surprise. As widely known, maximizing a player’s utility over
Nash equilibria is NP-hard even in two-player normal-form games
[15, 8]. It is appealing that security games, which capture a broad
class of important real-world applications, “escaped" from the intractability in many cases. For the zero-sum case, it is not surprising that the minimax equilibrium can be reduced to the defender’s
best response problem, i.e., optimization over E. The interesting
direction is the opposite. That is, the best response problem – a
general combinatorial optimization problem – can be reduced to
the computation of the minimax equilibrium, i.e., an optimization
problem with very specific objective. This is surprising since security games have very simple payoff structures, and are far less
general than bilinear games. Nevertheless, the equilibrium objective is still rich enough to capture a general optimization problem.
As a complement to this result, we show that, if we further restrict
the payoff structure of security games, there exist zero-sum security games in which the minimax equilibrium can be computed in
polynomial time but the best response problem is NP-hard.

To prove these results, one of the main challenges is to propose universal reductions between these problems, since we are not
working on any specific instance. Therefore, we have to treat all
these problems as abstractly given. Our reductions make use of the
polynomial time equivalence between linear optimization, separation and membership checking for polytopes.

1.2

Related Work

Several papers in the security game literature have examined the
computational complexity of security games in particular settings.
The most relevant are the following two papers: Korzhyk et al. [18]
consider the security settings where each security resource can be
allocated to protect a subset of targets; Letchford and Conitzer [22]
consider security games on graphs where targets are nodes and security resources patrol along paths. They prove polynomial solvability or NP-hardness under different conditions. To best of our
knowledge, there is no other work which specifically focuses on
a complexity study of security games. Nevertheless, some hardness results are provided separately in different work for different
models, e.g., [13, 4]. We note that our framework only concerns
the basic security game models. There are many refinements of the
basic models, e.g., the Bayesian setting [26], repeated setting [36],
stochastic setting [33], etc. Examining the complexity of these settings is an interesting future work, but is not the focus of the presented work.
Also related to our work is the rich literature on equilibrium computation for succinctly represented games. The most fundamental
problem along this line is to compute one Nash equilibrium for a
two-player normal-form game. This is proven to be PPAD-hard [9,
6]. In the same setting, computing the Nash equilibrium that maximizes one player’s utility is NP-hard [15, 8], but the Strong Stackelberg equilibrium can be computed in polynomial time by solving
linear programs [7]. Immorlica et al. [17] consider the computation
of bilinear zero-sum games, and show how to compute the minimax equilibrium when both players’ action polytopes have explicit
polynomial-size representations. They also reduce computing an
-minimax equilibrium to an additive FPTAS of the player’s best
response oracle, using the no regret learning framework. However,
they do not consider the other direction, namely, reduction from
best response to equilibrium computation. Garg et al. [14] consider
bilinear general-sum games, and show that such games are general
enough to capture many interesting classes of games, hence are
hard to solve in general. They propose polynomial time (approximation) algorithms when the payoff matrices have low rank.
Outline. Section 2 reviews game theory basics. Section 3 formally
describes the unified formulation of security games, equilibrium
concepts adopted in literature and relation to various combinatorial
problems. The reduction between the minimax equilibrium and
defender’s best response problem is given in Section 4, while the
reduction between the Strong Stackelberg equilibrium [best/worst
Nash equilibrium] and defender’s best response problem is provided in Section 5. We discuss implications of our results in Section
6, and conclude in Section 7.

2.

PRELIMINARIES

In this paper, we focus on two-player games. A normal-form
two-player game is given by two matrices A, B ∈ Rm×n . Given
mixed strategies x ∈ ∆m and y ∈ ∆n played by player 1 and
2 respectively, player 1 [player 2] derives expected utility xT Ay
[xT By]. Slightly generalizing the normal-form two-player games
are the bilinear games (see, e.g., [17, 14]), in which, instead of
simplexes, each player’ mixed strategies lie in a general polytope.

Formally, a bilinear game is given by a pair of matrices (A, B) and
action polytopes (P, Q). Given that player 1 plays x ∈ P and
player 2 plays y ∈ Q, the utilities for player 1 and 2 are xT Ay
and xT By respectively. As we will show in Section 3, security
games are bilinear games with slightly richer payoff structures of
the form xT Ay + α · y and xT By + β · y for some vector α, β.
Note that each vertex of the polytope is a player pure strategy, and
a player may have exponentially many pure strategies in a bilinear
game even though her action polytope (e.g., a hypercube) can be
compactly represented. Throughout this paper, we assume all the
action polytopes are compact.
Nash Equilibrium (NE). A strategy profile (x, y) is called a
Nash Equilibrium (NE), if
xT Ay ≥ x0T Ay, ∀x0 ∈ P

and xT By ≥ xT By0 , ∀y0 ∈ Q.

According to Nash’s theorem, there exists at least one NE, possibly multiple NEs, in a bilinear game. As observed in [14], bilinear games encode many interesting classes of games including
two-player normal-form games, two-player Bayesian games, polymatrix games, etc., therefore computing an NE is hard in general
bilinear games.
Strong Stackelberg Equilibrium (SSE). The NE captures the
equilibrium outcome of a simultaneous-move game. However,
when a player, say player 1, can move before another player, the NE
is not appropriate any more. In this setting, the Strong Stackelberg
Equilibrium (SSE), which was originally introduced by Heinrich
Freiherr von Stackelberg to capture market competition with leader
and follower firms, serves as a more appropriate solution concept.
A two-player Stackelberg game is played between a leader and a
follower. The leader moves first, or equivalently, commits to a strategy; The follower observes the leader’s strategy and best responds.
The leader’s optimal strategy, together with the follower’s best response, forms an SSE. Formally, let yx = arg maxy0 ∈Q xT By0
denote the follower’s best response to a leader strategy x ∈ P. A
strategy profile (x, y) is called a Strong Stackelberg Equilibrium
(SSE), if
0T

x = arg max
x Ay ,
0
x ∈P

x0

and

y = yx .

Without loss of generality, we can assume y is a pure strategy since
it is a best response to x.
Zero-Sum Games and the Minimax Equilibrium. When A =
−B, the bilinear game is zero-sum (zero-sum security games also
require α = −β). It is well-known that in zero-sum games, all standard equilibrium concepts, including the NE and SSE, are payoffequivalent to the minimax equilibrium. A strategy profile (x, y),
where x ∈ P and y ∈ Q, is called a minimax equilibrium if
xT Ay ≥ x0T Ay, ∀x0 ∈ P

and

xT Ay ≤ xT Ay0 , ∀y0 ∈ Q.

If (x, y) is a minimax equilibrium, x is called player 1’s maximin
strategy, y is called player 2’s minimax strategy and V = xT Ay =
maxx0 ∈P miny0 ∈Q x0T Ay0 is called the value of the game. Each
zero-sum game has a unique game value.

3.
3.1

THE MODEL OF SECURITY GAMES
Strategies and Payoff Structures

A security game is a two-player game played between a defender
and an attacker. The defender aims to protect n targets (e.g., physical facilities, critical locations, etc.) from the attacker’s attack. We
use [n] to denote the set of these targets. The defender possesses
multiple security resources to be allocated. A defender pure strategy is a subset of targets that is protected (a.k.a., covered) in a fea-

sible allocation of these resources. For example, the defender may
have k(< n) security resources, each of which can be assigned to
protect any target. In this simple example, any subset of [n] with
size at most k is a defender pure strategy. However, in practice,
there are usually resource allocation constraints, thus not all such
subsets correspond to feasible allocations. We will provide more
(realistic) examples in Section 3.3.
A more convenient representation of a pure strategy, as will be
used throughout this paper, is to use a binary vector e ∈ {0, 1}n ,
in which the entries of value 1 specify the covered targets. Note
that e can also be interpreted as the marginal coverage probabilities
of each target in this pure strategy.1 Let E ⊆ {0, 1}n denote the
set of all defender pure strategies. Notice that E also represents a
set system. The size of E is very large, usually exponential in the
number of security resources. In the example mentioned above,
|E| = Ω(nk ) which is exponential in k. Therefore, computational
efficiency in security games means time polynomial in n, while not
in |E|. By convention, we will simply call the running time of an
algorithm or the size of a program formulation exponential if it is
polynomial in |E|. A defender mixed strategy is a distribution p
over the elements in E. The attacker chooses one target to attack,
thus an attacker pure strategy is a target i ∈ [n]. We use y ∈ ∆n
to denote an attacker mixed strategy where yi is the probability of
attacking target i.
The payoff structure of the game is as follows: given that the
attacker attacks target i, the defender gets a reward ri if target i
is covered or a cost ci if i is uncovered; while the attacker gets
a cost ζi if target i is covered or a reward ρi if i is uncovered.2
Both players have utility 0 on the other n − 1 unattacked targets. A
crucial structure of security games is summarized in the following
assumption: ri > ci and ρi > ζi for all i ∈ [n]. That is, covering
a target is strictly beneficial to the defender than uncovering it; and
the attacker prefers to attack a target when it is uncovered.3 We
summarize the model of security games in the following definition.
D EFINITION 3.1. [Security Game] A security game G with n
targets is given by the following tuple (r, c, ρ, ζ, E) and satisfies
ri > ci and ρi > ζi for all i ∈ [n]. The security game is called
zero-sum if ri + ζi = 0 and ci + ρi = 0 for all i ∈ [n].
We denote a security game by G(r, c, ρ, ζ, E). When the game is
zero-sum, we also use G(r, c, E) for short. We are interested in
solving security games over E, by which we mean all games with
valid payoff structures, but a fixed set E of defender pure strategies.
The defender’s utility, as a function of the defender pure strategy e
and attacker pure strategy i, can be formally expressed as
U d (e, i)

= ri · ei + ci · (1 − ei ),

where ei is the i’th entry of e. Given a defender mixed strategy
p ∈ ∆|E| and attacker mixed strategy y ∈ ∆n , we use U d (p, y)
1
Throughout this paper, we will assume security forces have perfect protection effectiveness. That is, once a target is covered, regardless by one or multiple resources, it is fully protected with
probability 1. Generalization to nonperfect effectiveness is standard.
2
To help the reader to remember, the Greek letters ρ, ζ have similar
appearances as r, c.
3
In practice, the attacker can also choose to not attack. This can
be incorporated into the current model by adding a dummy target.
Therefore, we will not explicitly consider the case here.

to denote the defender’s expected utility, which can be expressed as
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where
xi =

X

pe ei ∈ [0, 1]

(2)

e∈E

is the marginal coverage probability of target i. Let x =
(x1 , ..., xn )T denote the marginal probabilities of all targets induced by the mixed strategy p. Notice that the marginal probabilities of a pure strategy e is precisely e itself. Equation (1) shows
that the defender’s utility can be compactly expressed using the
marginal probabilities of a defender mixed strategy. Moreover, the
expected defender utility has the form xT Ay + α · y for some
non-negative diagonal matrix A, and is bilinear in x and y. We
note
P that the convex hull of E forms a polytope P = {x : x =
e∈E pe · e, ∀p ∈ ∆|E| } which consists of all the feasible (i.e.,
implementable by a defender mixed strategy) marginals. For the
rest of this paper, we will simply interpret a point x ∈ P as a mixed
strategy, and instead write the defender’s utility as U d (x, y).
Similarly, the attacker’s expected utility can be represented in the
following form. We note that U a (x, y) has the form xT By + β · y
for some non-positive diagonal matrix B, and is bilinear in x and
y.


n
X
a
U (x, y) =
yi ρi · [1 − xi ] + ζi · xi .
(3)
i=1

3.2

Equilibrium Concepts

Many security games, including some deployed security systems
[1, 37], are modeled as zero-sum games. In this case, ri = −ζi
and ci = −ρi for all i ∈ [n], i.e., the defender’s reward [cost]
is the negative of the attacker’s cost [reward]. For example, in
the deployed security-game system for patrolling proof-of-payment
metro-systems [37], the defender aims to catch fare evaders at
metro stations. This game is naturally zero-sum: the evader’s cost
of paying a fine is the defender’s reward of catching the evader,
while the ticket price is the evader’s reward and the defender’s cost
when failing to catch the evader. In zero-sum games, all the standard equilibrium concepts are payoff-equivalent to the well-known
minimax equilibrium, and our goal is to compute the minimax equilibrium in poly(n) time.
When the game is not zero-sum, i.e., the defender and attacker have different values over targets, the main solution concept
adopted in the literature of security games is the Strong Stackelberg Equilibrium (SSE) [30]. In particular, the defender plays the
role of the leader and can commit to a mixed strategy before the
attacker moves. The attacker observes the defender’s mixed strategy and best responds. This is motivated by the consideration that
the attacker usually does surveillance before committing an attack,
thus is able to observe the empirical distribution of the defender’s
patrolling strategy. In this case, our goal is to compute the optimal mixed strategy for the defender to commit to (the attacker’s
best response problem is usually trivial). Notice that, the attacker
is not able to observe the defender’s real-time deployment (i.e., the
sampled pure strategy) since he has to plan the attack before the

defender’s real-time pure strategy is sampled.
Strong Stackelberg Equilibrium (SSE) is appropriate only when
the attacker does surveillance and can indeed observe the defender’s past actions. However, in many cases the attacker does
little surveillance. In fact, sometimes even the attacker intends to
do surveillance, he cannot observe the defender’s strategies due to
limited attacker resources and, sometimes, confidentiality of the
defender’s resource allocation (e.g., plainclothes police). In these
settings, the defender cannot commit to a strategy,4 thus Nash
Equilibrium (NE) serves as a more appropriate solution concept.
Simultaneous-move security game models are particularly common
for modeling interactions with terrorism, partially due to the fact
that the defender’s actions are confidential in such settings (see,
e.g., [23, 27, 28, 3]). In networked information systems, the interaction between the defender (system protector) and attacker (malware) is usually modeled as a simultaneous-move security game
as well since malwares do not analyze system’s history behaviors,
and the goal is to compute some particular (e.g., best or worst) Nash
equilibrium [25, 24].

3.3

Security Games & Combinatorial Optimization

One of the main themes of this paper is to build connections between combinatorial optimization and equilibrium computation in
security games. We view drawing these connections as an important conceptual contribution of this paper. In particular, we consider
the following combinatorial problem.
P ROBLEM 3.2 (D EFENDER B EST R ESPONSE (DBR)). For
any non-negative weight vector w ∈ Rn
+ , compute
e∗ = arg max[w · e].
e∈E

The DBR problem over E is to compute arg maxe∈E [w · e] for any
input w ∈ Rn
+.
In other words, the DBR problem is to compute a defender pure
strategy that maximizes the total weights it “collects". We claim
that Problem 3.2 is precisely the defender’s best response problem
to an arbitrary attacker mixed strategy. To see this, given
 any atPn
d
tacker mixed strategy y, we have U (x, y) = i=1 xi yi [ri −

P
ci ] + n
i=1 yi ci for any x ∈ P. Let wi = yi [ri − ci ] ≥ 0.
Pn
Since the term
i=1 yi ci is not affected by the defender strategy, the defender’s best response to y is arg maxx∈P x · w =
arg maxe∈E e · w. Oppositely, given any w ∈ Rn
+ , it is easy to
find an attacker mixed strategy y ∈ ∆n such that yi (ri − ci ) is
proportional to wi for all i ∈ [n], making Problem 3.2 equivalent
to the defender’s best response to y. Notice that the DBR problem
is a combinatorial optimization problem over the set system E. The
difference among various security game models essentially lies at
the structure of E. In the following context, we illustrate how some
typical DBR problems relate to standard combinatorial problems.
Uniform Matroid. In simple security settings, the defender has
a certain number of security resources, say k resources; each resource can be assigned to protect any (one) target, i.e., there are no
allocation constraints. As a result, any subset of [n] of size at most
k is a defender pure strategy. In this case, E is a uniform matroid
and the DBR problem is simply to find the largest k weights. The
4

Technically, the defender can still commit to play some strategy.
However, the attacker cannot observe or verify the defender’s strategy, making the commitment not effective.
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For more information about geometric coverage, see the thesis
[21] by Leeuwen and the references therein.
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LAX airport security game system deployed in 2007 – one of the
earliest applications of security games – is captured by this model
[26].
Bipartite Matching. A natural generalization of the uniform
matroid case is that the resource allocation has constraints. In this
case, the defender has k heterogeneous resources, and each resource can only be allocated to some particular targets associated
with that resource. This naturally models several types of scheduling constraints in practice. For example, due to geographic constraints, policemen from a certain police station can only patrol the
area around that station. Also, different types of security forces specialize in protecting different types of targets. The feasibility constraints can be modeled as edges of a bipartite graph with security
resources on one side and targets on another side; A resource can be
assigned to a target if and only if there exists an edge between them
in the bipartite graph. Any defender pure strategy corresponds to a
bipartite matching and the DBR problem is to compute the maximum weighted bipartite matching.
Coverage Problem. In some domains, one security resource can
cover several targets. One deployed real example is the scheduling problem of the federal air marshals, where one air marshal is
scheduled to protect several flights, but constrained on that the arrival destination of any former flight should be the starting point of
the next flight [31]. In other words, each security resource (i.e., air
marshal) can protect a restricted subset of targets (i.e., flights). As
a result, each pure strategy is the union of targets covered by each
security resource. The DBR problem in this case is the maximum
weighted coverage problem. Another natural example is to protect
targets distributed on the plane and each security guard can cover
a region of certain size. The DBR problem here is a 2-dimensional
geometric maximum coverage problem.5 . Other examples include
patrolling on a graph (e.g., street graph of a city or network systems) in which a patroller at a node can protect all the adjacent
edges or a patroller on an edge can protect its two end nodes. The
DBR problem here is the vertex or edge coverage problem.
Min-Cost Flow. Many security games are played out in both
space and time, which is also referred as spatio-temporal security
games. For example, the deployed security system in [10] helps to
schedule the patrol boats of US Coast Guard to protect the (moving) Staten Island ferries during the day time. Conservation area
patrolling for protecting wildlife is another example [11]. One
common way to handle such settings is to discretize the space to
build a 2-D – spatial and temporal dimension – grid, and patrol the
discrete (space, time) points (see Figure 1). The constraint here is
that starting from a position at time t, the positions that a security
resource can possibly reach at time t + 1 are restricted due to various constraints like speed limit, terrain barriers, etc. For example,
the move highlighted by red in Figure 1 is infeasible since the patroller can not move to the end within a small time period due to
speed limit, while the blue-colored moves are feasible. This can be
modeled by adding edges between time layers to indicate feasible
moves. The patrolling schedule for each security resource corresponds to a path across all time layers, which specifies the target
this resource covers at each time point (see the blue path in Figure 1). The DBR problem is, for any given non-negative weights
at each (space, time) point, computing k paths for the k resources
to maximize the total weights they cover. This can be solved by
adding a super source and sink to the graph, and then computing a
k-unit min-cost integer flow with negative costs.
Packing. Our last example is motivated by recent work to optimize the allocation of security resources for passenger screening

time
Figure 1: Feasible (blue) and Infeasible (red) Moves in Discretized Spatio-Temporal Games.
for the Transportation Security Administration (TSA) in United
States [4]. Consider an airport with n flights and flight i has mi
passengers. The TSA has several screening tools, e.g., x-ray, walkthrough metal detector, chemicals, etc., and each screening tool has
a capacity of the maximum number of passengers it can check. Opposite from the coverage case where each resource can protect several targets, here several tools are needed to screen one passenger.
More precisely, each passenger is screened by a screening team
which is a combination of several screening tools. By attacking
flight i we mean the attacker becomes a passenger for that flight
(i.e., bought its ticket), and brings attack equipments with him. By
protecting the flight from a certain passenger we mean that passenger is screened, and identified as an attacker if he is, by a screening
team.6 The DBR problem is to, given non-negative weight wi for
all passengers in any flight i, allocate as many passengers as possible to teams for screening, subject to each screening tool’s capacity
constraint, so that the total weights of screened passengers are maximized. This is a very general packing problem. In fact, the reader
may easily check that when wi = 1 and mi = 1 for any flight i, the
problem encodes a vertex packing (i.e., independent set) problem.
R EMARK 3.3. We note that the examples above do not represent all the settings of security games. For example, there is also
study on budget constraints for acquiring security resources (e.g.,
[2]), which induces the budgeted version of the above combinatorial problems (e.g., the uniform matroid case becomes a Knapsack
problem). In fact, real domains are usually more complicated with
various types of constraints, involving intersections of these combinatorial structures. Nevertheless, the combinatorial nature of these
problems does not change and the DBR problem still has the same
form as in Definition 3.1.

4.

SOLVING
ZERO-SUM
SECURITY
GAMES IS A COMBINATORIAL PROBLEM

In this section, we focus on zero-sum security games. Recall that
we use n to denote the total number of targets, and reward ri [cost
ci ] to denote the defender’s utility of covering [uncovering] target
i when it is attacked. The defender seeks to maximize her utility while the attacker seeks to minimize the defender’s utility. We
are interested in computing the minimax equilibrium for security
games over E in poly(n) time. More specifically, we seek to understand how the computational complexity of the minimax equilibrium relates to the complexity of the DBR problem. By conven6
In [4], each screening team has an effectiveness factor denoting
the probability a team can identify an attacker. The setting here is
slightly simplified with perfect effectiveness factor 1. Nevertheless,
it still captures the core difficulty of the problem.

tion, we sometimes call an algorithm for solving the DBR problem
a DBR oracle. We prove the following equivalence theorem.
T HEOREM 4.1. There is a poly(n) time algorithm to compute
the minimax equilibrium for zero-sum security games over E, if
and only if there is a poly(n) time algorithm to solve the DBR
problem over E.
Realizing that security games are bilinear games, it is not surprising that the minimax equilibrium can be computed in polynomial
time with access to an efficient DBR oracle. In fact, it is not hard
to check that even general bilinear zero-sum games can be solved
with access to efficient best response oracles. Our reduction from
the minimax equilibrium to the DBR problem follows a standard
primal-dual argument. What is interesting, however, is the other
direction – i.e., solving the general DBR problem is no harder than
solving zero-sum security games. The minimax equilibrium, as an
optimization problem, has a special objective function. It is not
clear that such a special objective can be as hard as optimizing an
arbitrary objective over E. Moreover, security games are very wellstructured bilinear games: (i) the attacker’s mixed strategy set is a
simplex; (ii) the defender’s payoff matrix is non-negative and diagonal; (iii) the attacker’s payoff matrix is non-positive and diagonal.
There has been a belief in the literature on the possibility of solving security games without going through the DBR problem. Indeed, various other techniques have been employed to tackle security games, e.g., generalized Birkhoff-von Neumann theorem [5],
various techniques from convex and non-convex optimization as
well as heuristics. However, the message conveyed by Theorem
4.1 is that to solve security games, one cannot avoid solving, and
also only needs to solve, the DBR problem, if polynomial time efficiency is concerned.
To prove that the DBR problem reduces to equilibrium computation, our reduction makes use of the polynomial time equivalence
between optimization and membership checking for a polytope P.
To test whether any given x is in P or not, the natural idea is to construct a zero-sum security game instance in which the defender’s
maximin strategy corresponds to x precisely when x ∈ P. However, unfortunately, this is not always possible, because some x
is entry-wise dominated by other x0 ∈ P, thus x can never be a
maximin strategy. To overcome this barrier, we instead consider
membership checking and optimization over a “relaxed" polytope
b We show that if there is a zero-sum security game with deP.
fender maximin strategy x∗ ∈ P, then any x that is dominated by
b satisfies the down-monotone property.
x∗ will be in Pb. Such a P
This resolves the difficulty of checking some x that can never be
a maximin strategy. Given the ability of checking membership for
b we can optimize over P.
b Finally, we make use of the condition
P,
w ≥ 0 (essentially due to the assumption ri > ci ) to show how to
b back to optimization over
transfer an optimization problem over P
P. Due to space considerations, we omit details here and refer the
reader to the full version for a formal proof.

tice that our construction does not contradict Theorem 4.1 since the
security game instances we will construct have further constrained
payoffs, which make solving the game easy but still maintain the
hardness of the best response.
P ROPOSITION 4.2. There exist zero-sum security games such
that the minimax equilibrium can be computed in polynomial time
but the DBR problem is NP-hard.
P ROOF. Consider a security game played on a complete graph
Kn . Each edge is a target. The defender has k(< n) security
resources and each resource can patrol a vertex, by which the n − 1
adjacent edges of this vertex are covered. An edge is covered if at
least one of its end vertexes is patrolled. Given that the attacker
attacks any edge e, the defender gets utility 1 if it is protected and
utility 0 otherwise. The attacker seeks to minimize the defender’s
utility. The DBR problem for this security game is, given weight
we ≥ 0 for any edge e ∈ Kn , finding k vertexes that maximize the
total edge weights they cover. This is NP-hard by a trivial reduction
from vertex cover.
We now show that the minimax equilibrium of this game can be
computed in poly(n) time. In fact, we claim that uniformly randomly sampling k vertexes from Kn to patrol is a minimax equilibrium. Observe that any edge in the constructed mixed strategy
k(k−1)
where the last
is covered with equal probability nk + nk − n(n−1)
term is the probability that both end vertexes of an edge is patrolled.
Moreover, any pure strategy, represented as a binary vector, has
precisely k(n − 1) − k(k − 1)/2 entries of value 1. This is because
any k vertexes in Kn covers those many edges. As a result, for the
marginals x of any mixed strategy, the sum of its entry values is
also k(n − 1) − k(k − 1)/2. Since each edge has the same value to
the defender, the optimal way is to distribute these probability mass
evenly to the n(n−1)/2 edges and each edge gets probability mass
k(k − 1)
k(n − 1) − k(k − 1)/2
2k
=
−
.
n(n − 1)/2
n
n(n − 1)
However, this is precisely what the constructed mixed strategy is
achieving. Therefore, sampling k vertexes uniformly at random is
a minimax equilibrium.

5.

GENERAL-SUM SECURITY GAMES

In this section, we consider general-sum security games. Recall
that such a game G is given by a tuple (r, c, ρ, ζ, E) where ri [ci ]
is the defender’s reward [cost] and ρi [ζi ] is the attacker’s reward
[cost], if target i is attacked. We consider the computation of the
two mostly adopted equilibrium concepts in security game literature, namely, the Strong Stackelberg Equilibrium (SSE) and Nash
Equilibrium (NE). For each equilibrium concept, we prove analogous equivalence theorem as the zero-sum case.

When Gaming is Easier than Best Response

T HEOREM 5.1. There is a poly(n) time algorithm to compute
the Strong Stackelberg equilibrium for security games over E, if
and only if there is a poly(n) time algorithm to solve the DBR
problem over E.

Security games are well-structured bilinear games. Theorem 4.1
shows that the particular problem of computing the minimax equilibrium for zero-sum security games is as hard as the general DBR
problem. A natural question is whether there are instances such that
the hardness of gaming and best response are strictly separated.
Notice, however, that the best response problem is more general,
thus no easier, than solving the game. Therefore, the question really is, whether there are instances where gaming is easier than best
response. We answer this in the affirmative for security games. No-

P ROOF. The “only if” direction follows from Theorem 4.1, the
fact that the minimax equilibrium is payoff-equivalent to the Strong
Stackelberg Equilibrium (SSE) in zero-sum games and that zerosum games are special cases of general-sum games. We prove the
“if" direction. Recall the definition of SSE in Section 2, without loss of generality, we can assume the attacker always plays a
pure strategy since he moves after the defender. Therefore, as observed in [7], to compute the defender’s optimal mixed strategy, we
only need to enumerate all the possibilities of the attacker’s best

4.1

response choices. In particular, constrained on that the attacker’s
best response is target k, the defender’s optimal strategy can be
computed by the following linear program (denoted as LPk ):
maximize
subject to

xk rk + (1 − xk )ck
(1 − xk )ρk + xk ζk ≥
P (1 − xi )ρi + xi ζi , for i 6= k.
Pe∈E pe · e = x
e∈E pe = 1
pe ≥ 0,
for e ∈ E.

where the first constrain is to guarantee that the attacker is indeed
incentivized to attack target k. Similar to the reduction in Theorem
4.1, we can show that LPk can be solved in poly(n) time with access to a poly(n) time DBR oracle by exploring the dual program.
The SSE can be computed by solving LP1 , ..., LPn and then picking the defender mixed strategy (and corresponding attacker best
response) from the LP of the largest objective.
We now turn to the computation of Nash equilibria. As widely
known in the literature of algorithmic game theory, computing one
Nash equilibrium for two-player normal-form games is PPAD-hard
[9, 6], and is only harder for general bilinear games [14]. Interestingly, it turns out that computing a Nash equilibrium in security
games is relatively easy. This is due to the following characterization of Nash equilibria in security games by Korzhyk et al. [20].
L EMMA 5.2. (Korzhyk et al. [20]) Consider a security game
G(r, c, ρ, ζ, E). Let G(−ζ, −ρ, ρ, ζ, E) be the corresponding zerosum security game by re-setting the defender’s utilities. Then
(x, y) is a Nash equilibrium of G if and only if (x, f (y)) is a minimax equilibrium of the zero-sum game G, where the one-to-one
transform function f : Rn → Rn is defined as follows:

defender’s utilities are generally different in different NEs (examples are given in [20]).
As widely known, maximizing a player’s utility over Nash equilibria is NP-hard even in two-player normal-form games [15, 8]. It
will be appealing if the optimal NE can be efficiently computed in
the security game, which is widely recognized as a very successful application of game theory. Our next result shows that this is
indeed the case! The technical barrier here is, the defender’s equilibrium utility is a convex function of the attacker’s mixed strategy
(as we will show), and it is generally hard to maximize a convex
function. Interestingly, we prove that the defender equilibrium utility becomes linear when restricted to the domain of the attacker
equilibrium strategies. Due to space limit, we omit the proof here
and refer the reader to the full version.
T HEOREM 5.3. There is a poly(n) time algorithm to compute
the best and worst (for the defender) Nash equilibrium for security
games over E, if and only if there is a poly(n) time algorithm to
solve the DBR problem over E. Here, by “best/worst" we mean
the NE that maximizes/minimizes the defender’s utility.

6.

CONSEQUENCES OF THE EQUIVALENCE THEOREMS

In this section we discuss some implications of these equivalence
theorems. The following corollary of Theorem 4.1, 5.1 and 5.3
shows that the complexity of a security game is fully captured by
the set system E. Therefor, it should only be a modeling choice,
while not the computational concern, about which equilibrium concept to pick in real applications.

P
ri −ci
where λ = n
i=1 ρi −ζi yi is the normalization factor. Moreover,
Nash equilibria of G are interchangeable. That is, if (x, y) and
(x0 , y0 ) are both Nash equilibria, so are (x, y0 ) and (x0 , y). The
attacker receives the same utility in any Nash equilibrium of G.

C OROLLARY 6.1. For any set system E, the following problems
reduce to each other in polynomial time:
(1) Combinatorial optimization over E for non-negative linear
objectives;
(2) Solving zero-sum security games over E;
(3) Computing Strong Stackelberg equilibrium for security
games over E;
(4) Computing best/worst (for the defender) Nash equilibrium
for security games over E.

Notice that the transform function defined in Equation (4) is nonlinear due to the normalization factor. We provide an intuitive explanation of Lemma 5.2 here, while refer the reader to [20] for a
formal proof. Note that the mapping f only re-weights those nonzero yi ’s whose indexes correspond to attacker best responses, so
f (y) is also a best response to x in G, thus also in G, since the defender strategy and attacker payoff structure in both games are the
same. On the other hand, x is a best response to y in G. From G
to G, the defender’s utility on each target is changed. The idea here
is to properly rescale the attacker’s attacking probability to compensate for the defender’s utility change so that the defender’s best
response does not change. The transform function f exactly does
this. The interchangeability follows from the interchangeability of
minimax equilibria of G. It is easy to see that the attacker’s utility
in any NE equals his (unique) utility in the zero-sum game G.
As a corollary of Lemma 5.2 and Theorem 4.1, one Nash equilibrium of a security game can be computed in polynomial time if
and only if the DBR problem over E admits a polynomial time algorithm. However, it is widely known that the Nash equilibrium is not
unique in games. To predict and analyze the game outcomes, we
usually need to compute some particular Nash equilibria, among
which the NE that maximizes or minimizes the defender’s utility are undoubtedly the most desirable ones. Though Lemma 5.2
shows that the attacker will derive the same utility in any NE, the

Corollary 6.1 provides a more convenient way for us to understand the computational complexity of security games, since the
complexity of the combinatorial optimization problem over E is
much easier to study and analyze. In fact, Corollary 6.1 simultaneously implies the computational complexity for solving various
types of security games. For example, when E is any matroid set
system or when the optimization over E has a min-cost flow formulation, the equilibrium of the security game can be computed
efficiently. On the other hand, when the optimization over E is a
coverage problem, even vertex coverage or 2-D geometric coverage
(NP-hardness proved in [12]), a packing problem or a Knapsack
problem, the equilibrium computation for these security games are
NP-hard in general.
Finally, our framework provides a more combinatorial way to
think about security games. It can also be used to easily recover
and strengthen some known complexity results in the literature of
security games, as well as to resolve some open problems from
former work. For example, Xu et al. [35] considered the computation of the minimax equilibrium in zero-sum spatio-temporal
security games (see Section 3.3). They proved that the DBR problem there is NP-hard in general, but the computation of minimax
equilibrium is left open. Theorem 4.1 resolves this open question. The NP-hardness of the Transportation Security Administration (TSA) problem shown in [4] easily follows from Corollary 6.1

fi (y) =

1 ri − c i
yi , ∀i ∈ [n],
λ ρi − ζ i

(4)

and the fact that independent set is NP-hard. In [13], Gan et al.
consider security games on graphs where targets are vertexes. The
defender chooses a subset of vertexes to patrol, by which the patrolled vertexes as well as their adjacent vertexes are covered. The
DBR problem is to, given a non-negative weight for each vertex,
find a subset of vertexes to cover so that the total weight of the covered vertexes is maximized. This is NP-hard by a simple reduction
from set cover. Gan et al. show that computing the SSE is NPhard. Our results indicate that computing the minimax equilibrium
is also NP-hard. Korzhyk et al. [18] consider security games in
which the DBR problem is a the coverage problem as discussed in
Section 3.3. They show polynomial solvability of security games
when each (homogeneous) resource can protect a subset of at most
2 targets (e.g., a pair of round-trip flights). This also follows from
Theorem 4.1 and the fact that weighted 2-cover is polynomial time
solvable. The NP-hardness for the case with sets of at most 3 targets follows from Theorem 4.1 and the fact that 3-cover is NP-hard.
Finally, Letchford and Conitzer [22] proved complexity results for
security games played on graphs where vertexes are targets and
each resource can patrol an edge or path of the graph. Some results
can be easily recovered under our framework as well. For example,
the DBR problem corresponding to the two positive results there
can be solved respectively by a greedy algorithm (the case of Theorem 1 of [22]) and dynamic programming (the case of Theorem 2
in [22]). We omit further details here.

7.

CONCLUSIONS AND DISCUSSIONS

In this paper, we systematically studied the computational complexity of equilibrium computation in security games. Our main
result is the polynomial time equivalence between computing the
three mostly adopted equilibrium concepts in security games,
namely, the minimax equilibrium, Strong Stackelberg equilibrium,
best/worst Nash equilibrium, and computing the defender’s best response. We believe that our results form a theoretical basis for further algorithm design and complexity analysis in security games.
Future research can take a number of directions. First, given that
exactly solving the DBR problem is NP-hard in many cases, it is
an important direction to examine the approximate version of all
our equivalence theorems. That is, how an approximate defender
best response oracle relates to the approximate computation of an
equilibrium. We note that using the no-regret learning framework,
one can transfer an FPTAS for the DBR problem to an algorithm
for computing an -minimax equilibrium (see [17]), but the reverse
direction and other generalizations are open. Second, the results
of computing the best/worst Nash equilibrium is surprising. We
wonder to what extent similar results can hold, and in particular,
whether there are other interpretable game classes where this is
true. Finally, there are several ways to generalize our model. For
example, the players’ utility functions may not be linear, but can
still by compactly represented and computed. One particular example is the network interdiction game played on a graph [34, 32],
in which the defender chooses edges to defend and the attacker
chooses a path to attack. The task of the defender is to interdict
the attacker at a certain edge. This is not captured by our (bilinear) framework. Another generalization is to allow the attacker to
attack multiple targets [19]. We wonder how the computational
complexity of the proposed four problems relates to each other in
these generalized settings.
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ABSTRACT
Stackelberg games are two-stage games in which the first player
(called the leader) commits to a strategy, after which the other
player (the follower) selects a best-response. These types of games
have seen numerous practical application in security settings, where
the leader (in this case, a defender) must allocate resources to protect various targets. Real world applications include the scheduling
of US federal air marshals to international flights, and resource allocation at LAX airport. However, the best known algorithm for
solving general Stackelberg games requires solving Integer Programs, and fails to scale beyond a few (significantly smaller than
100) number of leader actions, or follower types. In this paper, we
present a new gradient-based approach for solving large Stackelberg games in security settings. Large-scale control problems are
often solved by restricting the controller to a rich parameterized
class of policies; the optimal control can then be computed using
Monte Carlo gradient methods. We demonstrate that the same approach can be taken in a strategic setting. We evaluate our approach
empirically, demonstrating that it can have negligible regret against
the leader’s true equilibrium strategy, while scaling to large games.

1.

INTRODUCTION

Stackelberg games have received significant attention in the context of security applications, where a defender (the leader in the
Stackelberg game) must deploy a limited number of security resources to protect a set of vulnerable targets to guard against an attacker (the follower in the Stackelberg game). Algorithms for these
games have been deployed in real-world settings, e.g., to generate
checkpoints and patrols at the Los Angeles International Airport
[Pita et al., 2009], as well as to schedule US Federal Air Marshals
(FAMS) to flights [Jain et al., 2010b, Tsai et al., 2009].
The best known solver for general Bayesian Stackelberg games
is the DOBBS algorithm [Paruchuri et al., 2008], which was the
first to formulate a Stackelberg game (given in normal form) as a
Mixed Integer Linear Program (MILP). Since then, a great deal
of research has been devoted to algorithms that scale to games of
the size encountered in real settings. This has led to the development of a general class of Stackelberg Security Games (SSGs)
[Korzhyk et al., 2011], which captures many of the key features
of these real settings, along with algorithms including ORIGAMI,
ERASER, ERASER-C [Kiekintveld et al., 2009], and ASPEN [Jain
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et al., 2010a], which can handle a large number of defender actions. With the exception of ASPEN, these algorithms work by
assuming additional structure on the SSG, specifically on the pure
strategy set of the defender. Similarly, the HBGS algorithm [Jain
et al., 2011] scales to multiple attacker types by assuming hierarchical structure on the attacker types. Hence, these algorithms are
able to solve MILPs more compact than would be generated from
a game expressed in normal form.1 Among approximate methods,
Monte-Carlo approaches have been used to solve games with infinite types [Kiekintveld et al., 2011], but also makes assumptions
on what defender pure strategies are feasible. The HUNTER algorithm [Yin and Tambe, 2012], in contrast, can solve Stackelberg
games with limited additional assumptions, but searches a game
tree whose depth scales with the number of attacker types, and
whose branching factor is the number of available targets.
We introduce a different approach for finding good defender strategies in Stackelberg security games, which avoids imposing structure on the defender’s pure strategies, the attackers’ types, or the
players’ utilities. Instead, we propose restricting the search for defender strategies within a rich, but parameterized, class of mixed
strategies. In a standard Stackelberg equilibrium the defender (who
is the leader), plays an (unrestricted) mixed strategy, knowing that
the attacker will select a best-response. In contrast, we will consider games where the defender’s choice of mixed strategy must
come from some fixed class of distributions.
This type of assumption is analogous to successful methods in AI
and reinforcement learning such as policy gradient methods [Baxter and Bartlett, 2001], which avoid making assumptions about the
dynamics of the environment, but rather, constrain the search for
a good policy to within a parameterized family of policies. In this
work, we will demonstrate how a similar approach can be applied
to a strategic setting. We then apply Monte-Carlo gradient methods, a procedure we call STACKGRAD, to find solutions to the defender’s optimization problem. In contrast to an ordinary optimal
control problem, a unique feature of our derivation is that this gradient computation must pass through the attacker’s response function. In order to maintain differentiability, we consider a smoothed
version of the attacker’s response function.
Figure 1 provides a schematic of our approach. We begin with a
Stackelberg game, consisting of the defender’s set of mixed strategies, ∆, the attacker’s response function g, and the defender’s utility for playing D ∈ ∆, denoted U (D, g(D)). We then formulate
an approximate Stackelberg game by restricting D ∈ ∆(Θ) ⊂ ∆
and smoothing g ⇒ g̃, where Θ denotes the parameterization of
the defender strategy space. Finally, we solve for the defender’s
best strategy in the restricted game via gradient ascent.
1
ORIGAMI makes the most restrictive assumptions on the game,
and does not need to solve an MILP at all.

Figure 1: STACKGRAD optimizes the approximate game given
considering a parametric class of leader (defender) strategies and
by smoothing the follower’s (attacker’s) response function.
While any parameterized class of defender mixed strategies may
be utilized, we propose two rich classes which yield heuristics with
no computational dependence on the number of attacker types, and
only mild dependencies on the size of the defender’s pure strategy
set. We then demonstrate empirically that STACKGRAD not only
scales to large games, but also finds mixed strategies that are close
to the defender’s true Stackelberg optimal strategy.
Our primary contributions are in the derivation of a new algorithm for solving Stackelberg games approximately and in its empirical evaluation. Specifically, we define STACKGRAD, by deriving an approximate stochastic gradient of the defender’s utility with respect to its strategy parameters through the (smoothed)
best response function of the attacker. We argue analytically that
STACKGRAD has no computational dependence on the number of
attacker types in a Bayesian Stackelberg game, being able to handle
any number (even infinite types). We then demonstrate empirically
that, despite searching within a restricted class of mixed strategies,
the solutions found by STACKGRAD have almost the same payoff to the defender as the true (unrestricted) Stackelberg optimum,
computed directly using a solver for the unrestricted game. We then
demonstrate the STACKGRAD has only a mild computational dependence on the number of pure strategies, by considering a game
inspired by the Federal Air Marshal (FAMS) domain.

2.
2.1

PRELIMINARIES
General Security Games

We consider the Stackelberg security game introduced by Kiekintveld et al. [2009] (see Korzhyk et al. [2011] for a good overview).
An SSG is a two-player game between a defender and attacker. The
attacker selects a target from a set T = {t1 , . . . , tN }. The defender prevents attacks by guarding targets with various resources
R = {r1 , . . . , rK }. In the most general setting considered in previous work, resources may simultaneously cover a set of targets.
For example, resources might be air marshals, and targets might
be airline flights [Tsai et al., 2009]. An air marshal might protect
a number of targets by flying a circuit which starts and ends at the
marshal’s home city; each flight along the circuit is considered covered. This is modeled by having the defender assign resources to
schedules, where a schedule S ⊂ T is just a subset of the possible
targets. Assigning a resource rk to schedule S corresponds to covering each t ∈ S with resource rk . The set of schedules to which

a resource rk may be assigned is denoted by Sk . Sk specifies the
constraints induced by the domain. For example, in the air marshal
SSG, Sk comprises sets of flights that can form a circuit that starts
and ends in the marshal’s home city.
A defender’s pure strategy is an assignment of resources to schedules, which we denote by s ∈ S , S1 ×· · ·×SK . Strategy component sk is the schedule to which resource rk is assigned. Strategy
s induces a coverage vector c ∈ {0, 1}N (sometimes denoted c(s)
when we wish to emphasize the dependence on s) indicating which
targets are covered: cn = 1 if tn ∈ sk for some k. An attacker’s
pure strategy is simply a target tn ∈ T .
Our methods also allow for non-binary coverage. That is, we can
take c(s) to be an arbitrary function from S to [0, 1]K representing
the assignment of varying resource quantities to achieve degrees
of target coverage. However, to simplify our expressions, and to
stay consistent with previous work, we assume binary cn unless
otherwise noted.
If the defender plays a mixed strategy—a distribution D over
pure strategies—we use c̄ ∈ [0, 1]d to denote the probability that
each target is covered. In other words, c̄(D) = Es∼D [c(s)].
The players’ utilities are functions of which target is attacked,
and whether that target is covered (by any resource). Attacker and
defender utilities are denoted Ua : {0, 1} × T → R and Ud :
{0, 1} × T → R respectively. Ua (0, tn ), for example, specifies the
utility to the attacker if tn is attacked and uncovered. The expected
payoffs for playing defender mixed strategy D and attacker pure
strategy tn are given by:
Ua (D, tn ) = c̄(D)Ua (1, tn ) + (1 − c̄(D))Ua (0, tn )
Ud (D, tn ) = c̄(D)Ud (1, tn ) + (1 − c̄(D))Ud (0, tn )
In a security game, it is assumed that for all n, ∆a,n , Ua (0, tn )−
Ua (1, tn ) ≥ 0 and ∆d,n = Ud (1, tn ) − Ua (0, tn ) ≥ 0. The
attacker never prefers that its target is covered. Similarly, the defender never prefers that the attacker’s target is uncovered.

2.2

Stackelberg Equilibria

The solution concept typically applied to security games is that
of a Stackelberg Equilibrium, as opposed to the more conventional
Nash Equilibrium. In a two-player Stackelberg game, one player—
termed leader—first commits to a strategy. The other player—
termed follower—observes this commitment, and plays a best response to the leader’s chosen strategy. In security games, the defender is the leader and the attacker follows. This leader-follower
interaction is argued to be better suited than simultaneous moves
for modeling security domains, since after the defender deploys
its resources, that deployment is subject to scrutiny by a malicious
agent, who can use this information when deciding on its point of
attack.
Due to the two-stage nature of the game, it is convenient to think
of the follower as selecting a response function which maps each
of the leader’s mixed strategies to a pure strategy. With ∆ the set
of defender mixed strategies, we denote a response function by g :
∆ → T . Upon observing leader mixed strategy D, the follower
plays pure strategy g(D).
We say that (D, g) forms a Strong Stackelberg Equilibrium (SSE)
if, informally: (1) given response function g, the leader maximizes
its payoff by playing D, (2) g is not just a response function, but always returns a follower best response, and (3) if there are multiple
follower best-response functions, g selects the one most beneficial
to the leader.
Condition (3) is what distinguishes a Strong Stackelberg Equilibrium from an ordinary Stackelberg Equilibrium. It can be argued
that this is a reasonable solution concept if one believes that the

leader can always force the attacker to break ties in its favor. For
our purposes, it will be necessary only to observe that the payoff to
the leader in a SSE is the most that a leader can hope to guarantee
against a rational follower. Below we state the definition of an SSE
formally in the context of a security game.

distribution over its utilities. Let Uλ denote the utility function
corresponding to attacker type λ. Let us also define
uλ (D) = [Uλ (D, t1 ), . . . , Uλ (D, tN )],

the vector of expected payoffs to the attacker for each choice of target, assuming the defender plays mixed strategy D. In the security
game approximation, we assume that conditioned on the defender’s
choice of D, and a fixed choice of η (a parameter of the approximation), the attacker selects target tn with probability ση (uλ (D), n).
We note that while we utilize the softmax for purely analytic reaD EFINITION 2 (S TRONG S TACKELBERG E QUILIBRIUM ). (D, g) sons (allowing us to compute gradients), previous work in security
games has made similar assumptions in order to model attackers
where D ∈ ∆ and g : ∆ → T is a Strong Stackelberg Equilibrium
with bounded rationality, where this is referred to as the quantal
iff:
response model [Yang et al., 2012].
0
0
0
1. For all D ∈ ∆, Ud (D, g(D)) ≥ Ud (D , g(D ))
Second, we restrict the defender to select distributions from a
parameterized class ∆Θ ⊂ ∆, where Θ denotes a set of parameters,
2. g is a best-response function.
and for each θ ∈ Θ, there is a corresponding distribution Dθ ∈
3. For any D0 ∈ ∆ and best-response function g 0 , Ud (D0 , g(D0 )) ≥ ∆Θ . We denote the probability mass function (over S) of Dθ by
Ud (D0 , g 0 (D0 ))
p(· | θ).
Putting these approximations together gives us a stochastic opThe definition of a SSE ensures that, although there may be multimization problem from the perspective of the defender (summatiple such equilibria, they all give the same payoff to the defender.
rized in the model below). First nature draws attacker type λ acGiven an instance of a security game G, let VG denote the payoff to
cording to q. Given λ, η, and θ ∈ Θ, an attacker’s (now random)
the defender in equilibrium.
response tn is determined by a draw from the categorical distribution defined by ση (uλ (Dθ ), ·), rather than an exact best-response
2.3 Bayesian Stackelberg Games
function gλ . Upon independently drawing s ∼ Dθ , the defender
An extension of the game described in the previous section alreceives Ud (cn (s), tn ).
lows the defender to model uncertainty over the potential attackers
by a prior q over a set of attacker types Λ. Letting gλ denote the
Security Game Approximation
best response of attacker λ, the defender’s utility in the Bayesian
Defender selects θ ∈ Θ.
setting is given by:
Nature draws λ ∼ q
X
Ud (D, {gλ }) =
q(λ)Ud (D, gλ (D)).
(1)
n ∼ ση (uλ (Dθ ), ·), s ∼ Dθ
λ∈Λ
Defender receives payoff Ud (cn (s), tn ).
D EFINITION 1 (F OLLOWER B EST-R ESPONSE ). A follower response function g : ∆ → T is a best-response function if for any
other response function g 0 : ∆ → T and leader strategy D ∈ ∆,
Ua (D, g(D)) ≥ Ua (D, g 0 (D)).

As with a single attacker, if gλ breaks ties in a consistent manner
we can uniquely define VG in the Bayesian setting. Given an arbitrary defender strategy D, we define the competitive ratio of the
defender’s choice of strategy against the SSE solution.
D EFINITION 3 (C OMPETITIVE R ATIO ). Given an instance of
a Bayesian Stackelberg game G, and defender strategy D, define
R(D) = Ud (D, {gλ })/VG .
The defender would like to maximize equation (1), or short of
doing so, find a strategy D which attains a large competitive ratio.
In this work, we propose using gradient methods to search for such
strategies. However, in order to do so Ud will have to be differentiable with respect to its argument. In the next section, we describe
the approximations needed to ensure this.

3.

STACKELBERG GAME APPROXIMATION

We now consider an approximation to general Bayesian Stackelberg games. We (1) assume a probabilistic model for the attacker,
and (2) restrict the set of strategies available to the defender.
Recall that the softmax function ση : RN × {1, . . . , N } → [0, 1]
provides a probabilistic approximation to the maximum element of
i)
the set. Given a vector x ∈ RN , we let ση (x, i) = PNexp(ηx
.
exp(ηx )
i=1

i

The categorical distribution over the set {1, . . . , N }, which selects
element i with probability ση (x, i) is called the softmax distribution. As the inverse temperature η → ∞, softmax concentrates
mass on the indices belonging to the maximum elements of x.
The first step to approximating the security game of Section 2
is to have the attacker select its target according to the softmax

The goal of the defender in the security game approximation is
to maximize its expected payoff, which is given by the following
function:
Ũd (θ) = E [Ud (cn (s), tn )] ,

(2)

The expectation here is taken according to the process just described.
If we take ∆Θ identical to ∆ and η → ∞, then the logic of
the model is that of a leader-follower game, and the defender strategy θ∗ that maximizes Ũd (θ) is precisely its strategy in a Stackelberg equilibrium. However, maximizing Ũd may not be tractable
for larger games. If, on the other hand, ∆Θ is restrictive (∆Θ 6=
∆), the strategy Dθ∗ might suffer regret against an attacker bestresponse function g, but the parametric class may allow Ud to be
efficiently maximized. Balancing these two effects is important. In
the next section, we describe how given a fixed parametric class Θ,
Ũd can be maximized using gradient methods.

4.

MONTE-CARLO GRADIENT ESTIMATE:
STACKGRAD

If Θ ⊂ Rd for some d, then gradient algorithms are natural candidates for maximizing Equation 2. However, to compute ∇Ũd (θ)
even at a single point θ, it might be necessary to sum over all of Λ,
and the entire support of Dθ , which even for a parametric class of
distributions might include all elements of S. A more tractable approach is to take a Monte-Carlo estimate of ∇Ũd (θ), which need
not depend on the size of S, and has no dependence on |Λ|.

The first step to producing such an estimate is to derive for any
θ, an unbiased estimate γ̃θ of ∇Ũd (θ). Recall that given the defender’s choice of parameter θ, the probability of schedule s ∈ S
is given by p(s | θ). Let us denote the probability that the defender
selects pure strategy s, and an attacker of type λ selects target tn
by p(s, tn | θ, λ).
Thus, with probability q(λ)p(s, tn | θ, λ), the defender receives
Ud (s, tn ), and so the gradient is
X X
∇Ũd (θ) =
q(λ)Ud (cn (s), tn )∇p(s, tn | θ, λ)
λ∈Λ s∈S,tn ∈T

p(s, tn | θ, λ)
q(λ)Ud (cn (s), tn )∇p(s, tn | θ, λ)
p(s,
tn | θ, λ)
λ∈Λ s∈S,tn ∈T


∇p(s, tn | θ, λ)
= E Ud (cn (s), tn )
.
(3)
p(s, tn | θ, λ)
=

X

X

We can estimate ∇Ũd (θ) by drawing m random samples according to the model. The gradient estimate for sample i is given
by
(i)

(i)

γ̃θ = Ud (cn (s(i) ), t(i)
n )

∇p(s(i) , tn | θ, λ(i) )
(i)
p(s(i) , tn

| θ, λ(i) )

,

Pm (i)
1
and the overall gradient estimate by m
i=1 γ̃θ . This presumes
n |θ,λ)
can be
that given realizations λ, s and tn , the ratio ∇p(s,t
p(s,tn |θ,λ)
efficiently computed. We examine classes Θ where this holds in
the following sections.
For gradient methods to converge in expectation any unbiased estimate of ∇Ũd suffices (even taking m = 1), although lower varin |θ,λ)
ance estimates perform better in practice. Furthermore, ∇p(s,t
p(s,tn |θ,λ)
depends on the realization λ(i) , and not the entire set Λ. Thus, the
computation required to estimate ∇Ũd is independent of |Λ|, and
we expect such methods to scale to any number of attacker types
(even infinitely many).
For completeness, we state the algorithm STACKGRAD, which
is a projected stochastic gradient ascent, utilizing Monte-Carlo gradient estimates. Let PΘ (x) = minθ∈Θ kx − θk2 denote the Euclidean projection of x onto Θ. We use the shorthand λ, s, t ∼
M (θ) to denote random variables sampled according to the stochastic approximation given defender parameter θ.
Algorithm STACKGRAD
Inputs: Class Θ, Horizon T , Sampling Parameter m
Initialize θ0 .
for τ = 1, . . . , T do
(i)
Sample λ(i) , s(i) , tn ∼ M (θτ ) for i = 1, . . . , m.
(i)
Pm
(i) ∇p(s(i) ,tn |θτ ,λ(i) )
(i)
1
Let γ̃τ = m
i=1 Ud (cn (s ), tn )
(i) (i)
(i)
p(s

θτ = PΘ (θτ −1 +
end for
return θT

√1
τ

,tn |θτ ,λ

)

γ̃τ )

Standard results (e.g. Boyd et al. [2003]) tell us that after T
iterations, the expected value of Ũd (θT ) will be within O( √1T ) of
a local maximum of the function Ũd . Therefore, if the quality of
the defender strategy found by STACKGRAD, R(DθT ), is poor, it
must either be because: (1) good mixed strategies for the true game
exist only in ∆ \ ∆Θ (i.e. maxθ∈Θ VG − Ũd (θ)  0), or (2) good
defender strategies exist in ∆Θ , but STACKGRAD converged to a
suboptimal local maximum.
In what follows, we will see that in empirical validations, STACKGRAD exhibits good behavior on standard security games. This

leads us to two questions, which we leave open for future theoretical research. (1) Are there classes of Stackelberg games, and
parameterized strategies Θ, where the best strategy for the approximate game is guaranteed to be a good strategy for the true game?
(2) Are there classes of Stackelberg games where STACKGRAD is
guaranteed to exhibit good convergence properties?

5.

INDEPENDENT RESOURCE ALLOCATION : CATEGORICAL DISTRIBUTIONS

n |θ,λ)
In this section we demonstrate how to compute the ratio ∇p(s,t
p(s,tn |θ,λ)
for a natural defender strategy class. We will then demonstrate how
this parameterized class can be used to search for defender strategies in games with a large, even infinite number, of adversary types.
One simple, but rich class of defender strategies assumes that
each defender resource is independently assigned to a schedule.
For each resource k and schedule s ∈ Sk , we assign resource k to s
with some probability. This assignment is conducted independently
across resources.
For each set of schedules Sk = {sk,0 , . . . , sk,dk }, we therefore
introduce a parameter θk,l where for l ≥ 1, θk,l ≥ 0 specifies the
probability with which resource k is assigned to resource sk,l . We
Pdk
θk,l ≤ 1, and resource k is assigned to schedule
require that l=1
Pdk
θk,l . Thus,
sk,0 with the remaining probability θk,0 = 1 − l=1
d
this
class
of
strategies
is
parameterized
by
Θ
⊂
R
where
d =
PK
k=1 dk .
Notice that ∆Θ is rich enough to describe any marginal distribution of an individual resource’s assignment to schedules, including
any pure strategy. However, ∆Θ cannot capture mixed strategies
which contain correlations between resource assignments.
n |θ,λ)
In what follows, we derive ∇p(s,t
. We will need a helper
p(s,tn |θ,λ)
lemma that characterizes the gradient of target coverage probabilities with respect to θ. In order to give the result, we will need
some definitions. Given a joint assignment of resources to schedules s, let c−k,n (s) indicate whether target n is covered by some
resource other than resource k. In other words, c−k,n (s) = 1[tn ∈
∪k0 6=k sk0 ]. Also let ck,l,n indicate whether the lth schedule of resource k contains target tn ; ck,l,n = 1[tn ∈ sk,l ].

L EMMA 1. For any target index n, resource index k, and schedule index l ≥ 1,
∂
c̄n (Dθ ) = (ck,l,n − ck,0,n ) Ps∼Dθ (c−k,n (s) = 0)
∂θk,l
P ROOF. Fix a target n, for any resource k, we have:
c̄n (Dθ ) = Es∼Dθ [cn (s)] = Ps∼Dθ (cn (s) = 1)
= Ps∼Dθ (cn (s) = 1 | c−k,n (s) = 0)Ps∼Dθ (c−k,n (s) = 0)
+ Ps∼Dθ (cn (s) = 1 | c−k,n (s) = 1)Ps∼Dθ (c−k,n (s) = 1)
= Ps∼Dθ (cn (s) = 1 | c−k,n (s) = 0)Ps∼Dθ (c−k,n (s) = 0)
+ Ps∼Dθ (c−k,n (s) = 1)
For the same resource k and any schedule l, observe that
is therefore equal to:

∂
c̄ (Dθ )
∂θk,l n

∂
Ps∼Dθ (cn (s) = 1 | c−k,n (s) = 0)Ps∼Dθ (c−k,n (s) = 0)
∂θk,l
= Ps∼Dθ (c−k,n (s) = 0)

dk
∂ X
ck,l0 ,n θk,l0
∂θk,l 0
l =0


= ck,l,n − ck,0,n Ps∼Dθ (c−k,n (s) = 0).

n |θ,λ)
The ratio ∇p(s,t
can be written in terms of the derivative
p(s,tn |θ,λ)
in Lemma 1. Let s = [s1,l1 , . . . , sK,lK ], so that the indices of
the selected schedules are given by l1 , . . . , lK . Define z(s, k, l) ∈
{−1, 0, 1} by letting z(s, k, l) = 1[lk = k] − 1[lk = 0]. In other
words z(s, k, l) provides a sign of 1 if resource k is assigned to
schedule l, a sign of −1 if it is assigned to schedule 0 and a sign of
0 otherwise.

T HEOREM 1. For any target tn , schedule assignment s, as well
as resource index k and schedule index l ≥ 1, we have that:
∂
p(s, tn
θk,l

| θ)

p(s, tn | θ)

=

z(s, k, l)
∂
− η∆a,n
c̄n (Dθ )
θk,lk
∂θk,l

N
X
∂
+η
c̄n0 (Dθ )
ση (u(Dθ ), n0 )∆a,n0
∂θ
k,l
n0 =1
P ROOF. Fix s = [s1,l
1 , ..., sK,lK ]. We have that p(s | θ) =
QK
0
k and schedule index
k0 =1 θk ,lk0 . Now fix a resource index
Q
l ≥ 1. We have that ∂θ∂k,l p(s | θ) = k0 6=k θk0 ,lk0 if lk = l;
Q
∂
p(s | θ) = − k0 6=k θk0 ,lk0 if lk = 0; and ∂θ∂k,l p(s | θ) = 0
∂θk,l
otherwise. From the definition of z:
∂
p(s
∂θk,l

| θ)
=

p(s | θ)

z(s, k, l)
θk,lk

Next fix a target index n, and consider

∂
∂θk,l

(4)
exp(ηun (Dθ ))).

∂
∂
exp(ηun (Dθ )) = exp(ηun (Dθ ))
ηun (Dθ )
∂θk,l
∂θk,l
∂
Ua (Dθ , tn )
= η exp(ηun (Dθ ))
∂θk,l
∂
= −η exp(ηun (Dθ ))∆a,n
c̄n (Dθ )
∂θk,l
This lets us differentiate ση (u(Dθ ), n):
exp(ηun (Dθ )))
∂
∂
ση (u(Dθ ), n) =
P
∂θk,l
∂θk,l N
0
0
n =1 exp(ηun (Dθ )))
1
∂
= PN
exp(ηun0 (Dθ ))
∂θk,l
0
n0 =1 exp(ηun (Dθ ))
∂
1
+ exp(ηun (Dθ ))
P
∂θk,l N
exp(ηu
0
n0 (Dθ ))
n =1
∂
= −ηση (u(Dθ ), n)∆a,n
c̄n (Dθ )
∂θk,l
N
ση (u(Dθ ), n)
∂ X
exp(ηun0 (Dθ ))
∂θk,l 0
0
n0 =1 exp(ηun (Dθ ))
n =1

− PN

= −ηση (u(Dθ ), n)∆a,n
N
X

+ ηση (u(Dθ ), n)

∂
c̄n (Dθ )
∂θk,l

ση (u(Dθ ), n0 )∆a,n0

n0 =1

∂
c̄n0 (Dθ )
∂θk,l
(5)

Using equations (4) and (5), we have:
∂
p(s, tn
∂θk,l

| θ)

p(s, tn | θ)

=
+

ση (u(Dθ ), n) ∂θ∂k,l p(s | θ)
p(s | θ)ση (u(Dθ ), n)
p(s | θ) ∂θ∂k,l ση (u(Dθ ), n)
p(s | θ)ση (u(Dθ ), n)

=

∂
z(s, k, l)
− η∆a,n
c̄n (Dθ )
θk,lk
∂θk,l
+η

N
X
n0 =1

6.

ση (u(Dθ ), n0 )∆a,n0

∂
c̄n0 (Dθ )
∂θk,l

EXPERIMENTS: SCALING WITH
ATTACKER TYPES

The derivation from the previous section allows us to implement the STACKGRAD algorithm for a particular class of defender
mixed strategies, specifically those that assign resources to schedules independently. We call the resulting algorithm STACKGRADI (where I follows from the independence assumption).
We now demonstrate that STACKGRAD-I scales very well on
games with a large numbers of attacker types. Specifically, we will
see that for a fixed choice of parameters T and m, both the runtime and quality of the solution θT found by STACKGRAD-I are
constant in the number of attacker types.
Experiments were conducted on the patrolling domain introduced
by Paruchuri et al. [2007], (see Paruchuri et al. [2008]). The goal
is to assign a single security resource (such as a UAV or robot) to a
sequence of targets [ti1 , . . . , tid ], called its patrol. Thus, for patrol
length d, the set of defender pure strategies S consists of all length
d permutations of the target set.
In the original game, the coverage induced by strategy
s = [tn1 , . . . , tnd ] is not binary, and depends on the location of
a target tn in s. That is, there are parameters p1 , . . . , pd where
cn (s) = pj if n = nj and cn (s) = 0 if n 6= {n1 , . . . , nd }. Target
tn is covered with probability pj if it appears jth in the patrol,
otherwise it is not covered at all.
We use this formulation, but note that for this (non-binary) coverage function Lemma 1 must re-derived. Using the categorical distribution, there is a single parameter θl for each permutation in S,
∂
c̄n (Dθ ) = cn (sl ) − cn (s0 ).
and it is not difficult to show that ∂θ
l
The result of Theorem 1 is unchanged. Secondly, we note that for
this particular game, the categorical distribution completely characterizes the set of mixed defender strategies (∆ = ∆Θ ). Thus,
for large enough inverse temperature in the softmax function (η →
∞), maximizing Ũd (θ) is equivalent to finding a Stackelberg equilibrium defender strategy.
Experiments where run on randomly generated instances of these
games; Ud (0, tn ), ∆d,n , Uλ (0, tn ) and ∆λ,n are chosen at random. In all instances STACKGRAD-I is run with inverse temperature η = 20, and sampling parameter m = 50. Every data point
is the average of 20 experiments. Experiments were run on a 2.5
GHz Intel Xeon E5-2680v3 processor, and Integer programs were
solved using IBM CPLEX 12.4.
In Figure 2, we compare the running time of STACKGRAD-I
and the DOBBS algorithm of Paruchuri et al. [2008], which is the
fastest algorithm for general Stackelberg games, but must solve an
integer program. Experiments were conducted on instances with
5 targets and patrol lengths of 2, for a total of 40 defender pure
strategies. While the game is small enough to be tractable with a
small number of defender pure strategies, as the number of attacker
types is increased, the DOBBS algorithm begins to experience an
exponential increase in its running time. In contrast, STACKGADI exhibits near constant average running time, with a range between
38 seconds and 59 seconds (against 55 attackers and 45 attackers
respectively). Furthermore, scaling the game has no effect on the
quality of the solution found by STACKGRAD-I. The competitive
ratio of the solution θ∗ found by STACKGRAD-I against the true

Figure 2: STACKGRAD-I vs. DOBBS runtime.

Figure 3: Competitive Ratio vs Time

optimum found by DOBBS ranges between 84.5% and 86.8%.
Of course both the running time and the quality of the solution found by STACKGRAD-I is a function of T , the number of
iterations the gradient ascent is run. For the results in Figure 2,
STACKGRAD-I was terminated after T = 1000 iterations.
In Figure 3, we show the results of running STACKGRAD-I for
up to T = 5000 iterations, for 25, 40, 55 attacker types. Here
we see that the competitive ratio of the best solution found by
STACKGRAD-I against the Stackelberg optimum quickly (displayed
on the y axis) converges to 1. After 100 seconds (corresponding to
about T = 2500), the average competitive ratio has reached above
95%.
STACKGRAD’s constant running time, and performance, as the
number of attackers is scaled up (but T is held constant), can be
attributed to the fact that neither the parameterization nor the computation of the gradient depend on the size of Λ. Furthermore,
the parameterization is complete, in the sense that all mixed strategies for the game are representable. The number of pure strategies,
however, was kept small; with five targets and patrol of length two,
there are a total of 20 defender pure strategies. In the next section, we demonstrate how STACKGRAD can be deployed to find
solutions in games where the set of pure strategies is very large.

7.

LARGE STRATEGY SETS

7.1

Structured Pure Strategies

While the categorical distribution model of Section 5 demonstrates the power of gradient methods when the number of pure
strategies are small, and the number of attacker types is large, most
security games are concerned with settings in which there is a very

large space of defender pure strategies.
P Recall that under the categorical model Θ ⊂ Rd , where d = K
k=1 (|Sk | − 1). Thus, if |Sk |
tends to be large, we would not expect STACKGRAD-I to perform
very well. This is often the case in real security domains where the
set of pure strategies exhibits a combinatorial explosion with the
number of defender resources or potential targets.
In this Section, we introduce a new class of defender mixed
strategies Θ which has a compact representation even as |Sk | grows
large. We consider a setting in which schedules can be iteratively
constructed. In the FAMS domain, for example, an air marshal
rk is assigned a schedule consisting of a sequence of flights sk =
[tn1 , . . . , tnL ] (which we take to be ordered). The length of the
schedule is bounded (there is some upper bound L ≤ B), and must
land the marshal back to its origin airport. Although the set of feasible schedules for a marshal rk can be an exponentially large in
B, it has a natural combinatorial structure. In particular, given a
subsequence of flights sk,1:l = [tn1 , . . . , tnl ], l < L, the set of
feasible “next flights” can be efficiently computed. Specifically,
the subsequence of flights specified by sk,1:l lands the marshal at
some airport A at some time τ . The viable choices for the l + 1
flight are those flights leaving airport A after time τ , that can get
the marshal back home in B − l hops or fewer.2
More generally, we consider games where the schedules for some
resource rk is given by an ordered set of targets sk . We will further
assume that given some subseqence sk,1:l , the set of feasible next
targets F (sk,1:l ) can be efficiently computed. Formally, tn belongs
to F (sk,1:l ) if and only if there is some schedule sk ∈ Sk , where
sk = [sk,1:l , tn , . . . ] (sk begins with the prefix sk,1:l ).

7.2

Parametric Model

Following the recipe outlined in Section 4, we introduce a new
parametric model Θ for games that exhibit the sequential structure
just described.
We will consider a simple logistic model. For each resource k
we introduce a vector wk of dimension N , where N is the number
of targets. We denote the nth element of wk by wk,n . A resource
rk is assigned to schedule sk according to a sequential stochastic
process. Given a subsequence of targets of length l, sk,1:l , the next
target in resource rk ’s schedule is selected with probability proportional to exp(wk,n ) when tn ∈ F (sk,1:l ) and with probability 0
otherwise. For tn ∈ F (sk,1:l ):

P[sk (l + 1) = tn | sk,1:l ] = P

exp(wk,n )
exp(wk,n0 )

(6)

tn0 ∈F (sk,1:l )

Thus, wk,n indicates the propensity for target tn to be covered whenever that target is available in the feasible set of next
targets. As was the case with the model of Section 5, each resource will be independently assigned to a schedule. Therefore
θ = {w1 , . . . , wK }, and ∆(Θ) indicates the set of distributions
over resource assignments where resources are independently assigned to schedules according to the aforementioned stochastic process. Notice that the dimension of θ is KN , where K is the number
of resources and N is the number of targets. Therefore, the parameterization remains compact even if the size of |S| explodes.
n |θ)
for this new parametric class of strategies in
We state ∇p(s,t
p(s,tn |θ)
the following Theorem.
T HEOREM 2. Let tnk,l denote the lth target covered by the kth
resource chosen by the defender. For any target tn∗ chosen by the
2

This computation is via a modification of Djikstra’s algorithm.

attacker, schedule assignments s chosen by defender, and any parameter wk,n :
∂
p(s, tn∗
∂wk,n

| θ)

p(s, tn∗ | θ)

L
X

=

(i)

1[n = nk,l ] − P[sk (l) = tn | sk,1:(l−1) , θ]

l=1
N
X

−η

ση (uλ (Dθ ), n0 )∆a,n0

n0 =1

∂
c̄n0 (Dθ )
∂wk,n

∂
+ η∆a,n∗
c̄n∗ (Dθ )
∂wk,n

P ROOF. Given a parameterization θ, denote the probability that
agent rk is assigned to some schedule sk = [tnk,1 , . . . , tnk,L ] by
p(sk | θ). Fixing a parameter wk,n , and subsequence of length
l − 1, we can apply equation 6, to conclude that:
∂
P[sk (l) = tnk,l | sk,1:(l−1) , θ]
∂wk,n
=

∂
P
∂wk,n t

exp(wk,nk,l )
n0 ∈F (sk,1:(l−1) )

= 1[n = nk,l ] P

−

exp(wk,n0 )

exp(wk,nk,l )
tn0 ∈F (sk,1:(l−1) )

exp(wk,nk,l ) ∂w∂
k,n
P

P

exp(wk,n0 )

exp(wk,n0 )
2
) exp(wk,n0 )

tn0 ∈F (sk,1:(l−1) )

tn0 ∈F (sk,1:(l−1)

= 1[n = nk,l ]P[sk (i) = tnk,l | sk,1:(l−1) , θ]
−

exp(wk,nk,l )1[tn ∈ F (sk,1:(l−1) )] exp(wk,n )
P
2
t 0 ∈F (s
) exp(wk,n0 )
k,1:(l−1)

n

= P[sk (l) = tnk,l | sk,1:(l−1) , θ]1[n = nk,l ]
− P[sk (l) = tnk,l | sk,1:(l−1) , θ]P[sk (l) = tn | sk,1:(l−1) , θ]

Equation 6 also tells us that:
p(sk | θ) =

L
Y

P[sk (l) = tnk,l | sk,1:(l−1) , θ]

l=1

Applying the chain rule gives us:
∂
p(sk
∂wk,n

| θ)

p(sk | θ)

=

L
X
l=1

=

L
X

wk,n = wk,n + δ, and all other parameters are unchanged. We
estimate ∂w∂k,n c̄n (θ) by sampling schedules s(i) according to θ

∂
P[sk (l)
∂wk,n

= tnk,l | sk,1:(l−1) , θ]

P[sk (l) = tnk,l | sk,1:(l−1) , θ]
1[n = nk,l ] − P[sk (l) = tn | sk,1:(l−1) , θ]

l=1

Borrowing equation 5 from the proof of Theorem 1, concludes
the proof.
Unlike the categorical model of Section 5, the partial derivative
of c̄n (Dθ ) cannot be easily computed in closed form. Changing
the value of parameter wk,n , might effect the coverage of targets
tn0 6= tn . In the federal air marshal (FAMS) domain, wk,n corresponds to the likelihood that marshal rk takes flight tn . Increasing
wk,n , however, also changes the coverage probabilities of other
flights; flights departing from the destination airport of tn also become more likely, as the marshal needs to return home.
Therefore, instead of computing the derivative in closed form,
we use numerical differentiation. Given a set of parameters θ =
{w1 , . . . , wK }, let θ + δn,k denote the set of parameters, where

(k)

and schedules sn,k according to θ + δn for i = 1, . . . , m. We
Pm cn (s(i) )−cn (s(i)
)
k,n
1
then estimate ∂w∂k,n c̄n (θ) using m
.
i=1
δ

8.

EXPERIMENTS: SCALING WITH LARGE
STRATEGY SETS

The derivation of the gradient for the model in the previous section gives us another instantiation of STACKGRAD, which we call
STACKGRAD-L (where L follows from the logistic model). We
now demonstrate the scalability of STACKGRAD-L in domains
with a large number of defender pure strategies.
Recall that the STACKGRAD-L was derived to have no dependency on |Sk |, the number of schedules available for any resource
k. We compare against the state-of-the-art ASPEN algorithm [Jain
et al., 2010a]. We note that the ASPEN algorithm was designed
to eliminate the combinatorial explosion in joint schedules. If all
|Sk | = X, then there are X K possible joint schedules if the Stackelberg game were to be expressed in normal form. Nevertheless,
ASPEN still has a computational dependency the size of an individual set of schedules Sk . In particular, ASPEN uses a column
generation technique, where selecting each new
P column requires
solving a network flow problem with at least K
k |Sk | edges.
We conduct experiments on games inspired by the FAMS domain. We begin with a fixed weighted network G∗ , representing
actual air travel between the 500 US airports with the most traffic
[Colizza et al., 2007]. Nodes represent airports and the weights in
G∗ represent how many tickets were available between two airports
in a given year. Given a parameter N , we generate a game instance
as follows. We create a new network G, where G is generated by
sampling 30 airports from G∗ where at least 5 of these airports are
chosen to be “hub” airports. We then create N edges in G corresponding to flights, where a flight between aiports v1 and v2 is
present in G with probability proportional the weight on (v1 , v2 )
in G∗ . The edges in G are meant to be representative of actual
flights between 30 US airports on a given day. Each edge represents a flight, and therefore a target. In this game, we have only a
single attacker type. In all our experiments there are 3 marshals,
who can take a tour of length L ≤ 5 before returning to their home
city. The home city is selected uniformly from one of the hubs for
each of the marshals. We allow any such tour on G. 3
We conduct experiments for various values of
N ∈ {500, 1000, 1500, 2000, 2500, 5000, 10000}. Sk for a single marshal k consists of all tours from a start vertex of length
at most 5 in a network consisting of up to 10000 directed edges.
Even simply enumerating Sk for our larger instances is impossible. However, running ASPEN requires {Sk } to be given as input.
Therefore, in order to allow ASPEN to complete in a reasonable
amount of time, we generate subsets Ŝk ⊂ Sk by randomly sampling Y = 10, 000 tours for each marshal. As a result, the performance of STACKGRAD-L is not reported as a competitive ratio
to the true Stackelberg optimum, since ASPEN is also solving a
restricted game.
Nevertheless, we can compare the performance of STACKGRAD3

This permissiveness is somewhat artificial; in reality, a flight lands
at its destination at a specified time, eliminating flights that leave
sooner than that from consideration at the destination airport. This
realism can be accounted for in the definition of F in the previous section. To keep the experiments simple, we allow any tour
on G, and comment that this does not affect the scalability of
STACKGRAD-L.

L to that of ASPEN as the size of the game is increased. In Figure 4
we compare the runtime of ASPEN with STACKGRAD-L for various values of N . Once Y is fixed, the size of the pure strategy set of
ASPEN is constant. ASPEN is unaware of any of the pure strategies
outside the set Ŝ1 × Ŝ2 × Ŝ3 . Nevertheless ASPEN must still solve
a mixed integer linear program where the number of constraints
scale with N . The average runtime of STACKGRAD-L increases
as N grows as well, as the parameterization of STACKGRAD-L is
in RN , but remains bounded by that of ASPEN for large N .
In Figure 4 we also display the average performance of each algorithm. Performance is measured as the direct payoff to the defender in the unrestricted game, in contrast to the results in Section
6, where we computed competitive ratios directly. We see that for
smaller number of targets ASPEN finds a higher quality solution
than STACKGRAD-L on average. However, as N is increased the
solution found by STACKGRAD-L overtakes. We suspect this is
due to the fact that fixing Y in ASPEN eliminates pure strategies
that might be necessary for the defender, while any pure strategy
can be represented by STACKGRAD-L. For large N , Ŝk is a very
small subset of all the possible tours of length 5.
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Dmytro Korzhyk, Zhengyu Yin, Christopher Kiekintveld, Vincent
Conitzer, and Milind Tambe. Stackelberg vs. Nash in security
games: An extended investigation of interchangeability, equivalence, and uniqueness. Journal of Artificial Intelligence Research, 41:297–327, 2011.
Praveen Paruchuri, Jonathan P Pearce, Milind Tambe, Fernando
Ordonez, and Sarit Kraus. An efficient heuristic approach for
security against multiple adversaries. In Proceedings of the 6th
international joint conference on Autonomous agents and multiagent systems, page 181. ACM, 2007.
Praveen Paruchuri, Jonathan P. Pearce, Janusz Marecki, Milind
Tambe, Fernando Ordóñez, and Sarit Kraus. Playing games
for security: An efficient exact algorithm for solving Bayesian
Stackelberg games. In 7th International Joint Conference on Autonomous Agents and Multiagent Systems, pages 895–902, 2008.
James Pita, Harish Bellamane, Manish Jain, Chris Kiekintveld, Jason Tsai, Fernando Ordóñez, and Milind Tambe. Security applications: Lessons of real-world deployment. ACM SIGecom
Exchanges, 8(2):5, 2009.

Jason Tsai, Shyamsunder Rathi, Christopher Kiekintveld, Fernando Ordóñez, and Milind Tambe. IRIS: A tool for strategic
security allocation in transportation networks. In 8th International Conference on Autonomous Agents and Multiagent Systems (Industrial Track), pages 37–44, 2009.
Rong Yang, Fernando Ordonez, and Milind Tambe. Computing optimal strategy against quantal response in security games. In Proceedings of the 11th International Conference on Autonomous
Agents and Multiagent Systems-Volume 2, pages 847–854. International Foundation for Autonomous Agents and Multiagent
Systems, 2012.
Zhengyu Yin and Milind Tambe. A unified method for handling discrete and continuous uncertainty in bayesian stackelberg games. In Proceedings of the 11th International Conference
on Autonomous Agents and Multiagent Systems-Volume 2, pages
855–862. International Foundation for Autonomous Agents and
Multiagent Systems, 2012.

Combating Cooperative Adversaries via Interdiction on
Interconnection Links: Game Theoretical Model and
Approach
∗

Qingyu Guo1 , Bo An2 , Yevgeniy Vorobeychik3 , Long Tran-Thanh4 , Jiarui Gan2 , Chunyan Miao2
1

Joint NTU-UBC Research Centre of Excellence in Active Living for the Elderly, NTU, Singapore
2
School of Computer Engineering, Nanyang Technological University, Singapore
3
Electrical Engineering and Computer Science, Vanderbilt University, Nashville, TN
4
Electronics and Computer Science, University of Southampton, UK
1,2
{qguo005,boan,jrgan,ascymiao}@ntu.edu.sg,3 yevgeniy.vorobeychik@vanderbilt.edu,4 ltt08r@ecs.soton.ac.uk

ABSTRACT
Game theoretic models of security, and associated computational methods, have emerged as critical components of
security posture across a broad array of domains, including
airport security and coast guard. These approaches consider
terrorists as motivated but independent entities. There is,
however, increasing evidence that attackers, be it terrorists
or cyber attackers, communicate extensively and form coalitions that can dramatically increase their ability to achieve
malicious goals. To date, such cooperative decision making
among attackers has been ignored in the security games literature. To address the issue of cooperation among attackers, we introduce a novel coalitional security game (CSG)
model. A CSG consists of a set of attackers connected by a
(communication or trust) network who can form coalitions
as connected subgraphs of this network so as to attack a collection of targets. A defender in a CSG can delete a set of
edges, incurring a cost for deleting each edge, with the goal
of optimally limiting the attackers’ ability to form effective
coalitions (in terms of successfully attacking high value targets). We first show that a CSG is, in general, hard to
approximate. Nevertheless, we develop a novel branch and
price algorithm, leveraging a combination of column generation, relaxation, greedy approximation, and stabilization
methods to enable scalable high-quality approximations of
CSG solutions on realistic problem instances.

Keywords
Game Theory; Security; Optimization; Stackelberg Games

1.

INTRODUCTION

Recent decades have seen a number of major terrorist attacks, such as WTC 9/11 attack, Jemaah Islamiyahs Bali
bombing, and 7/7 London bombing, that have killed thousands of lives and caused significant economic losses. An
∗
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important reason for the increasing threat of terrorism is cooperation between terrorist groups [21]. For example, three
terrorist groups in Africa have been reported to share funds,
training, and explosive materials with each other [26], and
Chechen terrorists were reported to obtain weapons from
terrorist organizations in the Middle East [18]. Such sharing of skills and resources among terrorist groups is common
because it significantly increases their capability of achieving
malicious goals, such as attacking high-value targets.
An important way to prevent individual terrorist groups
from forming powerful coalitions is to cut off connections
between them. This can be done by blocking their bank accounts, increasing surveillance of strategic exchange points,
setting sentries in arterial roads, etc. However, since it is
impractical to block all possible ways attackers can communicate, a central decision problem is to choose a subset of
such connections to block so as to minimize expected efficacy of formed coalitions and resulting attacks. Addressing
this problem entails several challenges: i) the set of possible
combinations of edges to cut is exponential in the number
of connections among attackers; ii) the number of possible
coalitions to account for is exponential in the number of attackers; iii) coalition stability is an important consideration
in assessing which coalitions will form, and it significantly
increases problem difficulty; iv) the decision space of attackers includes the choice of targets to attack, which must also
be accounted for by the defender.
While there is existing research on terrorist networks, it
has been limited in scope to either social network analysis of
terrorist groups [12, 28, 20, 11], or using cooperative game
theory as a means for identifying key members of terrorist
networks [16, 17]. The related research in security games,
on the other hand, tends to model attackers as independent
actors (indeed, only a single attack by a single attacker or
group is typically considered) [29, 10, 30, 14]. The ability
and proclivity of attackers to form coalitions is thus largely
ignored within the security games research.
To address the problem of optimally inhibiting formation
of attack coalitions, we introduce a formal Coalitional Security Game (CSG) model. We show that the associated problem is MAX SNP-hard for the defender, indicating no polynomial time approximation scheme unless P=NP, and the
decision problem is NP-hard for the attackers. To overcome
the computational challenges, we develop a sophisticated
branch and price algorithm, involving a novel combination

Figure 1: Mideast Terrorist Network [1].

of column generation and linear programming relaxation.
Since the slave problem of column generation is formulated as a bilevel mixed-integer linear program (BMILP), we
further improve the performance of the algorithm by using
a novel linear relaxation approximation to reformulate the
slave problem as an easily solvable single level MILP with
formal constant factor approximation guarantee. Furthermore, we provide an interior-point stabilization to improve
convergence properties of column generation by generating
an interior dual optimal solution of the master problem, and
novel heuristics for generating multiple columns in each iteration to support the linear relaxation approximation and
further speed up the column generation. Extensive experimental results show that our algorithms 1) provide orders
of magnitude improvement in speed over the exact integer
programming solution; 2) enable scalable high-quality approximation solutions of realistic CSG problem instances,
outperforming existing classic heuristic search algorithms
significantly; and 3) are remarkably robust against uncertainties of attackers’ payoffs.

2.

MOTIVATING DOMAIN

Cooperation among terrorist groups is common and necessary for their survival. During the past few decades, almost
half of terrorist groups have had an ally [21]. Various kinds
of cooperation are found among them, including transferring
funds, weapons support, training, and other sharing of critical skills and resources. For example, the Al-Taqwa banking
system financed the activities of multiple terrorist organizations, including Hamas [15]. Levitt [15] pointed out that
there is significant overlap and cooperation between Palestinian terrorist groups like Hamas and other groups, such as
al-Qaeda in the area of terrorist financing and logistical support. In 2000, Al-Qaeda held training camps which served
as open universities, educating terrorists from a wide array
of local and international terrorist groups [23]. Terrorist
groups also cooperate with each other to coordinate attacks. For example, the PRC is a conglomeration of members of
Islamic Jihad, Hamas and the various terrorist groups, and
has conducted several infamous terrorist attacks, including
the roadside bombing attack in February 14, 2002 [4].
Since cooperation among terrorist groups is achieved
through communication channels, such as front companies,
charities for transferring funds [15], and transportation hubs including roadways, ports, and rivers for weapon supply,
training, and coordinated attacks, an important measure for
preventing terrorist groups from forming coalitions is to cut

off connections among them. For example, FBI Assistant
Director John Pistole testified to Congress that investigations into the financial activities of terrorist supporters in
the United States helped prevent four different terrorist attacks abroad [22]. Moreover, the US strategy for combating
terrorism asserts that “The interconnected nature of terrorist organizations necessitates that we pursue them across the
geographic spectrum to ensure that all linkages between the
strong and the weak organizations are broken, leaving each
of them isolated, exposed, and vulnerable to defeat” [6].
In order to cut connections among terrorist groups, security agencies can shut down the front companies and charities, which are providing and transferring money for terrorist groups, to stem the flow of funds between terrorist
groups [15]. Besides, blocking critical transportation hubs
can significantly reduce efficiency of coordination attempts
such as weapon support and terrorist training. Nevertheless,
activities aimed at inhibiting communication among attackers, such as blocking roadways by setting sentries are costly,
and it is infeasible to cut all the connections among terrorist
groups. This motivates our investigation of optimal allocation of security resources to block attacker linkages, taking
into account the associated costs, as well as the nature of
coalitions that would form as a result.

3.

COALITIONAL SECURITY GAMES

A coalitional security game (CSG) is modeled based on
the coalitional skill game [2], and consists of T types of targets, each with a large number of copies, which is reasonable
since there is a large pool of potential targets of terrorism
around the world. There is a set N of terrorists (individuals
or groups) who want to attack these targets. Each terrorist i has a set Si of skills, and attacking a target
of type
S
t ∈ T requires a set S(t) of skills. Let S = i∈N Si . We
assume S(t) ⊆ S for all t ∈ T without loss of generality.
Each type t ∈ T has a value pt > 0 for the terrorists. Typically, each terrorist i has a capacity mis ∈ N for each of his
skills s ∈ Si , so that he can use s in at most mis attacks.
For example, a terrorist can provide weapons for a certain
number of terrorist attacks.
The terrorists form coalitions to share skills to launch
more attacks. Similar to existing work [17], we use a graph
G = (N, E) to represent the cooperation network of terrorists, where N is the set of terrorists and E is the set of
edges representing connections between pairs of terrorists.
We denote by (i, j) an edge connecting terrorists i and j. A
set C ⊆ N of terrorists can form into a coalition only when
the induced subgraph GC = (C, E(C)) is connected, where
E(C) = {(i, j) ∈ E|i ∈ C, j ∈ C}. We use the set C to
represent the coalition formed.
A terrorist coalition can choose multiple targets to attack simultaneously, so long as it possesses sufficient required
skills and resources. For example, in 2008, a group of terrorists carried out a series of twelve coordinated shooting
and bombing attacks in Mumbai [13], and in the September
11 attack, 4 airplanes were hijacked to attack several targets in 3 different cities. We model these types of threats
through the definition of the value of a coalition. Formally,
let a = hat i be an attacking plan of a coalition C, where at
is the number of targets of type t that coalition C plans to
attack. An attacking plan a is feasible if
X
X
at ≤
mis , ∀s ∈ S,
(1)
t∈T, s∈S(t)

i∈C, s∈Si

The payoff u(a) for an attacking plan
P a is the sum of values
of all targets attacked, i.e., u(a) = t at pt . We assume that
terrorists are utility-maximizers. Thus, once a coalition is
formed, they choose an attack plan which maximizes payoff
over all feasible plans.
v(C) = maxa: satisfying Eq.(1) u(a).

(2)

The value v(C) of a coalition C is defined as the maximum
achievable payoff in Eq.(2). We use a payoff vector y =
hyi i≥ 0 to denote the payoff for each terrorist i. A payoff
vector represents how the value of every coalition is divided
among their members, so that for a coalition structure CS
(i.e.,
P a partition of N into disjoint coalitions) we require
i∈C yi ≤ v(C) for any C ∈ CS. The pair (CS, y) is called
an outcome of a coalitional game.

3.1

Stable Coalition Structure

Since the terrorists are self-interested and profit driven,
we assume that a coalition structure CS formed by attackers
must be stable in the sense that any subset of attackers has
no (or little) incentive to break off into another coalition for
higher payoff. To enforce coalition structure stability, we
adopt the widely-used solution concept of -core [7].
Definition 1 (-core). The -core, for  > 0, is the
set P
of all outcomes (CS, y) such that for any coalition C ⊆
N , i∈C yi ≥ v(C) − .

coalition whose induced subgraph is G0 ), we have v(N 0 ) ≥
P
C∈CS v(C) due to superadditivity. Therefore, we obtain
P
v(N 0 )−

3.2

Defender Strategy

The defender’s goal is to optimally cut off connections
within terrorists to minimize threat due to attacks by formed
coalitions. We use a symmetric matrix B = hBij i to represent the defender’s strategy, such that Bij = 1 if edge (i, j) is
blocked and Bij = 0 otherwise. We let Bii = 0 for all i ∈ N .
Blocking an edge (i, j) incurs a cost, λij . When the defender adopts strategy B, the blocked edges are removed from
the network, resulting in a new network G(B) = (N, E(B))
where E(B) = E\{(i, j) ∈ E|Bij = 1}. Given B, the attackers play a coalitional skill game on the induced graph
G(B) = (N, E(B)), and form a coalition structure CS ∗ (B)
consisting of all coalitions whose induced subgraphs are connected components of G(B). The defender’s utility is then
X
X
Ud (B) = −
v(C)
−
Bij λij
∗
C∈CS (B)

Attackers always prefer the outcome in -core with as lower
 value as possible, and the minimal value ∗ for which the
-core is non-empty is called the least-core value of the game,
with the corresponding ∗ -core called the least-core. For a
coalition structure CS, if there exists an outcome (CS, y)
in the least-core, we call CS a stable coalition structure. Although computing the least-core is extremely hard for general coalitional games [7], given the coalition value function v
defined in Eq.(2), the coalitional game turns out to be superadditive (Lemma 1). In this case, the attackers are willing
to form as large coalitions as they can, and the coalition
structure CS ∗ , whose induced subgraphs are all connected
components, is a stable coalition structure (Lemma 2).
Lemma 1. Given the value function defined in Eq.(2), the
terrorists’ coalitional game G = (N, v) is superadditive, i.e.,
v(C ∪ D) ≥ v(C) + v(D) for every pair of disjoint coalitions
C, D ⊆ N .
Proof. For any pair of disjoint coalitions C, D ⊆ N , let
aC and aD be
P theC corresponding optimal
P D attacking plans,
and v(C) =
t at pt and v(D) =
t at pt . For coalition
C∪D
D
C ∪ D, the attacking
plan aC∪D , where aP
= aC
t
t + at ,
P
D
is feasible since t∈T, s∈S(t) (aC
m
is
t + at ) ≤
i∈C∪D, s∈Si
∀s ∈ S. Therefore, v(C ∪ D) ≥ v(C) + v(D).
Lemma 2. The coalition structure consisting of all coalitions whose induced subgraphs are connected components of
graph G(N, E) is a stable coalition structure, and it has the
maximum total value among all coalition structures.
Proof. Since a coalition cannot be formed by terrorists
in different connected components of G, we can consider
each connected component independently.
Let G0 = (N 0 , E 0 ) be a connected component of G. Let
(CS, y) be an outcome of G0 in the least-core. Now if all
terrorists in G0 forms into one coalition N 0 (i.e., the grand

v(C)

C∈CS
),
a new outcome (CS ∗ , y∗ ) = ({N 0 }, y +
|N 0 |
P
P
∗
∗
such that y  y and i∈C yi ≥ i∈C yi ≥ v(C) − ∗ >
0 for all C ⊆ N 0 . This means (CS ∗ , y∗ ) is in the least0
core of GP
. Obviously, CS ∗ has the maximum value since
0
v(N ) ≥ C∈CS v(C) holds for arbitrary CS. Applying the
result to all connected components, we can obtain a stable
coalition structure consisting of all coalitions whose induced
subgraphs are connected components of G.

4.

(i,j)∈E

COMPLEXITY ANALYSIS

We first investigate the computational complexity of finding the optimal strategies for both the defender and the
attackers, and show that the defender’s and the attackers’
decision-making problems are MAX SNP-hard and NP-hard
respectively.

4.1

Defender’s Decision-Making Problem

We reduce the k-TERMINAL CUT problem [8], whose
MAX SNP-hardness has been proved for any fixed k ≥ 3, to
the defender’s decision-making problem by a linear reduction
which preserves the approximation property (MAX SNPhardness) [19]. The following definitions will be useful to
introduce our key result (Theorem 1).
Definition 2 (k-TERMINAL CUT). Given a graph
G = (N, E), a set H={h1 , · · · , hk } of k specified vertices or
terminals, and a positive weight wij for each edge (i, j) ∈ E,
find a minimum weight set of edges E ∗ ⊆ E such that the
removal of E ∗ from E disconnects each terminal from all the
other terminals.
Definition 3 (Linear reduction). Let A and B be
two optimization problems (either maximization or minimization). We say that A linearly reduces to B if there are
two polynomial time algorithms f and g and constants α,
β > 0 such that:
1. Given an instance a of A, algorithm f produces an
instance b = f (a) of B such that the cost (objective
value) of an optimal solution for b, opt(b), is at most
α · opt(a).
2. Given a, b = f (a), and any solution y of b, algorithm g
produces a solution x of a such that |cost(x)−opt(a)| ≤
β|cost(y) − opt(b)|, where cost(x) and cost(y) refer to
the objective values of x and y.

Theorem 1. Finding an optimal defender strategy for a
coalitional security game is MAX SNP-hard.
Proof. W.l.o.g, we apply linear reduction to reduce
3-TERMINAL CUT problem to the defender’s decisionmaking problem. Let a and b be instances of 3-TERMINAL
CUT and defender’s decision-making problem respectively.
Let E 0 and B be solutions for a and b correspondingly, and
opt(a), opt(b) are costs of the optimal solutions for a and
b respectively, i.e., the costs of optimal cuts E ∗ and optimal defender strategy B∗ . We first present a polynomial
time algorithm f to reduce 3-TERMINAL CUT to defender’s decision-making problem. Here for any input instance
a = hG, H, wi, f outputs an instance b of defender’s decisionmaking problem with the following components.
1. G as the cooperation network, and N (nodes of G)
as the set of terrorists. The blocking cost λij of edge
(i, j) ∈ E equals to wij .
2. S = {s1 , s2 , s3 , s4 } as the skill set; Sh1 = {s1 , s4 },
Sh2 = {s2 , s4 } and Sh3 = {s3 , s4 } as skills for terrorists h1 , h2 and h3 who are referred to as the terminal
attackers; Si = {s4 } as skill for all the other terrorists
i∈
/ {h1 , h2 , h3 }; and mis = 1 for all i ∈ N , s ∈ S.
3. A set T of four target types {t1 , t2 , t3 , t4 } with S(t1 ) =
{s1 , s2 , s4 }, S(t2 ) = {s1 , s3 , s4 }, S(t3 ) = {s2 , s3 , s4 }
and S(t4 ) = {s1 , s2 , s3 , s4 }; p1 = p2 = p3 = M >
Wmax ·|E| and p4 = 2M where Wmax = max(i,j)∈E λij .
Obviously, f reduces a to b in polynomial time. For a given defender strategy B, the cost (defender’s total loss) is
P
cost(B) = (i,j)∈E wij Bij + FeB , where FeB = 0 if any pair
of terminal attackers are not connected under B, FeB = M
if any two terminal attackers are connected while the rest
one is disconnected to both of them, and FeB = 2M if all
three terminals are connected. Then we can have a polynomial time algorithm g, which simply constructs a solution
E 0 = {(i, j)|Bij = 1} for a from the solution B of b = f (a).
Next, we will show that there exists a constant α such
that opt(b), is at most αP
· opt(a). Let the optimal solution of
a be E ∗ , i.e., opt(a) = (i,j)∈E ∗ wij . Let B∗ be a solution
∗
∗
of b, such that Bij
= 1 if (i, j) ∈ E ∗ , and Bij
= 0 otherwise.
∗
We show by contradiction that B is optimal for b.
Suppose the optimal defender strategy is another one B.
P
∗
We have cost(B∗ ) − cost(B) =
wij (Bij
− Bij ) − FeB

scheme unless P=NP. Indeed, what makes the defender’s
problem particularly challenging is the fact that the attacker’s problem is hard as well, as we will demonstrate later.

4.2

Attackers’ Decision-Making Problem

For a given coalition C, the attackers’ decision-making
problem of choosing the optimal attacking plan a is NPhard, as the following theorem asserts.
Theorem 2. Computing the attackers’ optimal attacking
plan is NP-hard.
Proof. We reduce EXACT-COVER, an NP-complete
problem, to coalition’s decision-making problem.
The
EXACT-COVER is defined as follows: Given a finite set
Q and a collection CQ of subsets of Q, does CQ contain an
exact cover for Q, i.e., a subcollection CQ0 ⊆ CQ such that
every element in Q occurs in exactly one member of CQ0 ?
The reduction can be done as follows. First, let the set of
skills S = Q, and the number of attackers |C| = |Q|. For
each attacker i, let Si = {si }. For each member Qj ∈ CQ,
we assign a target tj into T with S(tj ) = {si |qi ∈ Qj },
where qi is the i-th element of Q, with value pj = |S(tj )|.
Let mis = 1 for any attacker i and skill s.
Next, we show that the optimal attacking plan a satisfies
u(a) ≥ |Q| iff EXACT-COVER has a “yes” solution.
If direction: If there exists a “yes” solution to EXACTCOVER and CQ∗ is the corresponding exact cover of Q,
then the attacking plan a, where aj = 1 when Qj ∈ CQ∗ ,
and
0 otherwise, satisfies u(a) ≥ |Q| since u(a) =
P aj = P
Qj ∈CQ∗ |S(tj )| = |Q|.
j aj pj =
Only if direction: The attacker has an optimal attacking plan a satisfying u(a) ≥ |Q| only if EXACT-COVER has
a “yes” solution. According to Eq.(1), any attacking plan a
attacking two targets t0 , t00 P
such that S(t0 ) ∩ S(t00 ) 6= ∅ is not
feasible since at0 + at00 > i∈C, s∈Si mis = 1 for s ∈ S(t0 )
and s ∈ S(t00 ). Thus u(a) < |Q| holds for any feasible attacking plan if CQ has no exact cover for Q.
Therefore, we conclude that computing the optimal plan
a for attackers is NP-hard.
Despite these rather negative results, we nevertheless undertake the task of devising a method for computing optimal
CSG solutions, showing the challenges can be overcome for
realistic problem instances, even if not in the worst case.

(i,j)∈E

since FeB∗ = 0. If FeB = 0, which means that any two terminals are not connected under B, then according to the fact
that E ∗ is the minimum weight set of edges such that the removal of them disconnects eachP
terminal from all the others,
∗
we have cost(B∗ ) − cost(B) = (i,j)∈E wij (Bij
− Bij ) ≤ 0,
∗
e
which means that B is optimal. Otherwise, FB 6= 0, we
have FeB ≥PM > Wmax · |E|. It follows that cost(B∗ ) −
∗
cost(B) < (i,j)∈E wij Bij
− Wmax · |E| ≤ 0, which contradicts that B is optimal. We conclude that B∗ is optimal to
b. Therefore, α = 1 is a satisfying constant.
Finally, when β = 1, |cost(E 0 ) − opt(a)| ≤ |cost(E 0 ) +
FeB − opt(a)| = β|cost(B) − opt(b)| holds for any B. We conclude that the transformation is a linear reduction, and the
defender’s decision-making problem is MAX SNP-hard.
Theorem 1 indicates that computing an optimal defender
strategy does not admit a polynomial time approximation

5.

SOLUTION APPROACH

We now turn to the computational issues in CSGs. We
first propose an integer program (IP) to solve it exactly. Because the IP has an exponentially many variables, we propose a branch and price algorithm to tackle it.

5.1

Coalition Enumeration Approach

We start with the IP computing the optimal solution.
Suppose C is the set of all coalitions for which the induced
subgraphs on G = (N, E) are connected, and Ck ∈ C is the
kth coalition in C with coalition value denoted by vk . Let
αki = 1 if i ∈ Ck and αki = 0 otherwise. Let the binary variables x represent the attackers’ strategy of forming a
coalition structure CS, such that xk = 1 iff Ck ∈ CS. If we
suppose that all coalitions in C as well as their associated
values have been precomputed, the defender’s optimization
problem can be formulated as the following integer program,

with the objective of minimizing the defender’s loss and Eqs.(3b)–(3c) restricting the stable coalition structure:
X
X
min
vk xk +
Bij λij
(3a)
Ck ∈C
(i,j)∈E
x,B
X
s.t.
αki xk = 1
i∈N
(3b)
Ck ∈C
X
αki αkj xk ≥ 1 − Bij (i, j) ∈ E (3c)
Ck ∈C

x ∈ {0, 1}|C| , B ∈ {0, 1}|N |×|N |

(3d)

Eq.(3b) ensures that each attacker is in exactly one coalition,
so that CS denoted by x is a partition of N . Eq.(3c) means
that once an edge (i, j) ∈ E is not blocked by the defender,
i.e., Bij = 0, then i and j must be in the same coalition of
CS. Let CB be the set of coalitions whose induced subgraphs
are connected components of G(B). According to Eqs.(3b)–
(3c), for a feasible solution x, xk = 1 if and only if Ck ∈ CB
or Ck is a superset of several coalitions in CB . With the
superadditive coalition’s value and the minimizing objective,
the solution x with xk = 1 for Ck ∈ CB is always optimal for
a fixed defender strategy B, corresponding with Lemma 2.
Although IP (3) can obtain the optimal defender strategy
B∗ , it has exponentially many (|C| + |E|) variables, which
makes it impossible to scale up to large game instances with
standard branch and cut method adopted by popular commercial solvers, such as CPLEX. Therefore, we propose a
branch and price framework, which combines branch and
bound and column generation.

5.2

Branch and Price Framework

Before we introduce our branch and price framework, the
following lemma shows that the exponentially large number
of binary variables x in IP (3) can be relaxed without sacrificing optimality (note that B remains to be binary). This
observation will be useful to significantly reduce the size of
the branch and bound tree.
Lemma 3. The formulation (3) is equivalent to its relaxed
formulation where x is continuous.1
Figure 2 shows the flow of the branch and price framework.
The left part of the figure shows the classic branch and
bound tree of solving IP (3) (with x being relaxed), where
the root node in the tree corresponds to the IP (3) and it
keeps an upper bound (UB) on its optimal objective, which
can be the objective value of any feasible solution of IP (3).
For each created node (an integer program), a lower bound
(LB) is obtained by further relaxing variable B. We refer to
the fully relaxed formulation LP relaxation, and denote by
B̃∗ its optimal solution. Two basic operators in branch and
bound are pruning and branching. A node is pruned once
its LB is not less than UB or B̃∗ is integral. Otherwise, the
branching operator will be conducted on a fractional variable Bij in B̃∗ , and two child nodes will be created, one by
fixing Bij to 0 and the other with Bij = 1. Once a node
happens to obtain an LB with B̃∗ being integral, the UB
of root node will be updated as UB = min{LB, UB}. The
method terminates when all leaf nodes are pruned, and the
final UB of root node will be equal to the optimum of IP (3).
Since the LP relaxation of each node in the branch and
bound tree has an exponential number of variables, we use
1

Please see online Appendix A for the proof of Lemma 3
available at: http://www.ntu.edu.sg/home/boan/papers/
AAMAS16_Coalition_Appendix.pdf

Figure 2: Branch and Price Framework.
column generation to iteratively compute LB and B̃∗ as
illustrated by the right part of the Figure 2. Column generation begins by a master LP with a small subset of variables,
and solves the slave problem to add new column(s) or variable(s) with negative reduced cost(s) to the master LP, then
resolves the master LP, repeating until no such column(s)
exists. The column generation approach terminates with
the optimal relaxed solution B̃∗ .
The central challenge and novelty of any column generation approach is how to efficiently compute which columns
to add, and to guarantee that when this computation adds
no new columns, the solution is optimal. The issues involved
in adapting a column generation method to our setting are
sufficiently non-trivial as to warrant a separate section.

6.

COLUMN GENERATION

The LP relaxation at each node in Figure 2 is decomposed
into master and slave problems for column generation. The
former solves for the relaxed defender strategy B̃, given a
restricted set of coalitions C 0 ⊂ C. The objective for the slave
is updated based on the solution of the master, and the slave
is solved to identify the best new coalition to be added to
the C 0 of the master problem, as measured by reduced cost
(explained later). If no new column can improve the solution
the algorithm terminates with an optimal solution.

6.1

Master Problem

The master problem (4) starts with a small set of coalitions C 0 and solves for the optimal relaxed defender strategy
B̃∗ . Note that Eqs.(4a)-(4c) have ensured x ≤ 1 and B̃ ≤ 1.
min
x,B̃

s.t.

X
Ck

∈C 0

X
Ck ∈C 0

X
Ck ∈C 0

vk xk +

X
(i,j)∈E

B̃ij λij

(4a)

αki xk = 1

i∈N

αki αkj xk ≥ 1 − B̃ij

(i, j) ∈ E (4c)

x≥ 0, B̃≥ 0

(4b)

(4d)

Let f and g be dual variables of master constraints (4b)
and (4c) respectively. After the master problem is solved,
the optimal dual solution (f ∗ , g∗ ) is computed and passed to
the slave problem for finding the column (coalition) to add
to the current C 0 , as we will discuss later.

Interior Point Stabilization. Before the slave problem
is introduced, it is necessary to understand that the optimal dual solution (f ∗ , g∗ ) plays a critical role in generating
a good column. Since the standard technique computes an
optimal dual solution, which is an extreme point of the optimal dual polyhedron and can be characterized by very large
values for some dual variables, an Interior Point Stabilization (IPS) method [25] is adopted to compute an optimal
dual solution taking values in the center (or at least the interior) of the master problem’s optimal dual polyhedron by
averaging several extreme points of this polyhedron.
The basic idea of IPS is as follows: once the master
problem is solved and the optimal solution (x∗ , B̃∗ ) is obtained, we can depict a polyhedron D of the dual master
problem confined by the complementary slackness conditions [5]. To obtain an extreme point of D, we can simply define a random objective function µT f + ω T g where
µ, ω ∼ U (0, 1), i.e., each element of µ and ω is uniformly
distributed between 0 and 1, and solve the corresponding
LP: (Dµ,ω ) = min(f ,g)∈D µT f + ω T g. After solving several
instances of (Dµ,ω ) with multiple random objective coefficients (µ, ω), we can get some extreme points of D. Taking
the average of these extreme points provides an interior point
of D that gives much more centered dual values. We provide
the details of IPS in online Appendix B1 .

6.2

through edge (i, j) in positive direction i → j, while h−
lij in
negative direction j → i; Eq.(6f) restricts the flow to pass
through only edges that are in the subgraph induced by C,
i.e., (i, j) with ξij = 1; Eq.(6e) is the flow balance constraint
with N (i) denoting the set of vertices connected with i, making sure there exists a path, in subgraph induced by C, from
starting point i : wi = 1 to any l ∈ C (αl = 1). Therefore
the subgraph induced by C is restricted to be connected.
The lower level program (6g) computes the coalition’s value v(C) where Eq.(6h) restricts C to have enough skill capacities to conduct the attacking plan a according to Eq.(1).
min

X

s.t.

ξij ≤ αi , ξij ≤ αj ,

α, ξ, w, h+ , h−

i∈N

(i,j)∈E

The slave problem then boils down to solving mink rk (i.e.,
minimizing reduced cost). Clearly, if we were to simply iterate through all coalitions k (of which there are an exponential number), nothing would be gained by column generation. We then exploit the structure of this problem by
first formulating the reduced cost minimization problem as
a bilevel mixed-integer linear program (BMILP) (6), where
(f ∗ , g∗ ) is the optimal dual solution of the master problem (4). What makes this problem bilevel is the fact that, in
minimizing reduced cost, we must also compute the value of
an associated coalition, since we have avoided precomputing
all coalitions’ values with branch and price.
In the BMILP (6), the coalition C is represented by binary
variable α such that αi = 1 if i ∈ C and αi = 0 otherwise.
The upper level constraints ensure that the coalition C induced a connected subgraph, i.e., C ∈ C, while the lower
level program computes the coalition value v(C).
Eq.(6b) ensures that ξij = αi αj for edge (i, j) ∈ E. Eqs.(6c)–(6f) enforce α to induce a connected subgraph of
G using flow balance techniques [27]: According to constraints (6c) and (6d), wi = 1 if and only if i is the smallest
index such that αi = 1, which will be set as the starting
point of the flows h+ and h− ; h+
lij denotes the amount of
flow from starting point to ending point l, such that passes

pt at − f ∗T α − g∗T ξ

ξij ≥ αi + αj − 1
wi ≤ αi ,

(6a)

∀(i, j) ∈ E

(6b)

wi ≤ 1 − αj ∀i, j ∈ N : j < i
X
wi = 1
i∈N
X
X
h+
h−
lij −
lij ≥
j∈N (i)

max
a

s.t.

(6c)
(6d)

j∈N (i)

wi − (1 − αl ),
h+
lij ≤ ξij ,

Slave Problem

The slave problem finds the best column (i.e., coalition)
to add to the current coalitions in C 0 . This is done using reduced cost, which captures the total change in the defender’s
utility if a candidate coalition is added to C 0 . The candidate
coalition with minimum reduced cost improves the defender’s utility most [5]. The reduced cost rk of coalition Ck ,
associated with variable xk , is given in Eq.(5), where the
dual solution (f ∗ , g∗ ) measures the influence of the associated constraint on the objective and can be calculated using
standard techniques or the IPS method.
X
X
∗
rk = vk −
αki fi∗ −
αki αkj gij
(5)

t∈T

∀i, l ∈ N : i 6= l

(6e)

∀(i, j) ∈ E, l ∈ N
h−
lij ≤ ξij ,
X
pt at
t∈T
X
X
βts at ≤
αi γis mis

(6f)

t∈T

i∈N

α ∈ {0, 1}

|N |

, ξ ∈ [0, 1]

|E|

,a ∈ N

(6g)
s ∈ S(6h)
|T |

h+ ≥ 0, h− ≥ 0, w ≥ 0.

(6i)

The key challenge of the BMILP is that the inner maximization program described in (6g) has integer variables. If we
were to relax the integrality constraint, we could reformulate the bilevel program into a single mixed integer linear
program, as we describe next.
Linear Relaxation Approximation. To reformulate
the BMILP to an MILP, we first relax the integer program (6g) of computing the coalition’s value in the lower
level, such that the decision variable a ∈ N|T | is relaxed to
ã ≥ 0. For this relaxed linear program (RLP), let u be the
dual variable associated with constraint (6h). A pair of feasible solutions ã and u are optimal for the primal and dual
RLPs if and only if the following complementary slackness
conditions are satisfied [5]:
X
(
βts us − pt ) · ãt = 0 ∀t ∈ T
(7a)
s∈S

(

X
i∈N

αi γis mis −

X
t∈T

βts ãt ) · us = 0

∀s ∈ S

(7b)

Therefore, the RLP is equivalent with a set of constraints
consisting of the primal and dual constraints restricting the
feasibility of ã and u and the complementary slackness conditions ensuring optimality, and the relaxed BMILP is reformulated as an MILP (8), with Eq.(8c) corresponding to
the dual constraint of the RLP, and Eqs.(8d)–(8e) equivalent
with the complementary slackness conditions (7).
X
min
pt ãt − f ∗T α − g∗T ξ
(8a)
α, ξ, w, u, φ
h+ , h− , ã, ϕ

t∈T

s.t.

Eqs.(6b)–(6f), (6h)–(6i)
(8b)
X
βts us ≥ pt , ∀t ∈ T
(8c)
s∈S
X
X
αi γis mis −
βts ãt ≤ M (1 − φs ),
i∈N

t∈T

us ≤ M φs ∀s ∈ S
X
βts us − pt ≤ M (1 − ϕt ),

(8d)

ãt ≤ M ϕt ∀t ∈ T
ã ≥ 0, u ≥ 0

(8e)

φ ∈ {0, 1}|S| , ϕ ∈ {0, 1}|T | .

(8f)

s∈S

Our next results show that the solution quality of MILP (8)
and the resulting branch and price framework achieves a
competitive ratio which only depends on |S|.
Lemma 4. The coalition value ṽ(C) computed by LP relaxation of IP (6g) is bounded by ṽ(C) ≤ (1 + |S|)v(C).
Proof. We first prove the following fact: For the LP relaxation of IP (6g), if the optimal solution ã∗ has a fractional
value ã∗t > 0 for some target type t, then v(C) ≥ pt . The
idea is that since the coalition has integer capacities for all
skills, if ã∗t > 0, the coalition’s capacity for any skill s ∈ S(t),
which is necessary for attacking target of type t, should be
larger than 0, i.e., at least 1. Therefore, the coalition can at
least attack one target of type t and v(C) ≥ pt .
With the above fact, there are two cases to take into consideration for proving this Lemma.
Case 1: v(C) = 0. In this case, for any target type t ∈ T ,
there must exist (at least) a P
necessary skill st ∈ S(t) such
t
that C’s capacity of s (i.e.,
i∈N αi γis mis ) is 0. For LP
relaxation of IP (6g), any fractional solution ã with ãt > 0
is infeasiblePfor violating the skill capacity constraint (6h)
of skill st :
t∈T βtst ãt ≤ 0. Thus ṽ(C) = v(C) = 0.
Case 2: v(C) > 0. Let a∗ be the optimal integer solution for IP (6g), and ã∗ be the optimal fractional integer
solution for LP relaxation of IP (6g). According to the property of multidimensional knapsack problem [24], ã∗ can take
fractional values in at most |S| coordinates. Therefore, suppose pmax be the largest value among all target types t with
ã∗t fractional, we have: ṽ(C) = v(ã∗ ) = v(bã∗ c) + v(ãf ) ≤
v(a∗ ) + |S|pmax , where ãf = ã∗ − bã∗ c is the residual part of
ã∗ after rounding. Since v(C) = v(a∗ ) ≥ pmax according to
the fact proved before, we have: ṽ(C) ≤ (1 + |S|)v(C).
Theorem 3. The branch and price approach, in which
the slave problem of column generation is solved by the linear
relaxation approximation, can obtain a defender strategy B0
such that Ud (B0 ) ≥ (1 + |S|)Ud (B∗ ). Note that Ud (B) ≤ 0.
Proof. The branch and price approach where the slave
problem is solved by MILP (8), can obtain the optimal solution B0 for the following revised program of IP (3) in which
ṽk is the value of Ck computed by LP relaxation of IP (6g):
min
x,B

s.t.

X
Ck ∈C

ṽk xk +

X
(i,j)∈E

Bij λij

Eqs. (3b)–(3d)

(9b)

0

Since B is optimal for IP (9), we have:
X
X
−Ud (B0 ) ≤
ṽ(C) +
B 0 ij λij
C∈CS ∗ (B0 )
(i,j)∈E
X
X
∗
Bij
λij
≤
ṽ(C) +
∗
∗
C∈CS (B )

(9a)

(i,j)∈E

X
≤ (1 + |S|)(

C∈CS ∗ (B∗ )

v(C) +

X
(i,j)∈E

∗
Bij
λij ).

Therefore, we have Ud (B0 ) ≥ (1 + |S|)Ud (B∗ ).
Greedy Approximation. Although the MILP of linear relaxation approximation can obtain an approximatelyoptimal coalition to add to C 0 of master problem, it is still
relatively slow. Observe, however, that in each iteration
of column generation we actually need not find a minimal
reduced cost; rather, any reduced cost that improves solution quality would suffice. Consequently, a fast heuristic
approach for generating columns would be satisfactory in
most iterations, except when the heuristic is unable to find
a solution improving column, at which point we can fall back
on the MILP. To this end, we propose a Greedy with MultiStart (GMS) heuristic (see Algorithm 1). This heuristic is
fast, and has an important advantage of enabling generation of multiple coalitions in a single iteration of the column
generation algorithm (hence, the name multi-start), significantly reducing the number of column generation iterations.

Algorithm 1: Greedy with Multi-Start (GMS)

1
2
3
4
5
6
7
8
9

Input: optimal dual solution (f ∗ , g∗ ) of master
problem, reduced cost function r(C) defined in
Eq.(5)
Output: a set of coalitions with negative reduced costs
CGM S = ∅;
for i ∈ N do
C = {i}, continue = true;
while continue do
î = arg mini∈N \C r(C ∪ {i}) − r(C);
if r(C ∪ {î}) − r(C) < 0 then C ← C ∪ {î};
else continue = f alse;
if r(C) < 0 then CGM S ← CGM S ∪ {C};
return CGM S ;

7.

EXPERIMENTAL EVALUATION

We demonstrate the effectiveness of our algorithmic framework through extensive numerical evaluations. We use the
CPLEX (version 12.6) to solve all linear programs. All computations were performed on a 64-bit PC with 16 GB RAM
and a quad-core 3.4 GHz processor. All values are averaged
over 40 instances unless otherwise specified. All scale-free
graphs are generated by standard Barabási-Albert model [3]
widely used for simulating networks with realistic topological properties, denoted by BA(d), in which d represents
the average node degree. All random graphs are generated
by standard Erdős-Rényi model denoted by ER(p) where p
represents the probability of existence of an edge between
any pair of nodes [9]. According to the different approaches
adopted for the slave problem, the abbreviations of different
branch and price algorithms are as follows: LR for Linear
Relaxation Approximation, GLR for the combination of the
GMS with LR such that LR is called only when GMS returns
empty set; The optimal dual solution of the master problem
is generated through Interior Point Stabilization (IPS) for
IGMS, ILR, and IGLR. IP (3) is represented by EXACT.
Our benchmark is a heuristic algorithm Genetic Algorithm
(GA), and for the ease of reading, we put the details of GA
in online Appendix C1 . By default, the instances are parameterized as follows: |T | = 10 and |S| = 20, the necessary

(a) BA(2)

(b) BA(3)

(c) BA(4)

(d) ER(0.1)

(e) ER(0.2)

(f) BA(2)

(g) BA(3)

(h) BA(4)

(i) ER(0.1)

(j) ER(0.2)

(k) BA(2)

(l) BA(4)

Figure 3: Scalability: (a)–(e); Optimality: (f )–(j); Robustness: (k)–(l).
skills for each target type and the ones owned by each attacker drawn randomly from S, mis ∼ {1, 2, 3, 4, 5}; pt ∼ [0, 1.0]
and λij ∼ [0, r] where r ∈ [0, 1] is chosen randomly.

7.1

Scalability and Optimality

Runtime. We test different algorithms on 5 types of
networks, and the results are depicted in Figures 3(a)–3(e),
from which we can observe the significant efficiency improvement provided by the branch and price framework. The IPS
procedure and the GMS approach are shown to reduce the
number of iterations of column generation drastically as they
further improve the branch and price framework to scale up
to realistic-sized problems. For example, Figure 1 contains
76 groups and the average degree is 3.4, which is well within
the scalability of IGLR and IGMS.
Defender Utility. We compare the defender utility of
IGLR and IGMS, with EXACT and GA as benchmarks.
The results are illustrated in Figures 3(f)–3(j), from which
we can see that IGLR can achieve an almost optimal solution
which outperforms GA significantly, in accordance with the
theoretical analysis of Theorem 3. The solutions obtained
by IGMS, which also outperform GA, are near-optimal especially for networks with higher connectivity, such as largescale networks of type ER(0.1) and ER(0.2). A tradeoff
between runtime and solution quality is observed for IGMS
and IGLR, as IGMS shows the better scalability while IGLR
obtains the solution with higher quality, however, both of
them outperform the alternatives significantly.

7.2

Robustness

In the real world, the defender’s estimation of target value
pt may not be perfect from attackers’ perspective. Therefore, we analyze the performance of our algorithmic framework under the existence of noise of pt . Let p̄t be the defender’s estimation of pt while pt is drawn uniformly within
p̄t · [1 − δ, 1 + δ]. We compare the defender utility of IGLR

and IGMS under different degrees of uncertainty, with the
near-optimal solution of IGLR, denoted by EXACT* (IP (3)
cannot scale to N = 60), and heuristic solution of GA as
comparison. The results are shown in Figures 3(k)–3(l),
from which a decreasing efficiency is observed for IGLR and
IGMS when δ increases. However, IGLR and IGMS solutions still outperform GA significantly under the existence
of uncertainty of pt , and IGLR can obtain an almost optimal solution even when δ = 0.3, which shows the strong
robustness of our algorithmic framework.

8.

CONCLUSION

For the first time, this paper studies the problem of blocking attacker coalition through efficient allocation of security
resources. This paper provides the following key contributions: 1) We formally define and model coalitional security games. 2) We prove the MAX SNP-hardness of defender’s decision-making problem and NP-hardness of attackers’
decision-making problem. 3) To address the MAX SNPhardness, we propose an exact integer program and provide a
branch and price algorithm, a linear relaxation based column
generation with a constant factor approximation bound, an
interior point stabilization procedure, and a greedy method
to further improve the scalability. 4) Experiments demonstrate that our methods can scale up to realistic-sized instances and achieve near-optimal performance.
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ABSTRACT
Green security – protection of forests, fish and wildlife – is
a critical problem in environmental sustainability. We focus
on the problem of optimizing the defense of forests against
illegal logging, where often we are faced with the challenge
of teaming up many different groups, from national police to
forest guards to NGOs, each with differing capabilities and
costs. This paper introduces a new, yet fundamental problem: Simultaneous Optimization of Resource Teams and
Tactics (SORT). SORT contrasts with most previous gametheoretic research for green security – in particular based
on security games – that has solely focused on optimizing
patrolling tactics, without consideration of team formation
or coordination. We develop new models and scalable algorithms to apply SORT towards illegal logging in large forest
areas. We evaluate our methods on a variety of synthetic
examples, as well as a real-world case study using data from
our on-going collaboration in Madagascar. 1

General Terms
Algorithms, Security

Keywords
Game theory, Multi-Agent Systems

1.

INTRODUCTION

Illegal logging is a major problem for many developing
countries. The economic and environmental impacts are severe, costing up to USD $30 billion annually and threatening
ancient forests and critical habitats for wildlife [18]. As a result, improving the protection of forests is of great concern
for many countries [2, 17].
1
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Unfortunately in developing countries, budgets for protecting forests are often very limited, making it crucial to
allocate these resources efficiently. We focus on deploying
resources to interdict the traversal of illegal loggers on the
network of roads and rivers around the forest area. However,
we must first choose the right security team for interdiction;
there are many different organizations that may be involved
— from local volunteers, to police, to NGO personnel —
each differing in their interdiction effectiveness (individual
or jointly with others), and with varying costs of deployment. This results in a very large number of resource teams
and allocation strategies per team with varying effectiveness
that could be deployed within a given budget. Our challenge
is to simultaneously select the best team of security resources
and the best allocation of these resources.
Over the past decade, game-theoretic approaches, in particular security games, have become a major computational
paradigm for security resource allocation [16, 10]. The subarea of security games relevant to this paper is at the intersection of green security (i.e., protection of forests, fish and
wildlife) [4, 9, 13], and network security games (NSG) (i.e.,
interdiction of adversaries on transportation networks) [7].
However, previous work in these areas suffer from two limitations relevant to our problem. First, they only consider
the tactical allocation of a given team of resources, without considering the more strategic question of how to choose
the right team. Indeed, the fact that the tactical question
is already computationally challenging emphasizes the difficulty of our problem, which requires evaluating the effectiveness of many teams to select the right one. Second,
previous work has mostly failed to consider heterogeneous
teams, with varying individual and joint effectiveness.
To address these challenges we make the following key contributions. First, we introduce Simultaneous Optimization
of Resource Teams and Tactics (SORT) as a new fundamental research problem in security games that combines strategic and tactical decision making and provide a formal model
of a SORT problem in an NSG. Second, at the strategic
level, we introduce FORTIFY (Forming Optimal Response
Teams for Forest safetY), a scalable algorithm for solving
this problem. FORTIFY uses a hierarchical approach to abstract NSGs at varying levels of detail, providing bounds

on the value of different teams of resources to speed up the
search for the optimal team. Third, at the tactical level,
we generalize previous methods for optimizing tactical resource allocation in network security games to account for
heterogenous teams with varying capabilities. Lastly, we
present experimental results on synthetic problems, as well
as problem instances obtained from joint work with NGOs
engaged in forest protection in Madagascar.

2.

MOTIVATING DOMAIN
AND GAME MODEL

Forests in Madagascar are under great threat, with valuable hardwood trees such as rosewood and ebony being illegally harvested at an alarming rate. There is broad interest
in improving forest protection via patrolling from different
groups, e.g., NGOs, the Madagascar National Parks, local
police and community volunteers. However, there is very
limited coordination among these groups. As a result there
is limited attention paid at the strategic level to optimize the
selection of the right team of resources from among these
groups, and the tactical level to optimally allocate the resulting team’s resources. Our model is designed to address
these problems.

Figure 1: Illegal logging in progress in at risk area of Madagascar, images provided by our partnering NGOs working in
the area.
Model: We now describe our model for SORT. At the
tactical level, the decision of how to optimally allocate a
team is a NSG problem. We model the physical space using
a graph G = (N,E), consisting of source nodes s ∈ S ⊂ N ,
target nodes t ∈ T ⊂ N , and intermediate nodes. The
attacker (illegal loggers) acts by traversing a path from a
source si to a target node ti . For illegal logging, the si
may be attacker’s originating villages and ti may be areas
containing valuable trees. Each target node ti has a payoff
value that is domain dependent. Based on the research of
collaborating domain experts in Madagascar, these depend
on the density of valuable trees in a particular area, and the
distance to the coast (for export) and local villages.
Previously models in NSGs assume a defender limited to
homogenous resources with no probability of failure, no joint
effectiveness and the ability to only cover a single edge [6,
15]. This is insufficient to capture the complexities present
in the illegal logging domain, and so we present a new model
of the defender for green NSGs.
The defender conducts patrols in the network to interdict the attacker by placing resources on edges of the graph,
as shown in Figure 2. The defender has K types of resources each of which can conduct a patrol along Lk con-

G(N,E)
Gc
τ (ti )
K
Lk
bk
Pk
B
mk
X = {Xi }
x = {xi }
A = {Aj }
a = {aj }
Ud (Xi , a)
Ua (x, Aj )

Graph representing security domain
Compact Graph representing security domain
Payoff of the ith target ti
Number of defender resource types
Number of edges covered by the kth
resource type
Cost of the kth resource type
Detection probability of resource type k
Total budget for the team
Number of defender resources of type k
Set of defender pure strategies
Defender’s mixed strategy over X
Set of attacker pure strategies
Attacker’s mixed strategy over A
Defender utility playing Xi against a
Attacker utility playing Aj against x

Table 1: Notation and Game Description
si

ti

sj

tj

sk

tk

Figure 2: Pure strategies for the Defender (bold line) and
Attacker (dashed line going from s to t).
nected edges. Multiple environmental factors can cause a
resource to fail in detecting an attacker, such as limited visibility or collusion with the adversaries. We model this using
an interdiction probability Pk for each resource type. The
defender has a total budget B; each resource type has a
cost bk , and a team consists of mk resources of type k for
k = 1 . . . K . Multiple resources placed on a single edge results in a higher probability of detecting the attacker, which
models coordination among resources.
A defender pure strategy Xi is an allocation of all resources in a given team to a set of edges of the graph, satisfying the connectedness and length constraints for each
resource. An attacker pure strategy Aj is any path starting
at a source node sj and ending at a target node tj . Figure 2
shows three attacker pure strategies. Although these strategies take the shortest path from source to target, it is not a
requirement in the game. The allocation of one resource of
size Lk = 2 is shown, which intersects paths i and j. The attacker and defender can play mixed strategies a and x, i.e.,
probability distributions over pure strategies. The probability of detecting an attacker on edge e if the defender follows
a pure strategy Xi , allocating mk,e number of resources of
type k to edge e is given in Equation 1.
P (e, Xi ) = 1 −

YK
1

(1 − Pk )mk,e

(1)

The total probability that a defender pure strategy Xi protects against an attacker pure strategy Aj is given by the
probability intersection function in Equation 2, where we
take the product over all the edges in the attack path.
Y
P (Xi , Aj ) = 1 −
(1 − P (e, Xi ))
(2)
e∈Aj

The attacker obtains a payoff of τ (ti ) if he is successful in reaching a target, and a payoff of zero he is caught.
We assume a zero sum model, so the defender receives a
penalty opposite of the attacker’s payoff. For this zero-sum
game, the optimal defender mixed strategy is the well-known

Algorithm 1: FORTIFY(B,R)
1: Λ ← getTeams(B,R), Λc = ∅, Λr = ∅, Λ∗ = ∅
2: for each λ ∈ Λ:
3:
λ.value ← Compact Layer(λ)
4:
Λc ← Λc ∪ {λ}
5: repeat:
6:
λmax ← arg maxλ.value (Λc ,Λr ,Λ∗)
7:
if (λmax ∈ Λ∗) return λmax
8:
else: λ.value ← NextLayer(λmax )
9:
ΛN extLayer ← ΛN extLayer ∪ {λmax }

minimax strategy. The game value is denoted F (λ), and is
function of a team of resources λ selected from some set of
resources R. The strategic aspect of the SORT problem can
be formulated as the optimization problem in Equation 3,
where the utility F (λ) is maximized subject to budgetary
constraints.
(
)
X
max F (λ) :
bk ≤ B
(3)
λ⊂R

k∈λ

Theorem 1 The SORT problem is NP-Hard even if we can
evaluate F (λ) in constant time. The proof uses a reduction
to knapsack. All absent proofs are located in the appendix.2

3.

FORTIFY:
THE HIERARCHICAL SEARCH

In NSGs F (λ) is computationally difficult to calculate,
because it requires finding the optimal tactical allocation to
assess the utility of a given team λ. Since there are exponentially many possible teams, the sequential approach of evaluating F (λ) exactly for every team and picking the best one
is impractical. Instead, in our approach to SORT, we integrate the analysis of the strategic and tactical aspects of the
problem to search the space of teams much more efficiently.
We use fast methods to quickly evaluate upper bounds on
the utilities for specific teams. Using these bounds we select
the most promising team to evaluate in more detail, iteratively tightening the bounds as the search progresses until
the optimal team is identified.
FORTIFY uses a three layer hierarchical representation
NSG to evaluate the performance of teams at different levels
of detail. Starting from the full representation of the game,
each layer abstracts away additional details to approximate
the game value F (λ). We call the bottom later without any
abstraction the Optimal Layer, the Reduced Layer is in the
middle, and the Compact Layer is the most abstract.
FORTIFY is described in Algorithm 1 and Figure 3. Initially (line 1), we enumerate all teams Λ, that maximally
saturate the cost budget B (so that no additional resources
can be added to the team). Each team λ ∈ Λ proceeds
through the layers of the hierarchy by being promoted to
the next layer; the first team to make it through all layers
is the optimal team. When a team is promoted to a new
layer, it is evaluated to compute a tighter upper bound on
the value based on the abstraction specified for that layer.

start

Compact
Layer

Λ

Promote

λ

Λr

Optimal
Layer

λ

Λ∗

λ

Done

Max:

Figure 3: Flowchart for the FORTIFY. Λ is the initial set
of teams. Λc , Λr and Λ∗ are the sets of teams which have
passed through the compact, reduced and optimal layers.
After all teams pass through the compact layer one team
(with max value) is promoted at each step.

At the start of the algorithm we have no information on
the team values, so each team is evaluated and ordered based
on the Compact Layer (line 2-3). Next, the team with the
highest bound is promoted to the Reduced Layer (line 9).
This team can then be again promoted to the Optimal Layer
or another team can be promoted to the Reduced Layer. The
next team to be promoted is always the one with the highest
current upper bound on the value, regardless of which layer
it is in. When a team is evaluated in the Optimal Layer we
know the true value of the team, so if this value is higher
than the upper bounds on all remaining teams this team
must be optimal (line 8), and the algorithm terminates.

4.

OPTIMAL LAYER

We first introduce the optimal layer of FORTIFY in order
to explain how the full NSG is solved. This step is computationally expensive as there are an exponential number of
attacker and defender strategies and explicitly enumerating them all in computer memory is infeasible. Incremental
strategy generation addresses the first challenge, allowing
us to obtain the optimal defender mixed strategy without
enumerating all pure strategies [12]. This approach decomposes the problem into (1) master MiniMax linear program
(LP) and (2) oracles for the defender and attacker which
incrementally generate pure strategies to add to the current
strategy space via a separate optimization problem. The
master LP computes a solution restricted to the set of pure
strategies generated by the oracles. The steps are shown
in Algorithm 2. The formulation for the MiniMax LP is
standard, but we provide new formulations for both oracles.
The key novelty in our work is that the model complexities
imply that we have a non-linear optimization problem to
solve in both oracles; we address this by constraining the
variables to be binary valued, and we take advantage of efficient constraint programming methods in commercial tools
like CPLEX.
Minimax: The game value is computed (line 3) by solving for the minimax strategy using a LP formulation (4).
The inputs are the current set of attacker and defender pure
strategies, A and X and the outputs are the game utility
Ud∗ , and mixed strategies, x and a. Ud (x, Aj ) is the defender
utility playing x against the pure strategy Aj .
max
∗
Ud ,x

2
Supplemental material and proofs are available at
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Λc

Reduced
Layer

Ud∗

s.t.

Ud∗ ≤ Ud (x, Aj )

∀j = 1 . . . |A|

(4)

Defender Oracle: The defender oracle returns the best re-

sponse strategy Xi to add to the MiniMax LP. The objective
is to maximize the utility expressed in Equation (5), given
an input distribution a over the current attacker strategies
A, where aj the probability of attacker taking path Aj .
Ud (Xi , a) = −

X
j

aj (1 − P (Xi , Aj ))τ (tj )

(5)

A pure strategy implies a single allocation of the given team’s
resources. Resources are allocated by setting the binary decision variables λkm,e ∈ {0, 1} which corresponds to the mth
resource of type k being allocated to edge e. Our contributions formalize the constraints needed to accommodate
arbitrary path coverage as wellX
as failure probability. Path
= Lk and in Equaconstraints are enforced with
λk
e m,e
tions (6-7). Equation (6) ensures every allocated edge is
connected to at least one other edge. Since the number of
nodes in any path of length Lk should be Lk + 1, Equation
(7) counts the number of nodes which are either a source or
target of allocated edges, making sure not to double count
nodes which belong to multiple edges. λkn,m ∈ {0, 1} and
equals 1 if a node n is the source or target of any allocated
edge λke,m = 1.
λkm,e ≤

X

λkm,e1 +

e1∈in(ns )

λkm,e ≤ λkm,n

X

λkm,e2

ns ←source(e)
nt ←target(e)

if Lk ≥ 1 (6)

e2∈out(nt )

s.t. n ← ∨source(e)
target(e)

X

λkm,n = Lk + 1 (7)

n

Attacker Oracle: The attacker oracle computes a best response strategy Aj which maximizes his utility (Equation
8), playing against the defender mixed strategy x. An optimization problem in the form of (8-9) is solved for each
target tj ; the best path for each target is computed and the
target with the highest utility is chosen. The decision variables γe ∈ {0, 1} are binary and correspond to edges e ∈ Aj .
X
Ua (x, Aj ) =
xi (1 − P (Xi , Aj ))τ (tj )
(8)
i

X

γe = 1;

e∈out(s)

X

γe = 1;

e∈in(t∗)

X

γe =

e∈in(n)

X

γe

n6=source
n6=target

(9)

e∈out(n)

Exactly solving the Attacker Oracle is computationally
expensive. Therefore, in line 6, we introduce a new Linear
Attacker Oracle approximation to quickly generate an approximate best response. Here the probability intersection
function is approximated with an additive linear function,
given in equation 10, so we can write the oracle as an LP.
Algorithm 2: Optimal Layer(λ)
1: Initialize X, A
2: do:
3:
(Ud∗ ,x, a) ← MiniMax(X, A)
4:
X ← DefenderOracle(a)
5:
X←X∪{X}
6:
Aj ← LinearAttackerOracle(x)
7:
if Ua (x, Aj ) - Ua (x, a) ≤  then
8:
Aj ← AttackerOracle(x)
9:
A ← A ∪ { Aj }
10: until convergence then return (Ud∗ ,x)

Algorithm 3: CompactGraph(G(N,E))
1: for each si ∈ N , tj ∈ N :
2:
{Ej } ← mincut(si ,tj )
3:
for each e ∈ Ej :
4:
Ac ←ShortestPath(si , e, tj )
5:
Ac ← Ac ∪ {Ac }
6:
N c ← N c ∪ newNode(Ac )
7: for each Aci ∈ Ac , Acj ∈ Ac :
8:
wi,j ← D(i, j)
9:
Gc ← newEdge(i, j, wi,j )
10: return Gc

(In the attacker oracle, the value of P (e, Xi ) does not need
to be approximated, as it does not depend on attacker’s decision variables, but rather on defender’s variables and thus
is calculated outside the attacker oracle.)
P (Xi , Aj ) =

X

P (e, Xi )

(10)

e∈Aj

In the event that the approximation steps fail to generate
a strategy that increases the oracle’s expected utility (line
7), the oracle computes the optimal solution as a final step
(line 8) to ensure that the algorithm converges to the true
game value.

5.

COMPACT LAYER

The compact layer uses an abstract representation of the
game model which reduces the problem in two ways: (1)
the attacker is restricted to using only a subset of possible
paths, (2) the defender chooses to allocate resources directly
to attacker paths rather than edges in the graph.
Formally, the compact layer constructs a new graph
Gc (N c , E c ) in Algorithm 3, where the attacker paths are
represented by nodes N c of the graph. We describe this using an example, transforming part of the graph from Figure
2 into it’s compact representation in Figure 4. To choose
the subset of attacker paths, for each source-target pair of
nodes we (1) calculate the min-cut for each target, and (2)
find the shortest possible paths from source to target that
go through each of the min-cut edges (lines 1-6). The three
attacker paths Ai , Aj and Ak in Figure 2 are among several calculated from the min-cut of the graph. These three
paths become nodes i, j, and k respectively, in part of the
new compact graph. In order for a resource to cover paths
i and j it’s path coverage Lk must be at least as large as
the minimum separation distance between the paths, plus
any edges required to intersect the paths. We define this as
D(i, j), which is 3 for the example in Figure 2. Edges are
added between any nodes i and j with weight D(i, j), equal
to the Lk required to cover both corresponding paths. These
distances are calculated using Dijkstra’s algorithm, and no
edges are added between two nodes if the distance is greater
than the largest path coverage of any defender resource.
The defender can choose to cover any subset of nodes in Gc
with a resource of type k as long as the induced subgraph
has the property that (1) the subgraph is fully connected
and (2) all edges have weight less than Lk . For example,
the three paths in Figure 4 (i-j-k) can be all covered by a

Algorithm 4: Compact Layer
1: Gc ← CompactGraph(G(N,E))
2: Initialize mixed strategy a ← Uniform(Ac )
3: do:
4:
Xic ← CompactDefenderOracle(a)
5:
Xc ← Xc ∪ {Xic }
6:
(x, a) ← MiniMax(Xc , Ac )
7: until convergence Ud (Xic , a) - Ud (x, a) ≤ 
8: return Ud (x, a)

The Reduced Layer uses the same restricted strategy space
for the attacker as the Compact Layer. However, the defender uses the original, unrestricted strategy space to allocate resources. While the reduced layer is more difficult
to solve than the compact layer, it allows us to iteratively
tighten the upper bounds and avoid more computation in
the Optimal Layer. The evaluation of teams in this layer
follows Algorithm 5. We additionally reduce the computation effort spent in this layer by warm starting the attacker’s
mixed strategy with the solution from the compact layer.

resource of size 4. If the defender has a resource of size 3,
she can only cover paths (i-j) or (j-k).
The compact layer solves this abstract representation of
the game for a single team. The problem is decomposed into
master MiniMax and a single Defender Oracle. There is no
oracle for the attacker, as the attacker’s strategy space is
enumerated using the compact graph and fixed at the start
of the algorithm. The game value is calculated using Algorithm 4. The compact graph and subset of attacker paths
are first generated (line 1). The attacker’s mixed strategy is
initialized with a uniform distribution (line 2). The compact
defender oracle continuously adds strategies to the master
LP until the defender’s value cannot be improved. Convergence occurs when the oracle can no longer find a strategy
to add that will improve the defender’s utility (line 7).
Compact Defender Oracle The same objective function
(Equation 5) is maximized, however the constraints are modified to reflect the compact game representation. P (Xi , Aj )
is linearly approximated by Equation 11 and is capped at 1.
Here, we want to conservatively over-estimate the defender’s
interdiction probability to ensure that the compact layer returns an upper bound. Therefore, when a defender resource
covers a node in Gc , we assume that the corresponding attacker path is interdicted by the entire entire patrol of length
Lk of that resource. The probability of catching the attacker
on the compact graph is set to (1 − (1 − Pk )Lk ).The defender
chooses to allocate the mth resource of type k to a node nj
corresponding to attacker path Aj by setting the decision
k
∈ {0, 1}.
variables ηj,m

7.

EVALUATION

We present four sets of experimental results: (1) We evaluate the scalability and runtime performance of FORTIFY
on several classes of random graphs. We benchmark with
a sequential search which sequentially evaluates enumerated
teams with cost saturating the budget. (2) We also evaluate
the impact of the initial compact layer on the runtime by
comparing the runtimes of FORTIFY with and without the
compact layer. (3) We investigate the benefit of optimizing
team composition as well as the diversity of optimal teams
and (4) we demonstrate that FORTIFY can scale up to the
real world by testing performance on a case study of Madagascar using real graph data. All values are averaged over
20 trials. The experiments were run on a Linux cluster with
HP-SL250, 2.4 GHz, dual-processor machines. We use the
following graphs:
(1) Grid graphs Labeled Gw,h,s,t consist of a grid with
width w, height h, sources s, targets t and nearest neighbor
connections between nodes. We define start and end points
for the attacker, with sources located at one end and targets
at another.
(2) Geometric graphs provide a good approximation of
real road networks [3] allowing us to model the networks of
villages and rivers in forest regions. n nodes are distributed
randomly in a plane and are connected based on their distance which determines the density d of the graph. We label
them Rn,s,t,d .

7.1
P (Xi , Aj ) =

X

k
Pkc ηj,m

k
k
D(i, j)ηi,m
ηj,m

≤ Lk

(11)

Lemma 1 Playing against the same attacker strategy, the
Optimal Defender Oracle’s strategy space is a subset of the
Compact Defender Oracle strategy space.
Lemma 2 If the Compact Oracle strategy space contains
the full strategy space of the DefenderOracle, then the game
value of the Compact Layer will always upper bound the true
game value.

6.

REDUCED LAYER
i
Figure 4:
Compact Graph
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j
4

3
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Scalability

We first evaluate the performance of FORTIFY using two
sets of resource types, and target values of 50. Each set
contains 4 resource types, with varying costs of b={5, 6, 7, 8}.
The first set of resource types Λ1 have varied path coverages L1={1, 2, 3, 4} and constant detection probability P 1 =
{1, 1, 1, 1} while the second set Λ2 has constant path coverage L2={2, 2, 2, 2} and varied detection probabilities P 2 =
{0.5, 0.6, 0.7, 0.8}. Experiments that did not terminate in 3
hrs were cutoff and are shown as missing bars. Figure 5 show
the runtimes for our algorithms run on both graph types for
Algorithm 5: ReducedLayer
2: Initialize mixed strategy a ← CompactLayer(Ac )
3: do:
4:
Xic ← DefenderOracle(a)
5:
Xc ← Xc ∪ {Xic }
6:
(x, a) ← MiniMax(Xc , Ac )
7: until convergence Ud (Xic , a) - Ud (x, a) ≤ 
8: return Ud (x, a)
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Figure 5: Runtime scalability comparing FORTIFY against
Sequential and No-Compact method. (a) Λ1 teams on a
G5,20,5,5 graph. (b) Λ2 teams on a G4,4,4,4 graph. (c) Λ1
teams on a R70,5,5,0.1 graph. (d) Λ2 teams on a R25,4,4,0.1
graph.

both Λ1 and Λ2 teams. The budget varies on the x-axis and
the runtime is shown on the y-axis in log scale. FORTIFY
consistently outperform the sequential method; on both the
grid and geometric graphs. FORTIFY performs particularly
well on the grid graphs, and scaling past budgets of 25 while
all instances of the sequential search were cut off. We observe a peak in the runtime for teams with perfect detection
probability in 5 (a) and (C) around a budget of 20-25, which
is due to the deployment vs saturation phenomenon which
occurs in these types of network models [8].
Removing the Compact Layer: We also compare the
performance of FORTIFY with and without the compact
layer in Figure 5. It is apparent that this layer is crucial to
the performance of the algorithm, particularly for the grid
graphs in parts (a-b) as FORTIFY without the compact
layer performs almost as poorly as the sequential method.
In fact, removing the compact layer can cause FORTIFY to
perform worse than the sequential method for small budgets
due to the overhead required for the approximation.

7.2

7.3

Real World :
Madagascar Protected Forests

We demonstrate the ability of FORTIFY to scale up to
real world domains, evaluating the performance on a network constructed from GIS data of at-risk forest areas in
Madagascar. We present the following model which was
built working closely with domain experts from NGOs.

3

c)

25

Sequential

Team Composition

We demonstrate the value of optimizing over team composition by looking at the loss in game value incurred by
playing a uniform random team which saturates the budget.
Games are played on G4,4,4,4 and R25,4,4,0.1 graphs with
target values of 50. The results are shown in Figure 6 with
budget on the x-axis and game value on the y-axis. As
expected, the game value decreases with budget as we form
larger teams, however the relative benefit increases as well,
with almost a 300% loss in solution quality at budgets of 25
without our team optimization algorithm. This is due to the
increase in the space of possible teams which can be formed,
making it more likely to form a suboptimal team.

Graph: Figure 1 shows the road and river networks used
by the patrolling officers, as well as the known routes taken
by groups of illegal loggers. We used this to build the nodes
and edges of our network. Edges correspond to distances
of 7-10 km. 10 target locations were chosen by clustering
prominent forest areas. 11 villages in the surrounding area
were chosen as sources. Several domain experts identified
the risk level and level of attractiveness for logging, based
on the size of the forest, the ease of access and the value of
the trees. Using this information we assigned values ranging
from 100 to 300 to each of the targets.
Resources: Communal policemen and local volunteers
conduct patrols in the forest. A typical patrol covers 20 km
in a day and patroller can conduct two types of patrols, a
short patrol covering 2 edges and a long patrol covering 3
edges. Based on expert input, we assign the detection probability for communal police as 0.9 for short patrols and 0.8
for long patrols; and for volunteers, 0.7 for short patrols and
0.6 for long patrols. The lower probabilities for volunteers
are because they must call backup for interdiction, which
may allow the adversary to escape. Thus, in total we have 4
resource types available L = {2, 3, 2, 3}, P = {0.7, 0.6, 0.9, 0.8}.
The costs are proportional to the salaries patrollers receive
for a day of patrolling b = {5, 5, 8, 8}.
Experiment: The runtime experiments are shown in Table 2 for increasing budgets. Data is averaged over 20 runs.
FORTIFY can scale up to real world networks, able to handle both the large graph size and number of source and target nodes, even for large budgets. The value of performing
this optimization is shown in Figure 7 with the solution quality (game value) on the y-axis and budget on the x-axis,
where we compare the optimal game value to the average
value achieved by randomly generated teams.

8.

CONCLUSION AND RELATED WORK

We study a fundamentally new problem in Security Games–
SORT. This new problem addresses the environmental pro-

GameValue

FORTIFY

0
Optimal-Grid
Uniform-Grid
Optimal-Rand
Uniform-Rand

−20

10

15
20
Budget

25

Figure 6: Team optimization comparison. Teams have 6 resource types, and vary both edge coverage L={2, 2, 5, 3, 3, 6},
and detection probability P = {0.7, 0.9, 0.7, 0.6, 0.6, 0.6}
with costs b = {5, 8, 10, 5, 8, 10}.
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Table 2:
Runtime on
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Figure 7: Team optimization on Madagascar Graph

[9]

[10]

tection challenge of optimal investment and deployment of
security resource teams. We use the rising threat of illegal logging in Madagascar as a motivating domain where
we must work with a limited budget to coordinate and deploy such teams. To address this problem, we develop FORTIFY, a scalable solution addressing both aspects of the
SORT problem, with the ability to both model and solve
real world problem instances. FORTIFY provides a valuable tool for environmental protection agencies.

[11]

We have already discussed the shortcomings of related
work in security games earlier. In addition, there is significant research in team formation in multiagent systems,
e.g., in network configuration [5], board gameplay [14] fantasy football [11] and multi-objective coalition [1]). However, that work fails to security resource allocation at the
tactical level.

[13]

[12]

[14]
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ABSTRACT
Several models have been proposed for Stackelberg security
games (SSGs) and protection against perfectly rational and
bounded rational adversaries; however, none of these existing models addressed the collusion mechanism between
adversaries. In a large number of studies related to SSGs,
there is one leader and one follower in the game such that
the leader takes action and the follower responds accordingly. These studies fail to take into account the possibility of existence of group of adversaries who can collude and
cause synergistic loss to the security agents (defenders). The
first contribution of this paper is formulating a new type of
Stackleberg security game involving a beneficial collusion
mechanism among adversaries. The second contribution of
this paper is to develop a parametric human behavior model
which is able to capture the bounded rationality of adversaries in this type of collusive games. This model is proposed
based on human subject experiments with participants on
Amazon Mechanical Turk (AMT).

Categories and Subject Descriptors
H.4 [Security and Multi-agent Systems]:

General Terms
Algorithms, Experimentation, Security

Keywords
Game Theory, Stackelberg Security Games, Human Behavior Models, Collusion

1.

INTRODUCTION

Security agencies including the US Coast Guard (USCG),
the Federal Air Marshal Service (FAMS) and the Los Angeles Airport (LAX) police are several major domains that
have been deploying Stackelberg security games (SSGs) and
related algorithms to protect against adversaries strategically [12]. The security games introduced in these domains,
mostly, include two players: a defender and an adversary.
The interaction between the defender and the attacker was
modeled as a single-shot game and the attacker was defined
Appears in: Proceedings of the 15th International Conference on Autonomous Agents and Multiagent Systems (AAMAS 2016), John Thangarajah, Karl Tuyls, Stacy Marsella,
Catholijn Jonker (eds.), May 9–13, 2016, Singapore.
Copyright c 2016, International Foundation for Autonomous Agents and
Multiagent Systems (www.ifaamas.org). All rights reserved.

as a perfectly rational player. A major characteristic of this
class of SSGs is that, they are sequential. In other words,
one player (the leader or the defender) commits to a strategy which can be observed by the other player (the follower
or adversary) before choosing his own strategy.
There are different variations of the SSGs in literatures.
As an example, to address the idea that the leader might
be uncertain about the types of adversary that might attack (known as Bayesian Stackelberg games), an efficient
exact algorithm is proposed in [11] to develop the optimal
strategy for the leader. As an another example, repeated
interactions of defender and the adversary is studied in [7].
This type of game is famous in the wildlife security domain
and fisheries protection. In this game the defender deploys
new patrolling strategies periodically and the adversary observes these strategies and responds accordingly. [5] and
[15] propose models and algorithms against boundedly rational adversaries using behavioral models such as quantal
response (QR) [16] and subjective utility quantal response
(SUQR) [10] to model human adversaries. In protecting
wildlife domain which is an active area of research in security game, preventing the poachers from hunting animals in
forest area by effieviently and strategically patrol allocation
is vital. In [3] and [2] Green security games are introduced,
algorithms and field optimization techniques for planning effective sequential defender strategies are proposed to tackle
the problem of protection of endangered animals and fish
stocks.
In wildlife protection domain, international illegal trade
is increasing incredibly and based on the estimations, it
is worth at least $5 billion, annually. The main types of
wildlife commodities that are subject to these illegal trades
include elephant ivory, rhino horn, tiger parts and caviar, to
name a few. These activities have the potential to introduce
several threats to the national security and evironment arround the world. Biodiversity loss, potential extinctions,
introduction of invasive species and desease transmission
into healthy ecosystems, all can impact the environment adveresly. In addition to that, some connections have been observed among wildlife trafficking, organized crime and drug
trafficking which means that poor law enforcement, poor patrol scheduling or corrupt rangers at wildlife sources, corrupt
governments at transit countries and porous borders can all
threaten the national security [14]. Despite the evidence of
illegal exchange between different groups of criminals, the
destructive synergistic effect of collusion among adversaries
is unexplored in related literature in security game domain.
To combat this illegal wildlife trade, exploitation and col-

laboration among criminals and adversaries, this papers addresses a new type of security game in which there are three
players, one defender, who is the leader, and two adversaries
who are the followers and have the option of collusion with
each other. Each adversary has access to his own targets but
he can team up with another adversary to share all of the
pay-offs with him. Each of these adversaries can be a representative for either a poacher who is directly hunting in the
field or a trader who is illegally exchanging the animals or
financing other illegal commodities via animal trafficking.

2.

COLLUSIVE SECURITY GAME

In this section, a detailed analysis of the collusive security
games for rational adversaries is presented.

2.1

Collusive game model: Tertiary case

A generic security game problem as a normal form Stackelberg game has two players, a defender and an attacker.
In the collusive form of the game which we study in this
paper, there can be one defender, Θ, and more than one
attacker, Ψ1 ,...,ΨN , where N is the total number of attackers and similar to normal Stackelberg games, defender is the
leader and attackers are the followers. In this subsection, we
focus on the zero-sum games with one leader and two followers, such that followers can attack separate targets, but
they have two options: i) attack their own targets individually and earn pay-offs independently or ii) attack their own
targets individually but collude with each other and share
all of the pay-offs equally. Attackers pay-off are not identical in the two above mentioned cases. There are some extra
bonus reward, , for collusive attacking that can motivate
the adversaries for collusion.
To discuss this more precisely, let T = {t1 , ..., tn } be a set
of targets that may be attacked by adversaries such that T1
is a subset of targets available to the first attacker and T2 is
a subset of targets available to the second attacker, where
T2 = T − T1 . The defender has m resources to cover the
targets. Depending on whether a target is covered by the
defender, two different cases might happen at each target.
For the game with two adversaries, there two targets that
are attacked by the adversaries, so four different situations
might happen in total. Table 1 summarizes the players’
pay-off in all possible cases when the attackers are attacku
u
(t2 ) indicates the defender’s
ing individually. UΘ
(t1 ) and UΘ
pay-off at uncovered targets t1 and t2 attacked by attacker
c
one, Ψ1 , and attacker two Ψ2 , respectively. Similarly, UΘ
(t1 )
c
and UΘ (t2 ) indicates the defender’s pay-off for the case of
u
u
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2
of attackers, Ψ1 and Ψ2 , at uncovered targets t1 and t2 , rec
c
spectively. Likewise, UΨ
(t1 ) and UΨ
(t2 ) indicates the at1
2
tackers’ pay-off for the case of covered targets. If attackers
Table 1: Pay-offs for individual attacks
Attackers: Ψ1 , Ψ2
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collude with each other they will share all of their achievements fifty-fifty. Additionally, they will achieve a bonus re-

ward, , per any uncovered attack by them. As we assumed
a zero-sum game, this bonus value will be deducted from
the defender’s pay-off. Table 2 summarize the adversaries
and defender pay-offs in all possible situations when attackers are colluding. In more details, in both Tables 1 and 2,
the first row indicates the pay-offs for the successful attacks
by both adversaries. The second and third rows show the
pay-offs for the situations that only one of the attackers succeeds and the last rows indicates the case of failure for both
attackers.
Table 2: Pay-offs for collusive attacks
Each attacker: Ψ1 or Ψ2
Defender: Θ
u
u
u
u
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The coverage vector, C, gives the probability that each
target is covered, ct , and the attack vector A gives the probability of attacking a target, which we restrict to attack a
single target with the probability 1 (With this assumption
SSE solution still exists [8].). For a given coverage and attack
vector, expected utility of the defender is shown in Equation
1 and for a given coverage vector, the expected utility of the
defender, at each target, is shown in Equation 2. By replacing Θ with Ψ, the same notation applies for expected
utility of the attacker. The attack set, Γ(C), is also defined
in Equation 3 which contains all targets with the maximum
expected utility for the attackers given coverage vector C.
X
c
u
UΘ (C, A) =
at .(ct .UΘ
+ (1 − ct )UΘ
)
(1)
t∈T

UΘ (t, C) =
Γ(C) =

2.2

c
u
ct .UΘ
+ (1 − ct )UΘ

(2)
0

{t : UΨ (t, C) ≥ UΨ (t , C)

0

∀t ∈ T }

(3)

ERASER based solution for generating the
optimal defender strategy

The ERASER algorithm, proposed in [8], takes a security
game as input and solves for an optimal defender coverage
vector corresponding to a SSE strategy through a mixed integer linear program (MILP). The original formulation was
developed for SSGs including one defender and one adversary. Using the same idea, we developed a new form of
MILP which solves for an optimal defender coverage vector
in presence of collusion between two adversaries, presented
in Equation 4-20. In all of the equations, nc stands for not
colluding cases and c stands for colluding cases. Equation
c
5 defines the integer variables anc
t , at are, respectively, attackers’ actions for when they do not collude and when they
collude. α1 and α2 are decision variables that indicate each
adversary’s decision for collusion and β is the decision made
in the game based on α1 and α2 . Meaning that, if both adversaries are inclined to collude, then β will be equal to 1.
Equation19 and 20 enforce this constraint. Equations 6 and
7 along with 5 forces that attack vector to assign a single
target probability 1. Equation 8 forces that coverage vector
to probabilities in range [0, 1] and Equation 9 restricts the
coverage by the number of the defender resources. Equations 10 and 11 indicate the defender expected utilities in
colluding and not colluding cases. In equations 12 to 18, Z

is a large constant relative to the maximum pay-off value.
Equation 12 and 13 define the defender’s expected pay-off,
contingent on the target attacked when attackers are not
colluding and colluding, respectively. Equation 14 and 15
defines the expected utility of the attackers in colluding and
non-colluding situations.
max
c
anc
t , at , α1 , α2 , β ∈
X nc
ati =

d

(4)

{0, 1}

∀t ∈ T1 ∪ T2 (5)

1

i = 1, 2

(6)

1

i = 1, 2

(7)

ti ∈Ti

X

acti =

ti ∈Ti

X

ct ∈

[0, 1]

ct ≤

m

∀t ∈ T1 ∪ T2

(8)
(9)

t∈T

∀ti ∈ Ti ,

i = 1, 2 :

nc
UΘ
(t1 , t2 , C) =

UΘ (t1 , C) + UΘ (t2 , C) (10)

c
UΘ
(t1 , t2 , C) =

UΘ (t1 , C) + UΘ (t2 , C)−
(1 − ct1 ) − (1 − ct2 ) (11)

nc
d − UΘ
(t1 , t2 , C) ≤

nc
(1 − anc
t1 )Z + (1 − at2 )Z
+ βZ
(12)

c
d − UΘ
(t1 , t2 , C) ≤

(1 − act1 )Z + (1 − act2 )Z
+ (1 − β)Z

(13)

nc
UΨ
(ti , C) =
i

UΨi (ti , C)

(14)

c
UΨ
(ti , C) =
i

UΨi (ti , C) + (1 − cti ) (15)

nc
0 ≤ kinc − UΨ
(ti , C) ≤
i
c
0 ≤ kic − UΨ
(ti , C) ≤
i

(1 − anc
ti )Z

(16)

(1 − acti )Z

(17)

i = 1, 2 :
1
−αi Z ≤ kinc − (k1c + k2c ) ≤ (1 − αi )Z
2
β≤
(α1 + α2 ) ≤

(18)

αi

(19)

β+1

(20)

Equation 16 and 17 constrain the attackers to select a strategy in attack set of C in each situation. So the last four constraints are mutual best responses of defender and attacker
in either colluding or non-colluding situations. Equation 18
forces each attacker to make his decision based on comparing the shared pay-off in collusion and his individual pay-off
for non-colluding situation.
To formalize the solution concept further, the leader choose

a strategy first, then given this strategy the followers play a
Nash equilibrium. Ties between equlibria are broken as:
1. Equilibria with β = 1 are chosen over equlibria in
which β = 0 if both followers obtain strictly higher
utility in the β = 1 equilibrium.
2. In all other cases, the followers break ties in favor of
the leader.
Given this, the leader’s strategy is chosen to maximize his
utility.
THEOREM 1. Any solution to the above MILP is an
equilibrium of the game.
PROOF. We start by showing that the followers play a
Nash equilibrium. Let (a∗ti , αi∗ ) be the action of one of the
followers produced by the MILP where ti is the target to
attack and αi is the decision of whether to collude. Let
(ati , αi ) be an alternative action. We need to show that the
follower cannot obtain strictly higher utility by switching
from (a∗ti , αi∗ ) to (ati , αi ).
If αt∗i = αti , then Equations 16 and 17 imply that ati
already maximizes the follower’s utility.
If, αt∗i 6= αti then Equations 18 implies that (a∗ti , αi∗ )
yields at least as much utility as (ati , 1 − αi∗ ), for the ati
which maximizes the follower’s utility given that they make
the opposite decision about collusion. So, (a∗ti , αi∗ ) yields at
least as much utility as (ati , αi ) as well.
Lastly, we need to verify that the two tie-breaking rules
are respected. For the first, note that in Equation 18, both
followers compute the utility for collusion assuming that the
other will also collude. So, if follower i would be best off in an
equilibria with β = 1, the MILP requires that αi = 1. This
implies that if both followers receive strictly highest utility
in an equilibrium with β = 1, both will set α = 1 as required.
In all other cases, the objective is simply maximizing d, so
ties will be broken in favor of the defender.
The following observations and propositions hold for the
games with symmetric reward distribution between the two
adversaries.
OBSERVATION 1. The defender’s main strategy is to
break the collusion between them by enforcing an imbalance
in resource allocation on both sides.
In other words, theP
optimal solution satisfy θ 6= 0 where
θ = |x1 − x2 |, xi =
ti ∈Ti cti is the resource fraction on
side of the attacker i such that x1 + x2 = m for the case of
two adversaries in the game. This approach put one of the
attackers in a better situation so he refuses to collude.
To analyze the effect of the imbalance in resource allocation on defender expected pay-off, we added another
constraint to the MILP formulation shown in Equation 21.
With this constraint, we will be able to keep the resource
imbalance at an arbitrary level, δ. For the case of symmetric
reward distribution, WLOG, we can fix the first attacker to
be the one who receives higher payoff and simply linearize
the following equation; however generally, we can divide the
equation into two separate linear constraints.
|k1nc − k2nc | =δ

(21)

OBSERVATION 2. By varying the δ, one of the following cases can happen:
1
1. For δ < δ ∗ , kinc − (k1c + k2c ) < 0 for both attackers
2
and consequently αi = 1 for i = 1, 2. In other words,

the defender is not able to break the collusion between
the attackers and β = 1.
1
2. For δ = δ ∗ , k1nc − (k1c + k2c ) = 0 for one of the at2
1
tackers and k2nc − (k1c + k2c ) < 0 for the other one, so
2
consequently α1 can be either 0 or 1 and α2 = 1. In
this case, the followers break ties in favor of the leader,
so α1 = 0 and β = 0.
1
3. For δ > δ ∗ , k1nc − (k1c + k2c ) > 0 for one of the attack2
ers and consequently α1 = 0. For the other attacker
1
k2nc − (k1c + k2c ) < 0 and α2 = 1. In other words,
2
the defender is able to break the collusion between the
attackers and β = 0.
PROPOSITION 1. The switch-over point, δ ∗ , introduced
in the observation 2 is lower bounded by 0 and upper bounded
by 2.
PROOF. Using Equation 16, we know that at any target
nc
ti , kinc ≥ UΨ
(ti , C). If we assume that the attacker attacks
i
target tci with coverage ccti by adding and subtracting a term
as (1 − ccti ), we can conclude that kinc ≥ kic − (1 − ccti ).
Consequently, k1c + k2c ≤ k1nc + k2nc + (1 − cct1 ) + (1 − cct2 ).
On the other hand, according to observation 2.2, at δ = δ ∗ ,
1
we have k1nc − (k1c + k2c ) = 0. Combining these last two
2
equations, we will get (k1nc − k2nc ) ≤ (1 − cct1 ) + (1 − cct2 )
. The LHS is equal to δ ∗ and the RHS can be rearranged
as 2 − (cct1 + cct2 ), so we will have δ ∗ ≤ 2 − (cct1 + cct2 ).
Given the fact that coverage at each target is in range [0, 1],
the upper bound for −(cct1 + cct2 ) will be zero. Finally, by
aggregating these results, we can conclude that δ ∗ ≤ 2.
Following the same analysis, the lower bound for δ ∗ can be
nc
found starting from k1c +k2c ≥ k1nc +k2nc +(1−cnc
t1 )+(1−ct2 )
and as a result, 0 ≤ δ ∗ .
Given the facts presented in Proposition 1, by enforcing an
imbalance of maximum 2, the defender will be able to break
the collusion. These bounds can be tighter, if we have more
information about the distribution of reward at targets. For
instance, if reward distribution over targets is close enough
to uniform distribution, then the average coverage on each
side will be c̄t1 = 2xn1 and c̄t2 = 2xn2 , where x1 and x2 are
fraction of resources assigned to each side and there are n2
targets on each side. As a result, −(cct1 + cct2 ) ' −(c̄t1 + c̄t2 ).
So we will be able to find an approximate upper bound of
2(1 − m
), where m = x1 + x2 . These results also implies
n
, the less imbalance in resource
that the larger the ratio of m
n
allocation needed to break the collusion. In human subject
experiments that will be discussed in the next section, we
also observed that the wider the range of rewards over targets, the harder we can break the collusion among attackers.

3.

to describe the human adversary behavior in security games
in presence of collusion.

3.1

Game Interface Design

In our game, human subjects are asked to play the role
of a poacher in a national park in Africa. There are different number of hippopotamus distributed over the park
which indicates animal density distribution over the area.
The entire park area is divided into two sections (right and
left) and each human subject can only attack in one section
(either right or left); however, they can explore the whole
park. The other section of the park is only available to another player who is playing the same game. Each section of
the park is divided into 3 × 3 grid, i.e. each player has 9 cells
(sub-regions) accessible to him to attack. Players are able
to choose different sub-regions and all of the information
about success and failure likelihood, reward for the attacker
(which is animal density in each sub-region) and penalty at
each sub-region (either on left or side of park) will be shown
to them. To avoid any bias on part of the human subjects,
we assigned the sides to each player randomly and kept the
other player anonymous but we used a dummy name as either Alice or Bob (chosen on a random basis) to indicate the
other player’s side and information. To help the human subjects to have a better view of the success/failure percentage
(which is defender coverage) over all the sub-regions, we put
a heat-map of that overlaid on Google Map view of the park.
Also, to help the players to have a better understanding of
the collusion in this game, we provided a table that summarizes all possible pay-offs for collusive attacks based on
the collusion bonus considered for each game. The human
subjects need to make decisions about: i)whether they are
inclined to collude with the other player or not and ii)which
region of the park to put their snare (trap) where there is
less chance of getting caught and also a high chance of capturing a hippopotamus. So the human subjects may decide
to attack ”individually and independently” or attack ”collusively” with the other player. In both situations, they will
attack different sections separately but if both of them agree
to attack collusively, they will share all of their pay-offs with
each other, equally (fifty-fifty). To enhance understanding
of the game, participants were asked to play one trial game
to become familiar with the game interface and procedures.
Then we provided a validation game to make sure that the
players have read the instructions of the game and are fully
aware of the rules and options of the game. For our analysis, we selected the valid players based on their performance
in validation game and our validating criteria. Finally, the
third game which is the main game is shown to the human
subjects and their decisions are recorded and analyzed.

HUMAN SUBJECT EXPERIMENTS

The linear program model developed in previous section
assumes the rational behavior for the attackers. However,
we know that human adversaries are bounded rational and
taking that behavior into account will improve the attack
prediction accuracy and optimal defender strategy. To that
end, we simulated the game in wildlife domain and asked
real human subjects to play this game. Then we analyzed
the human subject decisions to derive a more accurate model

Figure 1: Hunters vs Rangers game interface

3.2

Game Pay-off Design

The ”Hunters vs Poachers” game described in the previous
sub-section is designed as a three-player zero-sum security
game with 9 targets available to each attacker. There is
one leader (defender) with m resources to cover all the 18
targets (sub-regions in the park) and there are two followers
(attackers) that can attack a side of the park. Reward of
the adversaries at each cell for an uncovered attack is equal
to the animal density at that cell and the penalty of the
adversaries at each cell for a covered attack is equal to −1.
We designed two different reward structures (animal density
distributions), RS1 and RS2, shown in Figure2(a) and 2(b)
and deployed on Amazon Mechanical Turk (AMT). In both
of these symmetric structures, both players have identical
reward distribution and we assumed a bonus of 1 for both
setups.

(a) RS1

(b) RS2

Figure 2: Reward structures deployed on AMT

3.3

adversaries’ decisions about collusion, we ran human subjects experiments on AMT for various δ values. Figure4(a)
and 4(b) illustrate two sample cases that we have deployed
on AMT for RS2 such that in the first case, resources are
distributed symmetrically but in the second case δ was set
equal to 1 and one side is covered more in comparison with
the other one. For each reward structure, we tested 4 dif-

(a) δ = 0, RS2

(b) δ = 1, RS2

Figure 4: Defender strategy deployed on AMT
ferent coverage distribution such that δ ∈ {0, 1, 2, 3}. The
experiments showed that the level of collusion (percentage of
population who decided to collude) decreased by increasing
δ for both RS1 and RS2 as shown in Figure 5(a) for advantaged attacker who are in a better situation, RS1-A and
RS2-A. But for the attackers that are in the disadvantaged
situation, RS1-DA and RS2-DA, for both reward structures,
we can see a high level of collusion at all levels of δ. Average

Experiment Results

For rational adversaries, based on the linear formulation
developed in previous section, the defender can obtain the
maximum expected utility by breaking the collusion between
two adversaries. The main idea for breaking the collusion is
to put one adversary in a better condition in terms of defender coverage and the other one in a worse condition, then
collusion will not be preferred by one of adversaries and collusion breaks. The corresponding optimal strategy results
in an imbalance between the maximum expected utilities
on left and right side of the park. We refer to this difference as δ which indicates the level of asymmetry in allocating resources on both sides. The correlation between δ
and aggregated coverage imbalance, θ, is illustrated in Figure 5(b). Blue plots with circular markers in Figure3(a)
and 3(b) show the changes in defender loss while δ varies for
RS1 and RS2, respectively. A key point of this figure is that
there is threshold δ in which we can break the collusion between rational adversaries which is equal to 0.9 for RS1 and
0.8 for RS2. Another important point is that as we increase
the difference between the fraction of resources allocated on
both sides, the defender loss will decrease and at δ equal
to 1.5 the optimum point will be reached. To see how de-

(a) Collusion level

Figure 5: Collusion level and resource imbalance
defender loss based on the observations are plotted in dashed
red lines with rectangular markers in Figure3(a) and 3(b).
Instead of a sharp switch-over point from colluding situation
into non-colluding situation, we can see a smooth change in
average defender loss along with a delayed optimum point
in comparison with rational assumption situation. Based on
the observations, not all of the targets are identical in terms
of attractiveness to the attackers. To illustrate this fact, frequency of attack for both reward structures for the player
in a better situation at different levels of δ are shown in
Figure6(a) and 6(b) and the related human behavior models are discussed in the next section. These figures show
that human subjects are showing more risk averse behavior
in RS1 relative to RS2. In more details, in similar situations
in terms of δ, players in RS2 are not only more interested
in collusion but also more interested in attacking cells with
higher rewards and consequently higher coverage.

4.
(a) Defender loss, RS1

(b) Defender loss, RS2

Figure 3: Defender loss vs δ
viating from balanced resource allocation can affect human

(b) Resource imbalance

4.1

BOUNDED RATIONALITY
Human behavior models

Subjective Utility Quantal Response (SUQR):To
incorporate the effect of bounded rational adversaries, we
use the SUQR model, [10], to predict the probability of attack at each target ti . This model is an extension to QR

(a) Attack Frequency, RS1

(b) Attack Frequency, RS2

Figure 6: Attack frequency at targets
model presented in [9]. The key idea behind QR model is
that, there is higher probability for the adversary to attack a
target with higher expected utility. In SUQR, a new utility
function called Subjective Utility, is defined which is a linear combination of key features such as defender’s coverage
probability, adversary’s reward and penalty at each target.
These features are assumed to be the most important factors
in adversary decision-making process.
In this paper, we assume there are two attackers in the
security game, so we might see different behaviors from attackers. Since the main idea for breaking the collusion is to
impose a resource imbalance between two adversaries, one
adversary will be in the better position and the other one
will be in the worse position. Assuming perfectly rational
adversaries, we expect an inevitable inclination towards collusion from the disadvantaged attacker and an inevitable
declination from the advantaged attacker. However, our observation from human subjects experiment did not support
this expectation. So to model human behavior, we need
to consider all of the possible cases: i) a disadvantaged attacker who is inclined to collude, DA-C , ii) a disadvantaged
attacker who is not inclined to collude, D-NC, iii) an advantaged attacker who is inclined to collude, A-C, and iv)
an advantaged attacker who is not inclined to collude, ANC. Given this classification of adversaries, we define a revised version of expected utility in Equation 22 which can be
adopted in security games involving collude. In this equation
i indicates the attacker that can attack ti ∈ Ti and β indicate each adversarys’ decision about collusion. The vector
β
β
β
wiβ = (ωi,1
, ωi,2
, ωi,3
) contains information about each adversary type behavior and each component of wiβ indicates
the relative weights the adversary gives to each feature in
c
u
the decision making process. UΨ
(ti ), UΨ
(ti ) and ĉti shows
i
i
the penalty, reward and modified coverage probability of
the attackers, respectively. Modified coverage probability
is a function of the actual coverage probability and will be
discussed soon.
ÛΨi (ti , Ĉ, β)

β
=ωi,1
.ĉti

+

β
ωi,2
.U u cΨi (ti )

+

β
c
ωi,3
.UΨ
(ti )
i

among alternatives choices in presence of risk [6], [13]. According to this model, individuals overestimate low probability and underestimate high probability. Following this idea,
there are literature in this domain that propose parametric
models which capture the non-uniform weighting schemes
including both inverse S-shaped as well as S-shaped probability curves, [1], [4]. With the notion of Prospect Theory,
the modified coverage observed by the attackers is assumed
to be related to the actual probability based on Equation
24, where γ and η determine the elevation and curvature of
the function, respectively.

ĉti =

4.2

ηcγti
+ (1 − cti )γ

(24)

Results

Figures 7(a) and 7(b) show the probability weighting functions learned for the disadvantaged and advantaged adversaries for both groups who are colluding and not colluding.
Figures 7(c) and 7(d) show the same results for reward structure 2.

(a) RS1: DA

(b) RS1: A

(c) RS2: DA

(d) RS2: A

Figure 7: Curves learned based on Prospect Theory
β
β
β
The vector wiβ = (ωi,1
, ωi,2
, ωi,3
), ηiβ and γiβ are computed
by performing Maximum Likelihood Estimation (MLE) on
available attack data from human subject experiments for
four classes of attackers. Table 3 and 4 show the results for
both reward structures.

Table 3: Params. learned from data for RS1
β
β
β
Class
(i, β) ωi,1
ωi,2
ωi,3
ηiβ
γiβ
DA-NC (1, 0) −4.4
0.8
0.3 4
2.4
DA-C
(1, 1) −22.8 3.3
0.3 0.8 2.2
A-NC
(2, 0) −6.7
1.5
0.3 4
1.8
A-C
(2, 1) −32
0.8
0.3 0.2 1.6

Table 4: Params. learned from data for RS2
β
β
β
Class
(i, β) ωi,1
ωi,2
ωi,3
ηiβ
γiβ
DA-NC (1, 0) −44.5
6
0.3 1.4 2.2
DA-C
(1, 1) −40.8 4
0.3 0.6 1.4
A-NC
(2, 0) −14.5 1.5
0.3 4
2.4
A-C
(2, 1) −7.6
1
0.3 4
3

(22)

According to the SUQR model, the probability that the
adversary will attack target ti for each group of adversaries
that the defender might face, is given by:
eÛΨi (ti ,Ĉ,β)
qti (C | β) = X
eÛΨi (ti ,Ĉ,β)

ηcγti

(23)

ti ∈Ti

Probability weighting function: Prospect Theory provides a descriptive model of how humans make decision

5.

CONCLUSIONS

This paper provides two contributions: the first one is
formulating a new type of Stackleberg security game involving a beneficial collusion mechanism among adversaries and

developing a MILP program that enables us to find the optimal defender strategy. The second contribution of this paper
is to develop a parametric human behavior model which is
able to capture the bounded rationality of adversaries in this
type of collusive games. This model is proposed based on
prospect theory, SUQR model and real data collected from
conducting human subject experiments with participants on
Amazon Mechanical Turk. The observation showed that the
collusion between adversaries can be broken by imposing security resource imbalance among adversaries’ targets. However, human adversaries are not perfectly rational and do
not follow the exact patterns predicted by the MILP developed in this paper. To address this mismatch, the related
human behavior models were proposed and discussed.
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ABSTRACT
Wildlife poaching presents a serious extinction threat to many animal species. Agencies (“defenders”) focused on protecting such
animals need tools that help analyze, model and predict poacher
activities, so they can more effectively combat such poaching; such
tools could also assist in planning effective defender patrols, building on the previous security games research.
To that end, we have built a new predictive anti-poaching tool,
CAPTURE (Comprehensive Anti-Poaching tool with Temporal
and observation Uncertainty REasoning). CAPTURE provides
four main contributions. First, CAPTURE’s modeling of poachers provides significant advances over previous models from behavioral game theory and conservation biology. This accounts for:
(i) the defender’s imperfect detection of poaching signs; (ii) complex temporal dependencies in the poacher’s behaviors; (iii) lack
of knowledge of numbers of poachers. Second, we provide two
new heuristics: parameter separation and target abstraction to reduce the computational complexity in learning the poacher models. Third, we present a new game-theoretic algorithm for computing the defender’s optimal patrolling given the complex poacher
model. Finally, we present detailed models and analysis of realworld poaching data collected over 12 years in Queen Elizabeth
National Park in Uganda to evaluate our new model’s prediction
accuracy. This paper thus presents the largest dataset of real-world
defender-adversary interactions analyzed in the security games literature. CAPTURE will be tested in Uganda in early 2016.
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1.

INTRODUCTION

Wildlife protection is a global concern. Many species such as
tigers and rhinos are in danger of extinction as a direct result of
illegal harvesting (i.e., poaching) [19, 26]. The removal of these
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and other species from the landscape threatens the functioning of
natural ecosystems, hurts local and national economies, and has
become an international security concern due to the unregulated
profits of poachers flowing to terrorist organizations [24]. To prevent wildlife poaching, conservation organizations attempt to protect wildlife parks with well-trained park rangers. In each time period (e.g., one month), park rangers conduct patrols within the park
area to prevent poachers from capturing animals either by catching
the poachers or by removing animals traps laid out by the poachers.
During the rangers’ patrols, poaching signs are collected and then
can be used together with other domain features (e.g., animal density) to predict the poachers’ behavior [6, 8]. In essence, learning
the poachers’ behavior, anticipating where poachers often go for
poaching, is critical for the rangers to generate effective patrols.
Motivated by the success of defender-attacker Stackelberg Security Game (SSG) applications for infrastructure security problems [28, 3, 14], previous work has began to apply SSGs for
wildlife protection [30, 9, 8]. In particular, an SSG-based patrolling decision-aid called PAWS has been deployed in south-east
Asia [8]. PAWS focuses on generating effective patrols for the
rangers, taking into account the complex topographic conditions of
Asian forests. Despite its successful application, PAWS is known
to suffer from several limitations. First, PAWS relies on an existing adversary behavior model known as Subjective Utility Quantal Response (SUQR) [8], which makes several limiting assumptions such as (a) all poaching signs are perfectly observable by the
rangers; (b) poachers’ activities in one time period are independent
of their activities in previous or future time periods; (c) the number
of poachers is known. As a result, SUQR’s modeling falls short
of what is required, as security agencies in some countries are interested in detailed analysis, modeling and prediction of poacher
behavior, taking into account all of the detailed domain features.
That is they may wish to obtain such information for situational
awareness of the area under their protection and for other strategic decisions. Second, since SUQR has traditionally only relied on
three or four domain attributes in its modeling, it has not been able
to provide a detailed analysis of the impact of environmental and
terrain features on poacher behavior, and thus such analysis of realworld data has been lacking in the literature. Third, richer adversary models would also require new patrol generation algorithms
that improve upon what is used in PAWS.
In essence, our new CAPTURE tool attempts to address all
aforementioned limitations in PAWS while providing the follow-

ing three key contributions. Our first area of contribution relates
to CAPTURE’s addressing SUQR’s limitations in modeling adversary behavior. More specifically, CAPTURE introduces a new
behavioral model which takes into account the rangers’ imperfect
detection of poaching signs. Additionally, we incorporate the dependence of the poachers’ behavior on their activities in the past
into the component for predicting the poachers’ behavior. Moreover, we adopt logistic models to formulate the two components of
the new model. This enables capturing the aggregate behavior of
attackers without requiring a known number of poachers. Finally,
CAPTURE considers a richer set of domain features in addition to
the three/four features used in SUQR in analyzing the poachers’ behavior. Second, we provide two new heuristics to reduce the computational cost of learning adversary models in CAPTURE, namely
parameter separation and target abstraction. The first heuristic divides the set of model parameters into separate subsets and then
iteratively learns these subsets of parameters separately while fixing the values of the other subsets. This heuristic decomposes the
learning process into less complex learning components which help
in speeding up the learning process with no loss in accuracy. The
second heuristic of target abstraction works by leveraging the continuous spatial structure of the wildlife domain, starting the learning process with a coarse discretization of forest area and gradually
using finer discretization instead of directly starting with the most
detailed representation, leading to improved runtime overall. Our
third contribution lies in computing the optimal patrolling strategy
of the rangers given the new behavioral model. Specifically, we
provide a new game-theoretic algorithm for single/multiple-step
patrolling plans wherein the poachers’ actions (which follow the
CAPTURE model) are recursively explored in multiple time steps.
Finally, we extensively evaluate the prediction accuracy of our
new CAPTURE model based on a detailed analysis of the largest
dataset of real-world defender-adversary interactions collected by
rangers in Queen Elizabeth National Park (QENP) over 12 years.
In fact, this is the largest such study in the security games literature.
The experimental results show that our model is superior to existing
models in predicting the poachers’ behaviors, demonstrating the
advances of our model over the previous state-of-the-art models.
To that end, CAPTURE will be tested in Uganda in early 2016.

2.

BACKGROUND & RELATED WORK

Stackelberg Security Games. In Stackelberg security games,
there is a defender who attempts to optimally allocate her limited
security resources to protect a set of targets against an adversary
attempting to attack one of the targets [28]. In SSGs, the defender
commits to a mixed strategy first while the attacker can observe
the defender’s strategy and then take an action based on that observation. A pure strategy of the defender is an assignment of her
limited resources to a subset of targets and a mixed strategy of the
defender refers to a probability distribution over all possible pure
strategies. The defender’s mixed strategies can be represented as a
marginal coverage vector over the targets (i.e., the coverage probabilities with which the defender will protect each target) [13]. We
denote by N the number of targets and 0 ≤ ci ≤ 1 the defender’s
coverage probability at target i for i = 1 . . . N . If the attacker
attacks target i and the defender is not protecting that target, the
attacker obtains a reward Ria while the defender gets a penalty Pid .
Conversely, if the target is protected, the attacker receives a penalty
Pia while the defender achieves a reward Rid . The expected utilities
of the defender, Uid , and attacker, Uia , are computed as follows:
Uid = ci Rid + (1 − ci )Pid
Uia = ci Pia + (1 − ci )Ria

(1)
(2)

Behavioral Models of Adversaries. In SSGs, different behavioral models have been proposed to capture the attacker’s behavior. The Quantal Response model (QR) is one of the most popular
behavioral models which attempts to predict a stochastic distribution of the attacker’s responses [16, 17]. In general, QR predicts
the probability that the attacker will choose to attack each target
with the intuition that the higher expected utility of a target, the
more likely that the attacker will choose that target. A more recent
model, SUQR, (which is shown to outperform QR) also attempts
to predict an attacking distribution over the targets [22]. However,
instead of relying on expected utility, SUQR uses the subjective
utility function, Ûia , which is a linear combination of all features
that can influence the attacker’s behaviors.
Ûia = w1 ci + w2 Ria + w3 Pia

(3)

where (w1 , w2 , w3 ) are the key model parameters which measure
the importance of the defender’s coverage, the attacker’s reward
and penalty w.r.t the attacker’s action. Based on subjective utility,
SUQR predicts the attacking probability, qi , at target i as follows:
a

eÛi
qi = P
Ûja
je

(4)

In addition to QR/SUQR, there are other lines of research which
focus on building models of criminal behavior in urban crime [7,
20, 23, 32] or opponent behavior in poker [10, 27]. However, these
models are specifically designed for these domains, which rely on
the complete past crime/game data as well as intrinsic domain characteristics. Another line of research focuses on adversarial plan
recognition [1], which can be applied for computer intrusion detection and detection of anomalous activities, etc. This line of work
does not learn model parameters as well as do any patrol planning.
Here, CAPTURE focuses on modeling the poachers’ behavior in
wildlife protection which exhibits unique challenges (as shown below) that existing behavioral models cannot handle.
Wildlife Protection. Previous work in security games has modeled the problem of wildlife protection as a SSG in which the
rangers play in a role of the defender while the poachers are the
attacker [30, 9, 8, 12]. The park area can be divided into a grid
where each grid cell represents a target. The rewards and penalties of each target w.r.t the rangers and poachers can be determined
based on domain features such as animal density and terrain slope.
Previous work focuses on computing the optimal patrolling strategy for the rangers given that poachers’ behavior is predicted based
on existing adversary behavioral models. However, these models
make several limiting assumptions as discussed in Section 1 including (a) all poaching signs (e.g., snares) are perfectly observable by
the rangers; (b) poachers’ activities in one time period are independent of their activities in previous or future time periods; (c)
the number of poachers is known. To understand the limiting nature of these assumptions, consider the issue of observability. The
rangers’ capability of making observations over a large geographical area is limited. For example, the rangers usually follow certain
paths/trails to patrol; they can only observe over the areas around
these paths/trails which means that they may not be able to make
observations in other further areas. In addition, in areas such as
dense forests, it is difficult for the rangers to search for snares. As
a result, there may be still poaching activities happening in areas
where rangers did not find any poaching sign. Therefore, relying
entirely on the rangers’ observations would lead to an inaccurate
prediction of the poachers’ behavior, hindering the rangers’ patrol
effectiveness. Furthermore, when modeling the poachers’ behavior,
it is critical to incorporate important aspects that affect the poach-

ers’ behavior including time dependency of the poachers’ activities
and patrolling frequencies of the rangers. Lastly, the rangers are
unaware of the total number of attackers in the park.
In ecology research, while previous work mainly focused on estimating the animal density [15], there are a few works which attempt
to model the spatial distribution of the economic costs/benefits of
illegal hunting activities in the Serengeti national park [11] or the
threats to wildlife and how these change over time in QENP [6].
However, these models also have several limitations. First, the proposed models do not consider the time dependency of the poachers’ behaviors. These models also do not consider the effect of the
rangers’ patrols on poaching activities. Furthermore, the prediction
accuracy of the proposed models is not measured. Finally, these
works do not provide any solution for generating the rangers’ patrolling strategies with a behavioral model of the poachers.

3.

BEHAVIORAL LEARNING

Security agencies protecting wildlife have a great need for tools
that analyze, model and predict behavior of poachers. Such modeling tools help the security agencies gain situational awareness,
and decide general strategies; in addition, these agencies also find
it useful to have patrol planning tools that are built based on such
models. The key here is that in wildlife protection areas around the
world, these security agencies have collected large amounts of data
related to interactions between defenders (patrollers) and adversaries (poachers). In our work, we focus on QENP [30, 6], where
in collaboration with the Wildlife Conservation Society (WCS) and
Uganda Wildlife Authority (UWA), we have obtained 12 years of
ranger-collected data (that is managed in database MIST/SMART).
In CAPTURE, we introduce a new hierarchical behavioral model
to predict the poachers’ behavior in the wildlife domain, taking into
account the challenge of rangers’ imperfect observation. Overall,
the new model consists of two layers. One layer models the probability the poachers attack each target wherein the temporal effect
on the poachers’ behaviors is incorporated. The next layer predicts
the conditional probability of the rangers detecting any poaching
sign at a target given that the poachers attack that target. These two
layers are then integrated to predict the rangers’ final observations.
In our model, we incorporate the effect of the rangers’ patrols on
both layers, i.e., how the poachers adapt their behaviors according to rangers’ patrols and how the rangers’ patrols determine the
rangers’ detectability of poaching signs. Furthermore, we consider
the poachers’ past activity in reasoning about future actions of the
poachers. We also include different domain features to predict either attacking probabilities or detection probabilities or both.

3.1

Hierarchical Behavioral Model

We denote by T the number of time steps, N the number of targets, and K the number of domain features. At each time step t,
each target i is associated with a set of feature values xt,i = {xkt,i }
where k = 1 . . . K and xkt,i is the value of the kth feature at (t, i).
In addition, ct,i is defined as the coverage probability of the rangers
at (t, i). When the rangers patrol target i in time step t, they have
observation ot,i which takes an integer value in {−1, 0, 1}. Specifically, ot,i = 1 indicates that the rangers observe a poaching sign
at (t, i), ot,i = 0 means that the rangers have no observation and
ot,i = −1 when the rangers did not patrol at (t, i). Furthermore,
we define at,i ∈ {0, 1} as the actual action of poachers at (t, i)
which is hidden from the rangers. Specifically, at,i = 1 indicates
the poachers attack at (t, i); otherwise, at,i = 0 means the poachers did not attack at (t, i). In this work, we only consider the situation of attacked or not (i.e., at,i ∈ {0, 1}); the case of multiplelevel attacks is left for future work. Moreover, we mainly focus on
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Figure 1: Dependencies among CAPTURE modeling elements
the problem of false negative observations, meaning that there may
still exist poaching activity at locations where the rangers found
no sign of poaching. We make the reasonable assumption that
there is no false positive observation, meaning that if the rangers
found any poaching sign at a target, the poachers did attack that
target. In other words, we have p(at,i = 1|ot,i = 1) = 1 and
p(ot,i = 1|at,i = 0) = 0.
The graphical representation of the new model is shown in Figure 1 wherein the directed edges indicate the dependence between
elements of the model. The grey nodes refer to known elements for
the rangers such as domain features, the rangers’ coverages and observations while the white nodes represent the unknown elements
such as the actual actions of poachers. The elements (λ, w) are
model parameters which we will explain later.
Our new CAPTURE graphical model is a significant advance
over previous models from behavioral game theory, such as
QR/SUQR, and similarly models from conservation biology [11,
6]. First, unlike SUQR/QR which consider poachers behavior to
be independent between different time steps, we assume that the
poachers’ actions at,i depends on the poachers’ activities in the
past at−1,i and the rangers’ patrolling strategies ct,i . This is because poachers may tend to come back to the areas they have attacked before. Second, CAPTURE considers a much richer set of
domain features {xkt,i } that have not been considered earlier but
are relevant to our domain, e.g., slope and habitat. Third, another
advance of CAPTURE is modeling the observation uncertainty in
this domain. We expect that the rangers’ observations ot,i depend
on the actual actions of the poachers at,i , the rangers’ coverage
probabilities ct,i and domain features {xkt,i } Finally, we adopt the
logistic model [4] to predict the poachers’ behaviors; one advantage
of this model compared to SUQR/QR is that it does not assume a
known number of attackers and models probability of attack at every target independently. Thus, given the actual action of poachers,
at−1,i , at previous time step (t − 1, i), the rangers’ coverage probability ct,i at (t, i), and the domain features xt,i = {xkt,i }, we aim
at predicting the probability that poachers attack (t, i) as follows:
0

p(at,i = 1|at−1,i , ct,i , xt,i ) =

eλ

[at−1,i ,ct,i ,xt,i ,1]
λ0 [at−1,i ,ct,i ,xt,i ,1]

(5)

1+e

where λ = {λk } is the (K + 3) × 1 parameter vector which measure the importance of all factors towards the poachers’ decisions.
λK+3 is the free parameter and λ0 is the transpose vector of λ. In
essence, compared to Equation 4 where SUQR was seen to only
use three features, we now have a weighted sum over a much larger
number of features as is appropriate in our wildlife domain.

Furthermore, if the poachers attack at (t, i), we predict the probability that the rangers can detect any poaching signs as follows:
0

p(ot,i = 1|at,i = 1, ct,i , xt,i ) = ct,i ×

ew [xt,i ,1]
0
1 + ew [xt,i ,1]

(6)

where the first term is the probability that the rangers are present at
(t, i) and the second term indicates the probability that the rangers
can detect any poaching sign when patrolling at (t, i). Additionally,
w = {wk } is the (K + 1) × 1 vector of parameters which indicates
the significance of domain features in affecting the rangers’ probability of detecting poaching signs. w0 is transpose of w. In QENP
specifically, CAPTURE employs seven features: animal density,
distances to rivers/roads/villages, net primary productivity (NPP),
habitat and slope to predict attacking/detection probabilities.
In the following, we will explain our approach for learning the
parameters (λ, w) of our hierarchical model. We use p(at,i =
1|at−1,i , ct,i ) and p(ot,i = 1|at,i = 1, ct,i ) as the abbreviations
of the LHSs in Equations 5 and 6. The domain features xt,i are
omitted in all equations for simplification.

3.2

Parameter Estimation

Due to the presence of unobserved variables a = {at,i }, we
use the standard Expectation Maximization (EM) method in order
to estimate (λ, w). In particular, EM attempts to maximize the
log-likelihood that the rangers can have observations o = {ot,i }
given the rangers’ coverage probabilities c = {ct,i } and domain
features x = {xt,i } for all time steps t = 1, . . . , T and targets
i = 1, . . . , N which is formulated as follows:
maxλ,w log p(o|c, x, λ, w)

Total probability: p(at,i |o, c, (λ, w)old )
2-step probability: p(at,i , at−1,i |o, c, (λ, w)

• E step: compute p(a|o, c, (λ, w)old )
• M step: P
update (λ, w)old ) = (λ∗ , w∗ ) where (λ∗ , w∗ ) =
argmax a p(a|o, c, (λ, w)old ) log(p(o, a|c, λ, w)).
λ,w

In our case, the E (Expectation) step attempts to compute the
probability that the poachers take actions a = {at,i } given the
rangers’ observations o, the rangers’ patrols c, the domain features
x = {xt,i }, and current values of the model parameters (λ, w)old .
The M (Maximization) step tries to maximize the expectation of the
logarithm of the complete-data (o, a) likelihood function given the
action probabilities computed in the E step and updates the value
of (λ, w)old with the obtained maximizer.
Although we can decompose the log-likelihood, the EM algorithm is still time-consuming due to the large number of targets and
parameters. Therefore, we use two novel ideas to speed up the algorithm: parameter separation for accelerating the convergence of
EM and target abstraction for reducing the number of targets.
Parameter Separation. Observe that the objective in the M step
can be split into two additive parts as follows:
X
p(a|o, c, (λ, w)old ) log(p(o, a|c, λ, w))
(8)
a
XX
old
=
p(at,i |o, c, (λ, w) ) log p(ot,i |at,i , ct,i , w)
t,i at,i

XX X
+
p(at,i , at−1,i |o, c, (λ, w)old ) log p(at,i |at−1,i , ct,i , λ)

(9)
old

)

(10)

which can be computed by adapting the Baum-Welch algorithm [4]
to account for missing observations, i.e., ot,i = −1 when rangers
do not patrol at (t, i). This can be done by introducing p(ot,i =
−1|at,i , ct,i = 0) = 1 when computing (9) and (10).
More importantly, as shown in (8), the structure of our problem
allows for the decomposition of the objective function into two separate functions w.r.t attack parameters λ and detection parameters
w: F d (w)+F a (λ) where the detection function F d (w) is the first
term of the RHS in Equation 8 and the attack function F a (λ) is the
second term. Therefore, instead of maximizing F d (w) + F a (λ)
we decompose each iteration of EM into two E steps and two M
steps that enables maximizing F d and F a separately as follows:
• E1 step: compute total probability
• M1 step: w∗ = argmaxw F d (w); update wold = w∗
• E2 step: compute 2-step probability
• M2 step: λ∗ = argmaxλ F a (λ); update λold = λ∗

(7)

The standard EM procedure [4] is to start with an initial estimate
of (λ, w) and iteratively update the parameter values until a locally
optimal solution of (7) is reached. Many restarts are used with
differing initial values of (λ, w) to find the global optimum. Each
iteration of EM consists of two key steps:

t,i at,iat−1,i

In (8), the first component is obtained as a result of decomposing
w.r.t the detection probabilities of the rangers at every (t, i) (Equation 6). The second one results from decomposing according to the
attacking probabilities at every (t, i) (Equation 5). Importantly, the
first component is only a function of w and the second component
is only a function of λ. Following this split, for our problem, the E
step reduces to computing the following two quantities:

Note that the detection and attack components are simpler functions compared to the original objective since these components
only depend on the detection and attack parameters respectively.
Furthermore, at each EM iteration, the parameters get closer to the
optimal solution due to the decomposition since the attack parameter is now updated based on the new detection parameters from
the E1/M1 steps instead of the old detection parameters from the
previous iteration. Thus, by decomposing each iteration of EM according to attack and detection parameters, EM will converge more
quickly without loss of solution quality. The convergence and solution quality of the separation can be analyzed similarly to the
analysis of multi-cycle expected conditional maximization [18].
Furthermore, the attack function F a (λ) is shown to be concave
by Proposition 1 (its proof is in Online Appendix A1 ), allowing us
to easily obtain the global optimal solution of the attacking parameters λ at each iteration of EM.
P ROPOSITION 1. F a (λ) is concave in the attack parameters λ.
Target Abstraction. Our second idea is to reduce the number of
targets via target abstraction. Previous work in network security
and poker games has also applied abstraction for reducing the complexity of solving these games by exploring intrinsic properties of
the games [2, 25]. In CAPTURE, by exploiting the spatial connectivity between grid cells of the conservation area, we can divide the
area into a smaller number of grid cells by merging each cell in the
original grid with its neighbors into a single bigger cell. The corresponding domain features are aggregated accordingly. Intuitively,
neighboring cells tend to have similar domain features. Therefore, we expect that the parameters learned in both the original and
abstracted grid would expose similar characteristics. Hence, the
model parameters estimated based on the abstracted grid could be
effectively used to derive the parameter values in the original one.
1
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We now explain in detail our new game-theoretic algorithms. The
rangers’ past patrols at (t0 , i) for for t0 = 1, . . . , T and i =
1, . . . , N are already known and thus can be omitted in all following mathematical formulations for simplification.
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Figure 2: Target Abstraction

In this work, we leverage the values of parameters learned in the
abstracted grid in two ways: (i) reduce the number of restarting
points (i.e., initial values of parameters) for reaching different local
optimal solutions in EM; and (ii) reduce the number of iterations
in each round of EM. The idea of target abstraction is outlined in
Figure 2 wherein each black dot corresponds to a set of parameter
values at a particular iteration given a specific restarting points. At
the first stage, we estimate the parameter values in the abstracted
grid given a large number of restarting points R, assuming that we
can run M1 EM iterations. At the end of the first stage, we obtain
R different sets of parameter values; each corresponds to a local
optimal solution of EM in the abstracted grid. Then at the second stage, these sets of parameter values are used to estimate the
model parameters in the original grid as the following: (i) only a
subset of K resulting parameter sets which refer to the top local
optimal solutions in the abstracted grid are selected as initial values of parameters in the original grid; and (ii) instead of running
M1 EM iterations again, we only proceed with M2 << M1 iterations in EM since we expect that these selected parameter values
are already well learned in the abstracted grid and thus could be
considered as warm restarts in the original grid.

4.

(t, i) if the poachers attack at (t, i) is computed as follows where
p(ot,i = 1|at,i = 1, ct,i ) is the rangers’ detection probability at
(t, i) as shown in Equation 6:

PATROL PLANNING

Once the model parameters (λ, w) are learned, we can compute
the optimal patrolling strategies for the rangers in next time steps
taking into account the CAPTURE model. We consider two circumstances: 1) single-step patrol planning in which the rangers
only focus on generating the patrolling strategy at the next time
step and 2) multiple-step patrol planning for generating strategies
for the next ∆T > 1 time steps, given the rangers’ patrol and observation history and domain features. While the former provides a
one-step patrolling strategy with an immediate but short-term benefit, the latter generates strategies across multiple time steps with a
long-term benefit. We leave the choice of which planning option to
use for the rangers given the cost/benefit trade-off between the two.
The key challenge in designing strategies for the rangers given the
CAPTURE model is that we need to take into account new aspects
of the modeling of the adversary. These include the rangers’ detection uncertainty and the temporal dependency of the poachers’
activities. This challenge leads to a complicated non-convex optimization problem to compute the optimal patrolling strategy for the
rangers; we provide novel game-theoretic algorithms to solve it.
We suppose that the rangers have an observation history o =
{ot0 ,i } for t0 = 1, . . . , T and i = 1, . . . , N . Similar to standard SSGs, we assume that if the poachers successfully attack
d
at (t, i), the rangers receive a penalty Pt,i
. Conversely, if the
rangers successfully confiscate poaching tools at (t, i), the rangers
d
obtain a reward Rt,i
. Therefore, the rangers’ expected utility at

4.1

Single-step Patrol Planning

Given the rangers’ observation history o and the model parameters (λ, w), the problem of computing the optimal strategies at the
next time step T + 1 can be formulated as follows:
X
max
p(aT +1,i = 1|o, cT +1,i ) × UTd +1,i
(12)
{cT +1,i }

i

s.t. 0 ≤ cT +1,i ≤ 1, i = 1 . . . N
X
cT +1,i ≤ B
i

(13)
(14)

where B is the maximum number of ranger resources and
p(aT +1,i = 1|o, cT +1,i ) is the probability that the poachers attack at (T + 1, i) given the rangers’ observation history o and the
rangers’ coverage probability cT +1,i . Since the poachers’ behaviors depends on their activities in the past (which is hidden to the
rangers), we need to examine all possible actions of the poachers in previous time steps in order to predict the poachers’ attacking probability at (T + 1, i). Hence, the attacking probability p(aT +1,i = 1|o, cT +1,i ) should be computed by marginalizing
over all possible actions of poachers at (T, i) as follows:
p(aT +1,i =1|cT +1,i , o) =
(15)
X
p(aT +1,i = 1|aT,i , cT+1,i ) × p(aT,i |o)
aT ,i

where p(aT +1,i |aT,i , cT +1,i ), which is computed in (5), is the attacking probability at (T + 1, i) given the poachers’ action aT,i
at (T, i) and the rangers’ coverage probability cT +1,i . In addition,
p(aT,i |o) is the total probability at (T, i) which can be recursively
computed based on the Baum-Welch approach as discussed in Section 3. Overall, (12 – 14) is a non-convex optimization problem
in the rangers’ coverage probabilities {cT +1,i }. Fortunately, each
additive term of the rangers’ utility in (12) is a separate sub-utility
function of the rangers’ coverage, cT +1,i , at (T + 1, i):
fi (cT +1,i ) = p(aT +1,i = 1|o, cT +1,i ) × UTd +1,i

(16)

Therefore, we can piecewise linearly approximate fi (cT +1,i ) and
represent (12 – 14) as a Mixed Integer Program which can be
solved by CPLEX. The details of piecewise linear approximation
can be found at [31]. Essentially, the piecewise linear approxi1
)-optimal solution for (12 – 14)
mation method provides an O( M
where M is the number of piecewise segments [31].

4.2

Multi-step Patrol Planning

In designing multi-step patrol strategies for the rangers, there are
two key challenges in incorporating the CAPTURE model that we
need to take into account: 1) the time dependence of the poachers’
behavior; and 2) the actual actions of the poachers are hidden (unobserved) from the rangers. These two challenges make the problem of planning multi-step patrols difficult as we show below.
Given that the rangers have an observation history o = {ot0 i }
for t0 = 1, . . . , T and i = 1 . . . N , the rangers aim at generating patrolling strategies {ct,i } in next ∆T time steps where

t = T + 1, . . . , T + ∆T . Then the problem of computing the optimal patrolling strategies for next ∆T time step T + 1, . . . , T + ∆T
can be formulated as follows:
X
d
max
p(at,i = 1|o, cT +1...t,i )Ut,i
(17)
{ct,i }

t,i

s.t. 0 ≤ ct,i ≤ 1, t = T + 1 . . . T + ∆T, i = 1 . . . N
X
ct,i ≤ B, t = T + 1 . . . T + ∆T.
i

(18)
(19)

where p(at,i = 1|o, cT +1...t,i ) is the attacking probability at (t, i)
given the rangers’ coverages at (t0 , i) where t0 = T + 1, . . . , t and
observation history o = {ot0 ,i } where t0 = 1, . . . , T . Because of
the two aforementioned challenges, we need to examine all possible actions of the poachers in previous time steps in order to compute the attacking probability at (t, i), p(at,i = 1|o, cT +1...t,i ).
Our idea is to recursively compute this attacking probability via the
attacking probabilities at previous time steps as follows:
X
p(at,i = 1|o, cT +1...t,i ) =
p(at,i |at−1,i , ct,i )×
(20)
at−1,i

p(at−1,i |o, cT +1...t−1,i )
where the initial step is to compute the total probability p(aT,i |o)
by using the Baum-Welch approach. Here, the objective in (17)
can be no longer divided into separate sub-utility functions of a
single coverage probability at a particular (t, i) because of the time
dependency of the poachers’ behaviors. Thus, we can not apply
piecewise linear approximation as in the single-step patrol planning
for solving (17 – 19) quickly. In this work, we use non-convex
solvers (i.e., fmincon in MATLAB) to solve (17 – 19).
In [9], the dependence of the attacker’s actions on the defender’s
patrolling strategies in the past is also considered; they assume that
the attacker’s responses follow the SUQR model while the attacker
perceives the defender’s current strategy as a weighted linear function of the defender’s strategies in the past. They also assume that
these weights are known, thereby making the computational problem easy. In contrast, we make the more realistic assumption that
the poachers are influenced by their own past observations and our
learning algorithm learns the weights corresponding to such influence from the data. Unfortunately, this makes the problem of planning multistep patrols more difficult as shown before.

5.

EXPERIMENTS

We aim to (i) extensively assess the prediction accuracy of the
CAPTURE model compared to existing models based on realworld wildlife/poaching data; (ii) examine the runtime performance
of learning the new model; and (iii) evaluate the solution quality of
the CAPTURE planning for generating patrols. In the following,
we provide a brief description of the real-world wildlife data used.

5.1

we mainly focus on two types of human illegal activities: commercial animal and non-commercial animal which are major threats to
key species of concern such as elephants and hippos.
The poaching data is then
divided into the four different groups according to four
seasons in Uganda: dry season I (Jun, July, and August), dry season II (December, January, and February), rainy season I (March,
April, and May), and rainy
season II (September, October, November). We aim
at learning behaviors of the
poachers w.r.t these four
seasons as motivated by the
fact that the poachers’ activities usually vary seasonally. In the end, we obtain
eight different categories of
Figure 3: QENP with animal
wildlife data given that we
density
have the two poaching types and four seasons. Furthermore, we use
seven domain features in learning the poachers’ behavior, including animal density, slope, habitat, net primary productivity (NPP),
and locations of villages/rivers/roads provided by [6].
We divide the park area into a 1km × 1km grid consisting of
more than 2500 grid cells (≈ 2500km2 ). Domain features and the
rangers’ patrols and observations are then aggregated into the grid
cells. We also refine the poaching data by removing all abnormal
data points such as the data points which indicate that the rangers
conducted patrols outside the QENP park or the rangers moved too
fast, etc. Since we attempt to predict the poachers’ actions in the
future based on their activities in the past, we apply a time window
(i.e., five years) with an 1-year shift to split the poaching data into
eight different pairs of training/test sets. For example, for the (commercial animal, rainy season I) category, the oldest training/test
sets correspond to four-year data (2003–2006) w.r.t this category
for training and one-year (2007) data for testing. In addition, the
latest training/test sets refer to the four years (2010–2013) and one
year (2014) of data respectively. In total, there are eight different
training/test sets for each of our eight data categories.

Real-world Wildlife/Poaching Data

In learning the poachers’ behavior, we use the wildlife data collected by the rangers over 12 years from 2003 to 2014 in QENP
(Figure 3 with animal density). This work is accomplished in
collaboration with the Wildlife Conservation Society (WCS) and
Uganda Wildlife Authority (UWA). While patrolling, the park
rangers record information such as locations (latitude/longitude),
times, and observations (e.g., signs of human illegal activities).
Similar to [6], we also divide collected human signs into six
different groups: commercial animal (i.e., human signs such as
snares which refer to poaching commercial animals such as buffalo,
hippo and elephant), non-commercial animal, fishing, encroachment, commercial plant, and non-commercial plant. In this work,

5.2

Behavioral Learning

Prediction Accuracy. In this work, we compare the prediction accuracy of six models: 1) CAPTURE (CAPTURE with parameter
separation); 2) CAP-Abstract (CAPTURE with parameter separation and target abstraction); 3) CAP-NoTime (CAPTURE with parameter separation and without the component of temporal effect);
4) Logit (Logistic Regression); 5) SUQR ; and 6) SVM (Support
Vector Machine). We use AUC (Area Under the Curve) to measure
the prediction accuracy of these behavioral models. Based on ROC
plots of data, AUC is a standard and common statistic in machine
learning for model evaluation [5]. Essentially, AUC refers to the
probability that a model will weight a random positive poaching
sample higher than a random negative poaching sample in labeling
these samples as positive (so, higher AUC values are better). For
each data category (w.r.t poaching types and poaching seasons), the
AUC values of all the models are averaged over the eight test sets
as explained in Section 5.1. We also show the average prediction
accuracy over all seasons. We use bootstrap-t [29] to measure the
statistical significance of our results.

Models
CAPTURE
CAP-Abstract
CAP-NoTime
Logit
SUQR
SVM

Rainy I
0.76
0.79
0.71
0.53
0.53
0.61

Rainy II
0.76
0.76
0.75
0.59
0.59
0.59

Dry I
0.74
0.74
0.67
0.57
0.56
0.51

Dry II
0.73
0.67
0.71
0.60
0.62
0.66

Average
0.7475
0.74
0.71
0.5725
0.575
0.5925

Models
CAPTURE
CAP-Abstract
CAP-NoTime
Logit
SUQR
SVM

Table 1: AUC: Commercial Animal

The results are shown in Tables 1 and 2. We can infer the following key points from these tables. First, and most important,
CAPTURE improves performance over the state of the art, which
is SUQR and SVM. CAPTURE’s average AUC in Table 1 (essentially this is over 32 data points of eight test sets over four seasons)
is 0.7475 vs 0.575 for SUQR, and in Table 2 is 0.74 vs 0.57 for
SUQR. This clearly shows a statistically significant (α = 0.05)
advance in our modeling accuracy. This improvement illustrates
that all the four advances in CAPTURE mentioned in Section 1
— addressing observation error, time dependence, detailed domain
features and not requiring a firm count of poachers beforehand –
have indeed led to a significant advance in CAPTURE’s performance. We can now attempt to understand the contributions of each
of CAPTURE’s improvements, leading to the next few insights.
Second, comparison of CAPTURE with CAP-NoTime which only
addresses the challenge of observation bias demonstrates the importance of considering time dependence. Third, while parameter
separation does not cause any loss in solution quality as discussed
in Section 3.2, Tables 1 and 2 shows that the prediction accuracy of
CAPTURE with target abstraction is good in general except for Dry
season II with Commercial Animal. As we show later, parameter
separation and target abstraction help in speeding up the runtime
performance of learning the CAPTURE model.
Fourth, the results of the model parameter values in the
CAPTURE model show that all these domain features substantially impact the poachers’ behaviors. For example, one
learning result on the model parameters corresponding to the
category (non-commercial animal/dry season I) in 2011 is
(0.33, 1.46, −2.96, −1.97, 1.88, −0.78, 0.36) for domain features
(habitat, NPP, slope, road distance, town distance, water distance, and animal density), −1.40 for the rangers’ coverage probability and 4.27 for the poachers’ past action. Based on these
learned weights, we can interpret how these domain features affect the poachers’ behavior. Specifically, the negative weights for
road/water distances indicates that the poachers tend to poach at locations near roads/water. In addition, the resulting positive weight
for the poachers’ past actions indicates that the poachers are more
likely to attack the targets which were attacked before. Furthermore, the resulting negative weight for the rangers’ patrols also
shows that the poachers’ activity is influenced by the rangers’ patrols, i.e., the poachers are less likely to attack targets with higher
coverage probability of the rangers. Lastly, the ranger-poacher
interaction changes over time as indicated by different negative
weights of the rangers’ patrols across different years (Table 3).
For example, the patrol weight corresponding the category (noncommercial animal/dry season II) in 2014 is −17.39 while in 2013
is -1.78, showing that rangers’ patrols have more impact on the
poachers’ behavior in 2014 than in 2013. This is the first time there
is a real-world evidence which shows the impact of ranger patrols
on poacher behavior.
Runtime Performance. We compare the runtime performance of
learning the CAPTURE model in three cases: 1) learning without

Rainy I
0.76
0.76
0.72
0.52
0.54
0.42

Rainy II
0.70
0.70
0.68
0.63
0.62
0.50

Dry I
0.78
0.74
0.75
0.57
0.58
0.55

Dry II
0.72
0.70
0.70
0.52
0.54
0.56

Average
0.74
0.725
0.7125
0.56
0.57
0.5075

Table 2: AUC: Non-Commercial Animal
Year
Weight

2009
-10.69

2010
-4.35

2011
-0.7

2012
-2.21

2013
-1.78

2014
-17.39

Table 3: Patrol weights in recent years

both heuristics of parameter separation and target abstraction; 2)
learning with parameter separation only; and 3) learning with both
heuristics. In our experiments, for the first two cases, we run 20
restarting points and 50 iterations in EM. In the third case, we first
run 20 restarting points and 40 iterations in EM with target abstraction. In particular, in target abstraction, we aggregate or interpolate
all domain features as well as the rangers’ patrols into 4km × 4km
grid cells while the original grid cell size is 1km × 1km. Then
given the results in the abstracted grid, we only select 5 results of
parameter values (which correspond to the top five prediction accuracy results w.r.t the training set). We use these results as restarting
points for EM in the original grid and only run 10 iterations to obtain the final learning results in the original grid.
Heuristics
None
Parameter Separation
Parameter Separation w/ Target Abstraction

Average Runtime
1419.16 mins
333.31 mins
222.02 mins

Table 4: CAPTURE Learning: Runtime Performance

The results are shown in Table 4 which are averaged over 64
training sets (statistically significant (α = 0.05)). In Table 4,
learning CAPTURE model parameters with parameter separation
is significantly faster (i.e., 4.25 times faster) than learning CAPTURE without this heuristic. This result clearly shows that reducing the complexity of the learning process (by decomposing it into
simpler sub-learning components via parameter separation) significantly speeds up the learning process of CAPTURE. Furthermore,
the heuristic of target abstraction helps CAPTURE in learning even
faster although the result is not as substantial as with parameter separation, demonstrating the advantage of using this heuristic.

5.3

Patrol Planning

Based on the CAPTURE model, we apply our CAPTURE planning algorithm (Section 4) to compute the optimal patrolling strategies for the rangers. The solution quality of our algorithm is evaluated based on the real-world QENP domain in comparison with
SUQR (i.e., optimal strategies of the rangers against SUQR-based
poachers), Maximin (maximin strategies of the rangers against
worst-case poacher responses), and Real-world patrolling strategies
of the rangers. The real-world strategies are derived from the four
seasons in years 2007 to 2014. Given that CAPTURE’s prediction
accuracy is the highest among all the models, in our experiments,
we assume that the poachers’ responses follow our model. Given

the QENP experimental settings, the reward of the rangers at each
target are set to be zero while the penalty is the opposite of the
animal density (i.e., zero-sum games). We assess the solution quality of all algorithms according to different number of the rangers’
resources (i.e., number of targets the rangers can cover during a
patrol). The real-world patrolling strategies are normalized accordingly. Moreover, we also consider different number of time steps
for generating patrols.
(a) Patrol strategy

(b) Attack probability

Figure 5: Heatmaps by CAPTURE (based on the real patrol strategy)

(a) 2 time steps

(b) 4 time steps

Figure 4: Solution quality of CAPTURE-based planning
The experimental results are shown in Figure 4 which are averaged over all years and seasons. In Figure 4, the x-axis is the
number of the rangers’ resources and the y-axis is the aggregated
utility the rangers receive over two and four time steps (seasons) for
playing CAPTURE, SUQR, Maximin, and Real-world patrolling
strategies respectively. As shown in Figure 4, our CAPTURE planning algorithm provides the highest utility for the rangers (with
statistical significance (α = 0.05)). Especially when the number
of the rangers’ resources increases, the CAPTURE planning algorithm significantly improves the quality of the rangers’ patrolling
strategies. Furthermore, our CAPTURE algorithm provides patrolling strategies which take into account the temporal effect on
the poachers’ behaviors. As a result, when the number of time
steps increases (Figure 4(b)), our algorithm enhances its solution
quality compared to the others.

6.

CAPTURE-BASED APPLICATION

CAPTURE tool is available for the rangers to predict the poachers’ behavior and design optimal patrol schedules. Not all the regions are equally attractive to the poachers, so it is beneficial to
detect the hotspots and favorite regions for poachers and protect
those areas with higher probability. The general work-flow for this
software could be itemized as: 1) Aggregating previously gathered
data from the park to create a database that includes domain features, poaching signs and rangers’ effort to protect the area; 2) Preprocessing of the data points; 3) Running the CAPTURE tool to
predict the attacking probability, rangers’ observation over the area
and generate the optimal patrol strategy; and 4) Post-processing of
the results and generating the related heatmaps.
To compare the optimal strategy generated by the single-step patrol planning algorithm provided by CAPTURE and current real
strategy deploying over the area, we plotted the related heatmaps
according to the defender coverage, shown in Figure 5(a) and Figure 6(a). The darker the area, the greater chance to be covered by
the rangers. Also, we used CAPTURE to predict the probability
of the attack based on these patrol strategies. These heatmaps are
shown in Figure 5(b) and Figure 6(b). The darker regions on the
map demonstrate the more attractive regions to the poachers.
We can see the following key points based on the heatmaps: (i)
The optimal patrol strategy covers more of the regions with higher
animal density (for instance south-west and middle parts of the park
as shown in Figure 3). So the deployment of the optimal strategy
would result in more protection to areas with higher animal density,

(a) Patrol strategy

(b) Attack probability

Figure 6: Heatmaps by CAPTURE (based on the optimal strategy)

as shown in Figure 6(a) and 6(b). (ii) The poaching heatmap shows
significantly higher predicted activity of attackers against human
generated patrols in regions with higher animal density, as shown
in Figure 5(a) and 5(b).

7.

CONCLUSION

We propose a new predictive anti-poaching tool, CAPTURE. Essentially, CAPTURE introduces a novel hierarchical model to predict the poachers’ behaviors. The CAPTURE model provides a
significant advance over the state-of-the-art in modeling poachers
in security games [8] and in conservation biology [11, 6] via 1) addressing the challenge of imperfect observations of the rangers; 2)
incorporating the temporal effect on the poachers’ behaviors; and
3) not requiring a known number of attackers. We provide two new
heuristics: parameter separation and target abstraction to reduce
the computational complexity in learning the model parameters.
Furthermore, CAPTURE incorporates a new planning algorithm to
generate optimal patrolling strategies for the rangers, taking into
account the new complex poacher model. Finally, this application
presents an evaluation of the largest sample of real-world data in the
security games literature, i.e., over 12-years of data of attacker defender interactions in QENP. The experimental results demonstrate
the superiority of our model compared to other existing models.
CAPTURE will be tested in QENP in early 2016.
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ABSTRACT
Given the global challenges of security, both in physical and
cyber worlds, security agencies must optimize the use of their
limited resources. To that end, many security agencies have begun
to use "security game" algorithms, which optimally plan defender
allocations, using models of adversary behavior that have
originated in behavioral game theory. To advance our
understanding of adversary behavior, this paper presents results
from a study involving an opportunistic crime security game
(OSG), where human participants play as opportunistic
adversaries against an algorithm that optimizes defender
allocations. In contrast with previous work which often assumes
homogeneous adversarial behavior, our work demonstrates that
participants are naturally grouped into multiple distinct categories
that share similar behaviors. We capture the observed adversarial
behaviors in a set of diverse models from different research
traditions, behavioral game theory and Cognitive Science,
illustrating the need for heterogeneity in adversarial models.

Categories and Subject Descriptors
[I.2.11] Distributed Artificial Intelligence: Multiagent Systems

General Terms
Algorithms, Performance, Human Factors, Experimentation,
Security.

Keywords
Human Behavioral Modeling, Opportunistic Security Game,
Cognitive Models, Heterogonous Adversaries.

1. INTRODUCTION
Given the global challenges of security, optimizing the use of
limited resources to protect a set of targets from an adversary has
become a crucial challenge. In terms of physical security, the
challenges include optimizing security resources for patrolling
major airports or ports, screening passengers and cargo,
scheduling police patrols to counter urban crime (Tambe 2011;
Pita et al., 2008; Shieh et al., 2012). The challenge of security

resource optimization carries over to cybersecurity (Gonzalez,
Ben-Asher, Oltramari & Lebiere, 2015), where it is important to
assist human administrators in defending networks from attacks.
In order to build effective defense strategies, we need to
understand and model adversary behavior and defender-adversary
interactions. For this purpose, researchers have relied on the
insights from Stackelberg Security Games (SSGs) to provide ways
to optimize defense strategies (Korzyk, Conitzer, & Parr, 2010;
Tambe, 2011). SSGs model the interaction between a defender
and an adversary as a leader-follower game (Tambe 2011). A
defender plays a particular defense strategy (e.g., randomized
patrolling of airport terminals) and then the adversary takes an
action after having observed the defender’s strategy. Past SSG
research often assumed a perfectly rational adversary in
computing the optimal defense (mixed or randomized) strategy.
Realizing the limitation of this assumption, recent SSG work has
focused on bounded rationality models from behavioral game
theory, such as the Quantal Response behavior model (McFadden
1976, Camerer 2003), but typically a homogeneous adversary
population is assumed and a single adversary behavior model is
prescribed (Kar et al., 2015).
In contrast to this previous work which often assumes a
homogeneous adversary population with a single behavioral
model, this paper focuses on the heterogeneity in adversary
behavior. Our results are based on the study conducted in
Opportunistic Security Games (OSGs). In that experiment,
(Abbasi et al., 2015) evaluated behavioral game theory models
assuming a homogeneous adversary population. However, our
results show that adversaries can be naturally categorized into
distinct groups based on their attack patterns. For instance, while
one group of participants (about 20% of population) is seen to be
highly rational and taking reward maximizing action, another
group (nearly 50%) is seen to act in a completely random fashion.
We show through experiments that considering distinct groups of
adversaries leads to interesting insights about their behavioral
model, including the defender strategies being generated based on
the learned model.

Figure 1. Game Interface
To model the different categories of human behavior, we provide
a family of behavioral game theory and cognitive models. In
behavioral game theory models, we have explored models such as
the popular Quantal Response (McKelvey & Palfrey 1995) and
the Subjective Utility Quantal Response models (Nguyen et al.,
2013). These models have been shown to successfully capture
human rationality in decision making in the security games
domain (Tambe, 2011). In addition, based on the tradition of
Cognitive Science, we use a model derived from a well-known
cognitive theory, the Instance-Based Learning Theory (IBLT)
(Gonzalez, Lerch, & Lebiere, 2003), developed to explain human
decision making behavior in dynamic tasks and used to detect
adversarial behaviors (Ben-Asher, Oltramari, Erbacher &
Gonzalez, 2015). This is the first such use of cognitive models in
security games. In summary, in this paper we build on the existent
literature of security games and adversary behavior modeling by:
(i) investigating the heterogeneity of adversarial behavior in an
experimental study designed for OSGs, by categorizing
adversaries into groups based on their exploration patterns; (ii)
comparing computational models and showing the impact of
heterogeneity on future behavior prediction; and (iii) showing the
impact of considering heterogeneity on the defender strategies
generated.

2. Related Work
There are two strands of previous work related to this paper. First,
in behavioral game theory models in security games, mostly
homogenous adversary models have been studied but some recent
research has considered the heterogeneity of human adversarial
behavior. They have achieved it by either assuming a smooth
distribution of the model parameters for the entire adversary
population (Yang et al., 2014), such as a normal distribution, or
by utilizing a single behavioral model for each adversary (Haskell
et al., 2014; Yang et al., 2014). However, they have not
categorized the adversaries into distinct groups based on their
attack patterns. In this paper, we show that adversaries can be
categorized into multiple distinct groups and each such group can
be represented by distinct degrees of rationality.

The second strand of related work is with respect to the
exploration of available options, which is an important
aspect of decision making in many naturalistic situations
(Pirolli & Card, 1999; Todd, Penke, Fasolo, & Lenton,
2007; Gonzalez & Dutt, 2011). In line with previous work
(Hills & Hertwig, 2010; Gonzalez & Dutt, 2012), in this
paper we show that there is a negative relationship between
exploration behavior and maximization of rewards.

However, in their work, they did not contrast behavioral
models with cognitive models and did not provide insights
for behavioral game theory models which we provide. In
particular, we study the relationship between exploration
and human reward maximization behavior by parameters of
bounded rationality models of human adversaries. Our
observations are also with respect to the security games
domain where this kind of relationship between exploration
behavior and maximization of rewards has not been studied
before. Furthermore, in our work participants were shown
all relevant information, such as rewards about all the
alternative choices, while in earlier work participants had to
explore and collect information about various alternatives.

3. A behavioral study in an OSG
To collect data regarding adversarial behavior from playing an
OSG repeatedly, we used data collected from experiments by
(Abbasi et al., 2015) using a simulation of urban crime in a metro
transportation system with six stations (Figure 1).

3.1 Methods
3.1.1 Game Design
The players’ goal is to maximize their score by collecting rewards
(represented by stars in Figure 1) while avoiding officers on
patrol. Each player can travel to any station, including the current
one, by train as represented with the dashed lines in Figure 1.
There are two moving officers, each protecting three stations. The
probability of their presence at each station or route, i.e. patrolling
strategy, is determined beforehand using an optimization
algorithm similar to the one presented in (Zhang et al., 2014). The
algorithm optimizes defender strategies given an opportunistic
adversary behavior model.
The stationary coverage probabilities for each station and trains
are revealed to the players. This means that players can see the
percentage of the time that officers spend on average at each
station and on train, so they can determine the chance of
encountering an officer at a station. However, during the game,
the players cannot observe where officers are actually located,
unless they encounter the officer at a station.
The game can finish either if the player uses up all the 100 units
of available time in each game, or the game is randomly
terminated after a station visit, which may happen with a 10%
probability after each station visit. The random termination
encourages players to choose each action carefully, as there is a
chance the game may terminate after each visit.
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The player’s objective is to maximize his total reward in limited
time. Players must carefully choose which stations to visit,
considering the available information about rewards, officers’
coverage distribution on stations and time to visit the station.

3.1.2 Procedures
Each participant played eight games in total; starting with two
practice rounds to become familiar with the game, followed by
two validation rounds, in which the participants were presented
with obvious choices to confirm they understood the rules and
game’s objective, and finally, four main games from which we
collect and use the data for our analyses. To ensure that the
collected data is independent of the graph structure, the four main
games were played on four different graphs, presented in a
random order to the participants. Each graph had six stations with
a different route structure and patrolling strategy.

Figure 4: Utility Rank by Cluster

Figure 5 shows the distribution of participants based on their
mobility score for each graph. The mobility score varied widely
(0% to 100%) with significant proportion of participants at the
two extremes. Informally, the exploration behavior seems to fall
into three categories: (i) those who did no exploration; (ii) those
who always explored and (iii) those who engaged in middling
level of exploration. Indeed the clustering algorithm resulted in
three groups of participants: participants whose mobility score is
less than 10% belong to Cluster1, participants with 10% to 80%
mobility score belong to Cluster2, and participants whose
mobility score is greater than 80% belong to Cluster3.

3.1.3 Participants
The participants were recruited from Amazon Mechanical Turk.
They were eligible if they had previously played more than 500
games and had an acceptance rate of minimum 95%. To motivate
the subjects to participate in the study, they were rewarded based
on their total score ($0.01 for each gained point) in addition to a
base compensation ($1). In total, 70 participants took part in the
game and went through a validation test. Data from 15
participants who did not pass validation were excluded.

3.2 Methods
Using data from all the main games, Figure 2 illustrates the
distribution of attacks (i.e., moves) from all participants (black
bars) on stations ranked by the participants’ expected utility
(average earning per time) , as well as attacks of five randomly
selected individuals (P1 to P5). To normalize the utility scores
among graphs, we have used the ranking of stations’ utility (utility
rank) instead of its absolute value (the highest utility in a graph is
ranked 1). The graph illustrates significant heterogeneity behavior
among individuals (line charts), and comparison to the average
behavior (bar chart).
Given this heterogeneous behavior, we have applied the
Hierarchical Clustering algorithm (Johnson, 1967) on different
features related to an individuals’ exploration behavior and found
that mobility score was the best feature to cluster the participants.
The mobility score is a measure of exploration: it is a ratio of the
number of movements between stations over the number of trials
(total number of movements) by a participant in the game.

Figure 5: % of participants based on the Mobility Score
Figure 3 shows the percentage of participants belonging to each
cluster for four different graphs (Graph 1 to Graph 4). The
percentage of participants belonging to each cluster is nearly
consistent across all graphs: approximately, 20% in Cluster1, 30%
in Cluster2 and 50% in Cluster3.
In Figure 4, using the data from all the graphs per cluster, we
show the distribution of utility ranks for each of the three clusters.
Interestingly, mobility scores were highly correlated with the
utility ranks of the attacked stations (R^2=.85 & p< .01). We
observe that participants in Cluster1 (the lowest mobility scores),
attacked stations with the highest utility (average utility rank of
1.04). In contrast, participants in Cluster3 (the highest mobility
score), attacked stations that varied more widely in the utility rank
(average utility rank of 3.3). Participants in Cluster2 also attacked
a variety of stations but were leaning (on average) towards higher
utility rank stations (average utility rank of 1.7). These

observations provide interesting insights for building defender
strategies, as illustrated in Section Model Results.

4. Models of Adversarial Behavior in OSG
In what follows, we aim at presenting a series of models that have
been proposed recently, to represent adversarial behavior. We
generate predictions of these models to determine how well they
can capture adversaries’ behavior overall and also in each cluster.

4.1 Quantal Response Model (QR)
Quantal Response models the bounded rationality of a human
player by capturing the uncertainty in the decisions made by the
player (McKelvey & Palfrey 1995; McFadden 1976). Instead of
maximizing the expected utility, QR posits that the decision
making agent chooses an action that gives high expected utility,
with probability higher than another action which gives a lower
expected utility. In the context of OSG, given the defender’s
strategy (e.g., stationary coverage probability at station ( )
shown in Figure 1), the probability of the adversary choosing to
attack target when he is in target ,
, is given by the
following equation:

where is his degree of rationality and
utility of the adversary as given by:

is the expected

where
is the number of stars at station
time taken to attack station when player is in station

refers to

4.2 Subjective Utility Quantal Response
(SUQR)
The SUQR model combines two key notions of decision making:
Subjective Expected Utility, SEU, (Fischhoff et al., 1981) and
Quantal Response; it essentially replaces the expected utility
function in QR with the SEU function (Nguyen et al., 2013). In
this model, the probability that the adversary chooses station
when he is at station j, when the defender’s coverage is is given
by
.
is a linear combination of three key factors. The
key factors are (a)
, (b)
, and (c)
,
denotes the weights for each decision
making feature:

where

4.3 Instance-Based Learning Model
The IBL model of an adversary in the OSG makes a choice about
the station to go to, by first applying a randomization rule at each
time step:
If draw form U(0,1) >= Satisficing threshold
Make a random choice
Else;
Make a choice with the highest Blended value.

This rule aims at separating highly exploratory choices from those
made by the satisficing mechanism of the IBL, the Blended Value.
Satisficing is a parameter of this model. The Blended value V
represents value of attacking each station (option j ):

where x_ij refers to the value (payoff) of each station (the number
of stars divided by time taken) stored in memory as instance i for
the station j, and p_ij is the probability of retrieving that instance
for blending from memory (Gonzalez & Dutt, 2011; Lejarraga et
al., 2012) defined as:

where l refers to the total number of payoffs observed for station j
up to the last trial, and τ is a noise value defined as σ∙√2. The σ
variable is a free noise parameter. The activation of instance i
represents how readily available the information is in memory:

Please refer to (Anderson & Lebiere, 1998) for a detailed
explanation of the different components of this equation. The
Activation is higher when instances are observed frequently and
more recently. For example, if an unguarded nearby station with
many starts (reward) is observed many times, the activation of this
instance will increase and the probability of selecting that station
in the next round will be higher. But if this instance is not
observed often, the memory of such station will decay with the
passage of time (the parameter d, the decay, is a non-negative free
parameter that defines the rate of forgetting). The noise
retrieval.

5. MODEL RESULTS
We aggregated the human data and divided the data set into
two groups: training and test datasets. The data from the
first three graphs played by the participants were used for
training and the last graph played was used for testing the
models. This resulted in 1322 instances in the training set
and 500 instances in the test data set.
For comparison of different models, we use Root Mean
Squared Error (RMSE) and Akaike Information Criterion
(AIC) metrics. RMSE represents the deviation between
model’s predicted probability of adversary’s attack ( ) and
the actual proportion of attacks of participants from each
station to others (p).
=

where MSE ( ) =

AIC provides a measure of relative quality of statistical models;
the lower the value, the better the model. The metric rewards
goodness of fit (as assessed by the likelihood function), and
penalizes overfitting (based on number of estimation parameters).
)
Table 1 shows the results on the full data set. The model
parameters obtained from the training data set were used to make
predictions on the test dataset. The prediction errors from all the

Model

Parameters

RMSE1

AIC

QR

0.4188

0.25

3962

SUQR

<3.97,-2.51,-2.55>2

0.23

3685

IBL

<1.4, 3.2,0.3>3

0.24

4359

The value of λ (higher value of λ corresponds to higher rationality
level) in the QR model decreases significantly from Cluster1 (high
value of λ=1.81) to Cluster3 (λ=0). These findings are consistent
with our observation of the utility ranks of targets chosen by
adversaries in each cluster, as shown in Figure 5. This is
significant because past research has assumed that all participants
either behave based on an average value of λ or that each
individual's value of λ can be sampled from a smooth distribution.
In this study, however, we show that a significant number of
participants (70%: 20% in Cluster1 plus 50% in Cluster3) have
values of λ which fall at two extreme ends of the spectrum, thus
modeling perfectly rational and completely random adversaries
respectively.
Moreover, considering the fact that SUQR weights indicate the
importance of each attribute to the decision maker, the results of
SUQR parameter extraction for different clusters reveal some
interesting points. First, the fact that Cluster1 has the largest
weights for all attributes (in the absolute terms) implies that
Cluster1 participants are very attracted to the stations with high
rewards and highly repelled by high defender coverage; which
conforms with the observed behavior of Cluster1 participants in
maximizing the expected utility. Second, although SUQR
outperforms QR overall and in Cluster2 and 3, QR has lower
prediction error (statistically significant for paired t-test at t (288)
= 02.34, p<0.01) on data for Cluster1. This is intuitive if
participants are utility maximizers, this would be captured better
when in the QR model. On the other hand, a model like SUQR
which reasons based on different features of the game capture
better the propensity of the participants to switch between
stations, and hence perform better on Clusters 2 and 3 where
participants do not have a clear movement pattern. Therefore,
identifying different groups of adversaries gives us valuable
insight into the types of behavioral models that can be used in
different scenarios to generate accurate future predictions.

1

the average is over 288 entries, representing moves from any of
6 stations to any other station, in four graphs, and for two cases
where the player observes the officer or not

2
3

<noise, decay, Satisficing threshold >

Cluster1
Cluster2

Table 1: Metrics and Parameter on the full data set

Table 2: Metrics and Parameters on each Cluster

Cluster3

models are relatively similar, even though they provide different
perspectives. QR and SUQR predict the stable state transition
probabilities of the attacker, while the IBL is a process model that
captures learning and decision dynamics over time. We also
examine the parameter values and performance of the models for
each cluster (Table 2).

Model

Parameters

RMSE

AIC

QR

1.81

SUQR
IBL

<7.16,-4.53,

0.01

52

-13.43>2

0.06

67

0.9>3

0.27

238

<2.3, 0.9,

QR

0.6582

0.28

1023

SUQR

<5.63,-3.14 ,-4.16>2

0.27

927

0.30

1821

IBL

<0.9, 1.4,

QR
SUQR
IBL

0.8>3

0
<

0.26

2188

1.9,-1.1,0.13>2

0.23

2007

0.1>3

0.27

2529

<0.01, 1.8,

The results from the IBL model suggest that the categories of
adversaries found in this study do not emerge naturally from the
learning process. Indeed, in this study participants had little
opportunities to learn. Instead, it appears that participants either
use the information readily available to them in the OSG and
attempt to maximize their gains, or they explore the choices
randomly which may lead them to less optimal decisions. These
two modes of behavior were captured in the IBL model by a metarule with a Satisficing parameter. This meta-rule is not part of the
IBL model, but it helps to overpass the natural choice by Blending
(similar to the Inertia meta-rule used in Gonzalez & Dutt, 2011).
This meta-rule was added to explicitly account for random
exploratory behavior observed in the OSG. Therefore, the
Satisficing parameter helps in selecting between the two modes of
behavior to form the different clusters. The Satisficing parameter
is highest in Cluster1, lower in Cluster2, and lowest in Cluster3.
Cluster1 results from most choices being made by the IBL’s
Blending, while Cluster3 results from random choice. However,
this parameter interacts with the IBL model’s decay and noise
parameters. For example, in Cluster1, most decisions are made for
the station with highest Blended value, and there is a need for a
high noise value to introduce the variability found in human
behavior. In contrast, choices in Cluster3 are mostly done
randomly, but in the rare occasions when the model makes
choices based on the highest Blended value, it attempts to benefit
from recent past experiences (i.e., low decay) and with low noise
to the decision processes. Therefore, identifying such meta-rules
for accounting for explicit descriptive information in addition to
the IBL model’s learning mechanisms is an important aspect of
capturing adversary behavior in security games.
It is interesting to observe that the behavioral game theory models
provide a significantly better fit in Cluster1, compared to the IBL
cognitive model, while the values of behavioral game theory
models are comparable to those of the IBL model in Clusters 2
and 3. The IBL model, being a learning model, is poor at making
highly accurate decisions with little or no experience as in the
OSG study.
Finally, to demonstrate the impact of considering distinct
heterogeneous groups of adversaries, we consider one of the most
recent works (Kar et al., 2015) which advocated the use of a
homogeneous adversary model. We show on data collected from

their domain that there is a significant difference between the
defender strategies generated by a homogeneous (SUQR) and a
heterogeneous model which considers three distinct clusters
(Bayesian SUQR). For example, for target 16 in Figure 6, the
change in coverage probability from defender strategy generated
against a homogeneous to that against a heterogeneous model is
110%.
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6. CONCLUSIONS
Significant research has been conducted towards understanding
human adversary behavior in security games (Tambe 2011; Pita et
al., 2008; Shieh et al., 2012). Although researchers have relied on
modeling adversaries via a single homogeneous model in security
games, in this paper, we showed the heterogeneity in adversary
behavior by clustering adversaries into distinct groups based on
their exploration patterns. We found that three distinct clusters
emerged based on the adversaries’ exploration patterns, two of
which fall at two extreme ends of the spectrum, thus capturing
perfectly rational and completely random adversarial behavior,
while people in the third cluster exhibit some behavior in
between. We also observed that in our OSG domain, exploration
is negatively correlated with utility maximization.
We demonstrate that, accounting for the diversity of adversary
behavior leads to very different model parameters and can provide
more accurate predictions of future behavior. Specifically, we
show on data collected based on an Opportunistic Security Game
that: (i) the QR model captures the behavior of utility maximizing
adversaries much better than the SUQR or IBL based models; (ii)
the behavioral (QR, SUQR) and cognitive models (IBL) have
similar prediction performance for adversaries who do not act in a
perfectly rational fashion. Furthermore, we show that considering
the heterogeneity in adversary behavior leads to different defender
strategies being generated. The effectiveness of such strategies is
an important area of future work.
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