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Bias-Variance Outline

A Analysis of Ensemble Learning Algorithms
A Effect of Bagging on Bias and Variance
A Effect of Boosting on Bias and Variance
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Bias-Variance Theory

A Decompose Error Rate into components, some of
which can be measured on unlabeled data

A Bias-Variance Decomposition for Regression
A Bias-Variance Decomposition for Classification
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Bias-Variance Analysis In Regressior

A Suppose we have examples <x,y> where the true function
Isy = f(x) + eand where e is Gaussian noise with zero

mean and standard deviation s.

A In linear regression, given a set of examples < X;,¥:>._ 1 an »
we fit a linear hypothesis h(x)=wx +w,, such as to
minimize sum-squared error over the training data:

> (i — h(x3))?
i=1

A Because of the hypothesis class that we chose (linear
hypotheses) for some function f, we will have a systematic

prediction error

A Depending on the data set we have, the parameters w
that we find will be different.
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Example: 20 points

y=X+2sin(1.5x)+ N(0,0.2)

fitted hypothesis

true function
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50 fits (20 examples each)

= I I I I T
0 z 4 i 5 10
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Bias-Variance Analysis

A Given a new data point x, what is the expected
prediction error?

A Assume that the data points are drawn i.i.d. from a uniqgue
underlying probability distribution P

A The goal of the analysis Is to compute, for an arbitrary new
point X,

Ep |(y — h(x))?]

where y is the value of x that could be present in a data

set, and the expectation is over af/ training sets drawn
according to P.

A We will decompose this expectation into three
components:

bias, variance and noise
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Recall: Statistics 101

A Let Z be a random variable with possible values z,i= 1 @
and with probability distribution P(Z)

A The expected value or mean of Z is:

n
Z =EplZ] =) zP(%)
i=1
A If Z is continuous the sum is replaced by an integral, and
the distribution by a density function.

A The variance of Z is:
Var[2) = E|(Z - 2)?
E[Z?] - Z?

(this last line is proven on the next slide)
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The variance lemma

Var|Z] = [(Z Z)Q}

— Z 22P(z) — 22 Z 25 P(2) + Z° Z P(z)

E[ZQ] — 277 + 22 1
E[Z°] - Z?
We will use the form:

E|z2|= 2% +VvalZ]
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Bias-variance decomposition

Ep |(y—h(x))?| = Ep|h(x)®+2yh(x) + ¢°
= Ep |h(x)?| + Ep |y?| — 2Eply] Ep[h(x)]

A Let h(x) = Ep[h(x)lenote the  mean prediction of the
hypothesis at x, when h is trained with data drawn from P

A For the first term, using the variance lemma, we have:
Ep [h(x)?| = Ep |(h(x) — h(x))?| 4 h(x)?

A Note that Eply] = Ep[f(x) +¢] = f(x)
A For the second term, using the variance lemma, we have:

Ep |y?| = Ep |(y — F(x))?| + f(x)?
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Bias-variance decomposition (2)

A Putting everything together, we have:

Ep|(y—h(x)?] =

Lp

(h(x) = R(x))?] +

h(x)? = 2f()R(x) + f(x)* +

Ep |(y — £(x))?|

Ep |(h(x) — E(x))z} + (variance)
(h(x) — f(x))* + (bias)?
Ep |(y — £(x))?] (noise)

Var[h(x)] + Bias[h(x)]? + Epl[e?]
Var[h(x)] 4 Bias[h(x)]? + o2

A Expected prediction error = Variance + Bias2 + Noise?2
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Bias, Variance and Noise

A Variance : Ep {(h(x) — E(x))Q}
Is the hypothesis h when trained with finite data sets

sampled randomly from P. It describes how much h( x)
varies from one training set S to another.

A Bias (or systemic error): [h(x) — f(x)]

Is associated with the class of hypotheses we are
considering. It describes the averageerror of h( x).

A Noise: Ep [(y _ f(x))Q] — B[e?] = o2

Is due to the problem at hand and cannot be avoided. It
describes how muchy varies from f (x)
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50 fits (20 examples each)

= I I I I T
0 z 4 i 5 10
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Bias

10

frue function
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Variance

I I I I I I
o g 4 B g 10
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Noise

12

10
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50 fits (20 examples each)
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Distribution of predictions at x=2.0
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50 fits (20 examples each)
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Distribution of predictions at x=5.0
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Bias-variance trade-off

A Consider fitting a logistic regression LTU to a data
set vs. fitting a large neural net.

A Which one do you expect to have higher bias?
Higher variance?

A Typically, bias comes from not having good
hypotheses Iin the considered class

A Varianceresults from the hypothesis class
containing too many hypotheses

A Hence, we are faced with a trade-off: choose a
more expressive class of hypotheses, which will
generate higher variance, or a less expressive
class, which will generate higher bias.
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Source of bias

A Inability to represent certain decision boundaries
I E.g., linear threshold units, naive Bayes, decision trees

A Incorrect assumptions
I E.g, failure of independence assumption in naive Bayes

ACl assifiers that are fdto
too smooth)

I E.g., a single linear separator, a small decision tree.

If the bias is high, the model is wunderfitting the data.
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Source of variance

A Statistical sources

IClassifiers that are ntoo
A E.g., nearest neighbor, large decision trees

A Computational sources

I Making decision based on small subsets of the data
A E.g., decision tree splits near the leaves

I Randomization in the learning algorithm
A E.g., neural nets with random initial weights

I Learning algorithms that make sharp decisions can be
unstable (e.g. the decision boundary can change if one
training example changes)

If the variance is high, the model is overfitting the data
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Measuring Bias and Variance

A In practice (unlike in theory), we have only
ONE training set S.

A We can simulate multiple training sets by
bootstrap replicates

I SO x| Xisdrawn at random with
replacement from S}and | SO0 | SE |
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Procedure for Measuring Bias and Variance

A Construct B bootstrap replicates of S
(e.g., B =200): S,, &g

A Apply learning algorithm to each replicate S,
to obtain hypothesis h,

AlLet T,= S\ S, be the data points that do
not appear in S, (out of bag points)

A Compute predicted value hy(x) for x I T,
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Estimating Bias and Variance (continued)

A For each data point x, we will now have the
observed Correspondlng valuey and several

predictionsy,, ¥,
A Compute the average prediction h.
A Estimate bias as (h i y)
A Estimate variance as S, (y, 1 h)2/(K i 1)
A Assume noise is 0
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Approximations in this Procedure

A Bootstrap replicates are not real data

A We ignore the noise

I If we have multiple data points with the same X
value, then we can estimate the noise

I We can also estimate noise by poolingy values
from nearby x values

Fall 2008 27 Bias-Variance - Sofus A. Macskassy



Ensemble Learning Methods

A Given training sample S
A Generate multiple hypotheses, h,, h,, &,

A Optionally: determlnlng corresponding
weights w, W,, &,

A Classify new points according to
Zwlhl > 0
[
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Bagging: Bootstrap Aggregating

AForb= 1 ,B db,
I S, = bootstrap replicate of S
I Apply learning algorithm to S, to learn h,

A Classify new points by unweighted vote:

Db Wyhy
B

> 0
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Bagging
A Bagging makes predictions according to
1
Yy — B Zb: hp(X)

AHence, baggingolEx)pr ed
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Estimated Bias and Variance of Bagging

A If we estimate bias and variance using the same B
bootstrap samples, we will have:
i Bias=(hiy) [same as before]
i Variance=S, (hi h)?/(K i 1)=0

A Hence, according to this approximate way of

estimating variance, bagging removes the variance
while leaving bias unchanged.

A In reality, bagging only reducesvariance and
tends to slightly increase bias
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Bias/Variance Heuristics

A Models that fit the data poorly have high bias:
Al nfl exi bl e model so such
regression stumps

A Models that can fit the data very well have low
bi as but high vari ance:
nearest neighbor regression, regression trees

A This suggests that bagging of a flexible model can
reduce the variance while benefiting from the low
bias
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Bias-Variance Decomposition for
Classification

A Can we extend the bias-variance decomposition to
classification problems?

A Several extensions have been proposed; we will
study the extension due to Pedro Domingos
(2000a; 2000b)

A Domingos developed a unified decomposition that
covers both regression and classification
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Classification Problems: Noisy Channel Model

A Data points are generated by y, = n(f (x,)),
where
i f(X;) is the true class label of x;
I n(.) Is a noise process that may change the true label
f(x;).
A Given a training set {(X,, ¥;) . %, Y.)§ our
learning algorithm produces an hypothesis h.

A Lety* = n(f (x*)) be the observed label of a new
data point x*.
i h(x?*) is the predicted label.
i The error (Al osLghix)), yw)s def i r
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Loss Functions for Classification

A The usual loss function is 0/1 loss:
L(yoy)isOif yo y-and 1 otherwise.
A Our goal is to decompose E [L (h(x*), y*)]
Into bias, variance, and noise terms
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Discrete Equivalent of the Mean:
The Main Prediction

A As before, we imagine that our observed training
set S was drawn from some population according
to P(S)

A Define the main prediction to be

y™(x*) = argmin yEp[ L(y0 h(x*)) ]
A For 0/1 loss, the main prediction is the most

common vote of h(x*) (taken over all training sets
S weighted according to P(S))

A For squared error, the main prediction is h(x*)
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Bias, Variance, Noise

A BiasB(x*) = L(yM, f(x*))

I This is the loss of the main prediction with respect to
the true label of x*

A Variance V(x*) = E[ L(h(x*), yM) ]
I This is the expected loss of h(x*) relative to the main
prediction

A Noise N(x*) = E[ L(y*, f(x*))]
I This Is the expected loss of the noisy observed value y*
relative to the true label of x*
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Squared Error Loss

A These definitions give us the results we
have already derived for squared error loss
L (yoy) = (yoi y)?
I Main prediction y™ = h(x*)
I Bias L(h(x*), f(x*)) =( h(x*) 7 f(x*)) 2

I Variance:
E[ L(h(x*), h(x*))]= E[(h(x*) T h(x*))=]
I Noise:

E[L(y* f(x*) 1= E[(y* T f(x¥)?]
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O/1 Loss for 2 classes

A There are three components that determine
whether y* = h(x?*)
I Noise: y*= f(x*)?
I Blas: f(x*) = ym?
I Variance: y™ = h(x*)?

A Bias is either 0 or 1, because neither f (x*)
nor y™ are random variables
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