
Lecture 6. 

Visual Plasticity; Self-Organizing Feature Maps

Reading Assignments:

TMB 2: Section 4.3

HBTNN: Self-Organizing Feature Maps
Background: TMB Sections 4.1 and 4.2

Emergent Properties and Cooperative Phenomena

The Key Question of Cooperative Computation: How is it that local  interaction of a number of systems can be integrated to yield some overall result?  

The theory of cooperative phenomena seeks to show how the interactions  among a multitude of units yield properties that are absent when those units are considered in isolation.  

Statistical Mechanics is the branch of physics which studies a variety of physical phenomena in these terms:

( Molecules of H2O can form ice or water or steam;
changes in temperature can effect phase transitions from one form to another.

( An iron bar can hold its magnetization at one tem​perature but not another. 

Reaction-Diffusion Models

The "continuous" approach approximates a tissue of cells by functions varying continuously over the tissue, and uses techniques from differential equations, stability, and statistics.  This approach to biological systems goes back to 
Turing, A.M., 1952, The chemical basis of morphogenesis. Philosophical Transactions of the Royal Society of London, B237:37-72.

which introduced the use of reaction-diffusion equations into the study of pattern formation. 

Turing’s “Stripe Machine”

Structure: A ring of cells in each of which there are two chemical substances called morphogens.    

Within any one cell, these substances engage in chemical reactions; 

the substances can also diffuse between cells.   

Turing showed that the system would eventually be structured with standing waves of chemical concentrations providing the substrate for expression of biological pattern.    

Local interactions give rise to global pattern, giving yet another example of cooperative phenomena.    

[J.D. Murray: Mathematical Biology.  Springer-Verlag.] 

Statistical Mechanics

Analyzing complex ensembles of neurons by the use of 

analogies with the statistical mechanics of physics. 

Ferromagnetism

In a ferromagnetic material, the individual atoms are little magnets.  

The local interactions of the atoms tend to align their magnetic spin in the same direction; 

thermal motion tends to "randomize" the spins.   

If the magnet is not too hot, the local interactions can co​operate so that tracts of the material will have their spins with the same orientation.  Such a region of equal spins is called a 
do​main.   

A strong enough external magnetic field can bias the local interactions to get al​most all the spins to align themselves with the field, and then there is one domain, and the material be​comes what we call a magnet.   

Critical Points & Phase Transitions

Pierre Curie discovered that there is a critical tempera​ture, the Curie temperature, such that the global magnetization induced by an ex​ternal magnetic field will be retained if the material is below this temperature, whereas the thermal fluctuations will dominate the local interactions to demagnetize a hotter magnet.   

The Curie temperature marks a critical point at which the material makes a phase transition   from a phase in which it can hold magne​tization to one in which it cannot.   

Hysteresis and Magnetization

Hysteresis is the phenomenon, observed in many cooperative systems, in which the local inter​actions are such that the change in global state of the system occurs at a point dependent on the his​tory of the system.   

For example, consider using an external magnetic field in a fixed left-right direction (but it may be positive or negative) to reverse the magnetization of a bar magnet.   

The cooperative effect of many "individuals" (whether those individuals be atoms, neurons, schemas, or persons) may constitute "external forces" that make it extremely difficult for any one individual to change.   

The Ising Model 

Modeling a magnet by a lattice of atomic binary spins.

A tendency for nearby spins to line up with one another counteracts a thermal tendency to randomness.

Ising (1929): A 1-dimensional model - no phase transition
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Onsager (1944): A 2-dimensional model - and a phase transition qualitatively like that observed by Pierre Curie.
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extending indefinitely in both directions.

An example of a domain is shown in red.
Optic Flow and Stereopsis

Bela Julesz introduced a cooperative computation "model" of stereopsis visualized in terms of an array of spring-coupled networks.  

Such magnet analogies stress the likelihood of hysteresis arising in the system.

The Generic Problem: Given two frames of visual information, how are  local features in one frame matched with the correct features in the other frame? 

Stereopsis: [TMB2 § 7.1]

The two frames come from two simultaneous vantage points (the left and right eyes, for example).     

Optic Flow: [TMB2 §7.2]

The two frames are in temporal succession.   

Retino-Tectal Connections

Retinotopy: Fibers from the retina reach the tectum and there form an orderly map.



 

Sperry 1944 showed that the orderly projection from retina to tectum would, at least in the frog, survive  a cut of the optic nerve even with rotation of the eyeball. 

Does each fiber bear a unique "address" and go directly to the target point on the tectum?

NO:  if half a retina is allowed to innervate a tectum, 

the map will expand to cover the whole tectum; 

if a whole retina innervates half a tectum, then the map is compressed.  

The fibers have in some sense to "sort out" their relative position in using available space, rather than simply going for a  prespecified target.      

Models now explain this phenomenon  by

( local interactions of a few fibers and the portion of tectum upon which they find themselves, 

( with global information restricted to the role of providing at most a rough sketch.

These models include 

the arrow model of Hope, Hammond and Gaze 1976, 

the "marker" model of von der Malsburg and Willshaw 1977.

the extended branch-arrow model of Overton and Arbib 1982

We will examine the related "general model" of Kohonen.

Note also von der Malsburg's Spring Course.

Cortical Feature Detectors

Hubel and Wiesel 1962: many cells in visual cortex are tuned as edge detectors.

Hirsch and Spinelli 1970 and Blakemore and Cooper 1970: early visual experience can drastically change the population of feature detectors.   

The growth of the visual system in the absence of patterned stimulation can at most sketch the feature detectors.

Current neurophysiological research: The genetic component may be larger than we thought in the last 30 years.

Interaction with the world is required

• to fully express the "normal" situation, or 

• to come up with detectors constrained to express the peculiarities of a given environment.    

Adaptation in Neural Networks

Mechanisms of local synaptic change are based on 

• Hebbian rules: correlation between presynaptic and postsynaptic activity, 

• reinforcement signals, or 

• "training" signals/error feedback.  

von der Malsburg 1973:  An early model of development of Edge Detectors:

By allowing Hebbian synaptic change to be coupled with lateral inhibition between neurons, a group of randomly connected cortical neurons can eventually differentiate among themselves to give edge detectors for distinct orientations.   

However, while certain cells in areas 17 and 18 become well tuned as simple cells, other cells in area 18 and 19 become well tuned as hypercomplex cells — and complex cells arise in all three areas.   

More subtle theories are being developed to understand what it is about the precursive cellular geometry that provides conditions for these different patterns to emerge. 

Competition and cooperation is seen in the formation of neural connections 

• in the developing nervous system (e.g., Spinelli and Jensen 1979) 

• in reorganization in the adult system (as in the work of Merzenich and Kaas 1980 [see also Merzenich 1987]) on reorganization of the "hand map" in somatosensory cortex of an adult monkey seen after amputation of a finger.

This all suggests that many exciting developments in brain theory will be based on the search for a commonality of  underlying mechanisms between 


• neuroembryology, 


• formation of connections, and 


• adult function 

The study of learning mechanisms and performance mechanisms can be enriched by relating them to studies of development. 

 

The Handbook of Brain Theory and Neural Networks

Self-Organizing Feature Maps

Helge Ritter

The self-organizing feature map develops by means of an unsupervised learning process. 

A layer of adaptive units gradually develops into an array of feature detectors that is spatially organized in such a way that the location of the excited units indicates statistically important features of the input signals. 

The importance of features is derived from the statistical distribution of the input signals ("stimulus density"). 

Clusters of frequently occurring input stimuli will become represented by a larger area in the map than clusters of more seldom occurring stimuli. 

Statistics: Those features which are frequent "capture" more cells than those that are rare - good preprocessing.

As Neural Model: The feature map provides a bridge between microscopic adaptation rules postulated at the single neuron or synapse level, and the formation of experimentally better accessible, macroscopic patterns of feature selectivity in neural layers. 

The Basic Feature Map Algorithm

Two-dimensional sheet:
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Any activity pattern on the input fibers gives rise to excitation of some local group of neurons.    
[It is training that yields this locality of response to frequently presented patterns and others similar to them.]

After a learning phase the spatial positions of the excited groups specify a topographic map: the distance relations in the high-D space of the input signals is approximated by distance relationships on the 2-D neural sheet. 

The main requirements for such self-organization are that

(i) the neurons are exposed to a sufficient number of different inputs, 

(ii) for each input, the synaptic input connections to the excited group only are affected, 

(iii) similar updating is imposed on many adjacent neurons, and 

(iv) the resulting adjustment is such that it enhances the same responses to a subsequent, sufficiently similar input

The neural sheet is represented in a discretized form by a (usually) 2-D lattice A of formal neurons. 

The input pattern is a vector x from some pattern space V. Input vectors are normalized to unit length. 

The responsiveness of a neuron at a site r in A is measured by 
x.wr  =  i xi wri
where wr is the vector of the neuron's synaptic efficacies.

The "image" of an external event is regarded as the unit with the maximal response to it

The connections to neurons will be modified if they are close to the site s for which x.ws is maximal.  

The neighborhood kernel hrs:



takes larger values for sites r close to the chosen s, 

e.g., a Gaussian in (r - s). The adjustments are:

wr =  . hrs . x    -    . hrs wr(old). 
(2)

a Hebbian term plus a nonlinear, "active" forgetting process.

Note:  This learning rule depends on a Winner-Take-All process to determine which site s controls the learning process on a given iteration.

[See the discussion of the Didday model in TMB2 Sections 4.3 and 4.4. This model is the basis for the Maxselector model to be presented in the first NSLJ Lecture, Lecture 8.]

For intuition, compare 

wr =  . hrs . x    -    . hrs wr(old). 
(2)

with the rule    

wr(t+1) =  EQ \f(wr(t) + ex(t),|\S\up0(\D\BA3()|) wr(t) + ex(t) |\S\up0(\D\BA3()|) )  
which rotates wr towards x with "gain" , but uses "normalization" instead of "forgetting".




Normalization improves selectivity and conserves memory resources.

Neighborhood Cooperation: 

The neighborhood kernel hrs 

focuses adaptation to a "neighborhood zone" of the layer A, decreasing the amount of adaptation with distance in A from the chosen adaptation center s.

Key observation: 

The above rule tends to bring neighbors of the maximal unit (which varies from trial to trial) "into line" with each other. 

But this depends crucially on the coding of the input patterns:


since this coding determines what patterns are "close 
together".

Consequently, neurons that are close neighbors in A will tend to specialize on similar patterns. 

After learning, this specialization is used to define the 

map from the space V of patterns onto the space A: 

each pattern vector x in V is mapped to 

the location s(x) associated with the winner neuron s for which x.ws is largest. 

Visualizing a feature map 1: Label each neuron by the test pattern that excites this neuron maximally
This resembles the experimental labeling of sites in a brain area by those stimulus features that are most effective in exciting neurons there. 

For a well-ordered map, this partitions the lattice A into a number of coherent regions, each of which contains neurons specialized for the same pattern. 
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Figure 2: Each training and test pattern was a coarse description of one of 16 animals (using a data vector of 13 simple binary-valued features).  The topographic map exhibits the similarity relationships among the 16 animals. 

Visualizing a feature map 2: Visualize the feature map as a "virtual net" in the original pattern space V
The virtual net is the set of weight vectors wr displayed as points in the pattern space V, together with lines that connect those pairs (wr,ws), for which the associated neuron sites (r,s) are nearest neighbors in the lattice A. This is well suited to display the topological ordering of the map for continuous and at most 3-D spaces. 

Figures 3a,b: Development of the virtual net of a two-dimensional 20x20-lattice A from a disordered initial state into an ordered final state when the stimulus density is concentrated in the vicinity of the surface z=xy in the cube V given by -1<x,y,z<1.
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The adaptive process can be viewed as 

a sequence of "local deformations" 

of the virtual net in the space of input patterns, 

deforming the net in such a way that it approximates the shape of the stimulus density P(x) in the space V. 

If the topology of the lattice A and the topology of the stimulus density are the same:  there will be 
a smooth deformation of the virtual net so that it matches the stimulus density precisely and feature map learning finds this deformation in the case of successful convergence. 

If the topologies differ, e.g. if the dimensionalities of the stimulus manifold and the virtual net are different

no such deformation will exist and the resulting approximation will be a compromise between the conflicting goals of matching spatially close points of the stimulus manifold to points that are neighbors in the virtual net. 

Figure 3c: The map manifold is 1-D (a chain

of 400 units), the stimulus manifold is 2-D (the surface z=xy) and the embedding space V is 3-D (the cube -1<x,y,z<1). 

In this case, the dimensionality of the virtual net is lower than the dimensionality of the stimulus manifold (this is the typical situation) and the resulting approximation resembles a "space-filling" fractal curve. 
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What properties characterize the features that are represented in a feature map?

The geometric interpretation suggests that a good approximation of the stimulus density by the virtual net requires that the virtual net is oriented tangentially at each point of the stimulus manifold. Therefore: 

a d-dimensional feature map will select a (possibly locally varying) subset of d independent features that capture as much of the variation of the stimulus distribution as possible.

This is an important property that is also shared by the method of principal component analysis.
However, selection of the "best" features can vary smoothly across the feature map and can be optimized locally. Therefore, the feature map can be viewed as a non-linear extension of principal component analysis.

 [see HBTNN: Principal Component Analysis]

This has proven valuable in many different applications, ranging from pattern recognition and optimization to robotics.
How is the speed and the reliability of the ordering process related to the various parameters of the model?

The convergence process of a feature map can be roughly subdivided into 

1) an ordering phase in which the correct topological order is produced, and 

2) a subsequent fine-tuning phase.

A very important role for the first phase is played by the neighborhood kernel hrs. Usually, hrs is chosen as a function of the distance r-s, i.e., hrs is translation invariant. 

The algorithm will work for a wide range of different choices

(locally constant, Gaussian, exponential decay) for hrs.

For fast ordering the function hrs should be convex over most of its support. Otherwise, the system may get trapped in partially ordered, metastable states and the resulting map will exhibit topological defects, i.e. conflicts between several locally ordered patches. Figure 3d:
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[cf. domain formation in magnetization, etc.]

Another important parameter is the distance up to which hrs is significantly different from zero.  

This range sets the radius of the adaptation zone and the length scale over which the response properties of the neurons are kept correlated. 

The smaller this range, the larger the effective number of degrees of freedom of the network and, correspondingly, the harder the ordering task from a completely disordered state. 

Conversely, if this range is large, ordering is easy, but finer details are averaged out in the map.

Therefore, formation of an ordered map from a very disordered initial state is favored by

1) ordering phase: a large initial range (a sizable fraction of the linear dimensions of the map) of hrs, which 

2) fine-tuning phase: then should decay slowly to a small final value (on the order of a single lattice spacing or less). 

cf. Simulated Annealing!  [TMB2 Sec. 8.2, and HBTNN]

Exponential decay is suitable in many cases.

How are stimulus density and weight vector density related? 

During the second, fine-tuning phase of the map formation process the density of the weight vectors becomes 

matched to the signal distribution.

Regions with high stimulus density in V lead to the specialization of more neurons than regions with lower 

stimulus density. As a consequence, such regions appear magnified on the map, i.e., the map exhibits a locally varying "magnification factor". 

In the limit of no neighborhood, the asymptotic density of the weight vectors is proportional to a power P(x) of the signal density P(x) with exponent =d/(d+2). 

For a non-vanishing neighborhood, the power law remains valid in the one-dimensional case, but with a different exponent alpha that now depends on the neighborhood function. 

For higher dimensions, the relation between signal and weight vector distribution is more complicated, but the monotonic relationship between local magnification factor and stimulus density seems to hold in all cases investigated so far. 

How is the feature map affected by a "dimension-conflict" 

In many cases of interest the stimulus manifold in the space V is of higher dimensionality than the map manifold A and, as a consequence, the feature map will display those features that have the largest variance in the stimulus manifold. These features have also been termed primary. 

However, under suitable conditions further, secondary, features may become expressed in the map. 

The representation of these features is in the form of repeated patches, each representing a full "miniature map" of the secondary feature set. The spatial organization of these patches is correlated with the variation of the primary features over the map: the gradient of the primary features has larger values at the boundaries separating adjacent patches, while it tends to be small within each patch. 

To what extent can the feature map algorithm model the properties of observed brain maps?

1) The qualitative structure of many topographic brain maps, including, e.g., the spatially varying magnification factor, and experimentally induced reorganization phenomena can be reproduced with the Kohonen feature map algorithm.

2) In primary visual cortex, V1, there is a hierarchical representation of the features retinal position, orientation and ocular dominance, with retinal position acting as the primary (2-D) feature. 

The secondary features orientation & ocular dominance form two correlated spatial structures:

(i) a system of alternating bands of binocular preference 

(ii) a system of regions of orientation selective neurons arranged in parallel iso-orientation stripes along which orientation angle changes monotonically.

The iso-orientation stripes are correlated with the binocular bands such that both band systems tend to intersect perpendicularly. In addition, the orientation map exhibits several types of singularities that tend to cluster along the monocular regions between adjacent stripes of opposite binocularity.

Pattern recognition applications.

The "Neural Typewriter" of Kohonen: a feature map is used to create a map of phoneme space for speech recognition. 

The ability to create feature maps of language data that are ordered according to higher-level, semantic categories. 

Other Applications:

Process control

Image compression

Time series prediction

Optimization

Generation of noise-resistant codes

Synthesis of digital systems

Robot learning (Kohonen 1990).

For some of these applications an extension of the basic feature map to produce a vectorial output value is useful. 

Michael Arbib - CS564 - Brain Theory and Artificial Intelligence,  USC, Fall 2001. Lecture 6. Self-Organization
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